
















































































































































































































































































































































































































































































































In addition, the failure of any plex during the synchronization process results 
in the nonnal error processing being perfonned without entering an 
irrecoverable state, because other plexes are available for use. 

9.2 Volume States 
Volume states indicate whether or not the volume is initialized, written to, 
and the accessibility of the volume. 
The interpretation of these volume states during volume startup is modified 
by the persistent state log for the volume (for example, the dirty/clean state). 
If the flag for the clean state is set, this means that an ACfIVE volume was 
not written to by any processes or was not open at the time of the reboot; 
therefore, it can be considered CLEAN. The flag for the clean state will 
always be set in any case where the volume is marked CLEAN. 
Table 9-4 describes the volume states, some of which are similar to plex 
states. 

Table 9-4: LSM Volume States 

State Description 

ACTIVE The volume has been started (kstate is currently ENABLED) 
or was in use (kstate was ENABLED) when the machine was 
rebooted. If the volume is currently ENABLED, the state of 
its plexes at any moment is not certain (since the volume is 
in use). If the volume is currently DISABLED, this means 
that the plexes cannot be guaranteed to be consistent. 

CLEAN The volume is not started (kstate is DISABLED) and its 
plexes are synchronized. 

NEEDSYNC The volume is not started (kstate is DISABLED) and its 
plexes are not synchronized. This can occur after a power 
failure or system failurc. 

�E�~�I�P�T�Y� The volume contents are not initialized. The kstate is always 
DISABLED when the volume is EMPTY. 

SYNC The volume is either in read-write back mode (kstate is 
currently ENABLED) or was in read-writeback mode when 
the machine was rebooted (kstate is DISABLED). If the 
volume is ENABLED, this means that the plexes are being 
resynchronized via the read-writeback recovery. If thc 
volume is DISABLED, it means that the plexes were being 
resynchronized via read-writeback when the machine 

. rebooted and therefore still needs to be synchronized. 
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The following subsections describe the different volume states, how they 
change to indic~te abnonnalities, and what LSM does to normalize the 
volume state. 

9.2.1 Volume Kernel State 
The volume kernel state indicates the accessibility of the volume. The volume 
kernel state allows a volume to have an offline (DISABLED), maintenance 
(DETACHED), and online (ENABLED) mode of operation. These modes are 
described in the following table: 

Mode Description 

DISABLED 
DETACHED 

The volume cannot be accessed. 

The volume cannot be read or written, but plex device 
operations and ioctl functions are accepted. 

ENABLED The volumes can be read and written. 

9.2.2 Volume Usage Types 
A volume usage type is a type label given to each volume under LSM 
control. Just as a file system type establishes and enforces policies for file 
operations, a volume usage type establishes and enforces policies for volume 
operations. The rules and capabilities differ for different usage types. The 
volume usage types affect such things as plex synchronization and error 

. handling. 

LSM provides the options described in the following table for volume usage 
types. 

Option 

fsgen 
(file 
system 
generic) 

Description 

The f sgen usage type assumes the volume is being used by 
a file system. This usage type assumes there is a way to 
synchronize file system data to a volume during volplex or 
snapshot procedures. It uses the file system time stamp to see 
which plex is most up to date. It detennines the file system 
type and calls an appropriate procedure to do a 
synchronization just prior to the plex split off. 

gen The gen usage type makes no assumptions regarding the 
(generic) data content of the volume. This usage type does not handle 

synchronization. The gen option is useful for databases that 
reside directly on volumes. 
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Operations that are dependent on usage-type must detennine the usage type 
of a volume before switching control to a utility customized for that usage 
type. For example, following a failure, the gen and fsgen usage types­
using different algorithms - guarantee that all plexes of a volume are 
identical. 

Note 

Use the fsgen usage type when creating a volume if the 
volume is to be used by a file system. Otherwise, use the gen 
usage type. 

9.2.3 Volume Read Policy 
Starting a volume changes its state from DISABLED or DETACHED to 
ENABLED; stopping a volume changes its state from ENABLED or 
DETACHED to DISABLED. 

Table 9-5 describes the three volume-read policies that can be selected. 

Table 9-5: LSM Volume Read Policies 

Policy 

Round 

Prefer 

Select 

Description 

Prescribes round-robin reads of enabled plexes (this is the 
default read policy). If the read policy for a volume has been 
set to round, the read policy for that volume evenly 
distributes I/O read requests between all plexes of that 
volume. Reads are distributed by alternating read requests to 
each plex in a volume. This policy is preferred in cases 
where read access performance for all plexcs is the same. 

Prescribes preferential reads from a specified plex. Setting the 
read policy to prefer designates a specific plex of a 
particular volume to be used for 1/0 read requests. This 
policy is preferred if read access performance of one plex is 
better than the other mirrors. For example, if one of the 
plexes is striped and the other plexes are concatenated. 

Selects a default read policy, based on the plex associations 
to the volume. If the volume contains a single, enabled, 
striped plex, the default is to prefer that plex. For any other 
set of plex associations, the default is to use a round-robin 
policy. 
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9.2.4 Managing Available Disk Space 

Utilities such as the vo la s sis t utility obtain information on available disk 
space and use the information to calculate acceptable layouts for LSM 
objects. The concept of free space management is based on the idea that free 
space mapping can be derived by mapping out the existing allocations from 
the total space on the disk. The methods and specifications for dealing with 
the allocations and layouts may be provided at the command line; otherwise, 
they are obtained from defaults specified in a default file or internally. 

9.3 Implementing LSM Configuration Changes 
When a system administrator makes changes to a set of LSM objects, LSM 
groups the changes into a transaction. For any transaction, LSM ensures that 
either all related changes occur successfully or none of the changes are made. 
LSM makes all configuration changes appear to occur simultaneously and 
any intermediate stages of change are invisible. If a problem is encountered 
during the transaction, LSM does not allow any changes to occur and returns 
the configuration to its original state. 

To achieve these atomic, all-or-nothing configuration changes, the LSM 
volume daemon (the voId utility) envelops all configuration changes into a 
transaction by performing'the following steps: 

1. Locks all affected objects 

2. Gets information about the locked records 

3. Records prospective changes 

4. Makes all the changes 

5. Unlocks the changed objects 

The result is that atomic transactions: 

• Permit several system administrators to make concurrent changes to the 
configuration. 

• Prevent inconsistent LSM configurations from occurring when there is a 
system failure. 

If a system failure occurs during a transaction, restarting the system causes 
the voId utility to back out the partial changes. This prevents the disks 
maintained by LSM from becoming inconsistently configured. 

Refer to the vold(8) reference page for additional information about the 
volume daemon. 
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This chapter suggests perfonnance priorities and guidelines for use with 
LSM. It also provides information about monitoring LSM and gathering 
perfonnance data. 

10.1 Performance Strategies 
Achieving optimal perfonnance by balancing input/output (I/O) load among 
several disks on a system without LSM may be limited because it is difficult 
to anticipate future disk usage patterns, and it is not always possible to split 
file systems across drives. For example, if a single file system receives most 
of the disk accesses, placing that file system on another drive moves the 
bottleneck to another drive. 

LSM provides flexibility in configuring storage to improve system . 
perfonnance. Table 10-1 describes two basic strategies available to optimize 
perfonnance. 

Table 10-1: Strategies for Improved Performance 

Sirategy 

Assign data to physical 
drives to evenly balance 
the I/O load among the 
available disk drives 

Result 

Achieves a finer level of granularity in data 
placement because LSM provides a way for 
volumes to be split across multiple drives. After 
measuring actual data-access patterns, you can 
adjust file system placement decisions. Volumes 
can be reconfigured online after perfonnanc~ 
patterns have been established or have changed, 
without adversely impacting volume availability. 



Table 10-1: (continued) 

Strategy Result 

Identify the most­
frequently accessed data 
and increase access 
bandwidth to that data 
through the use of 
mirroring and striping 

Achieves a significant improvement in 
performance when there are multiple I/O streams. 
If you can identify the most heavily-accessed file 
systems and databases, then you can realize 
significant performance benefits by striping the 
high traffic data across portions of multiple disks, 
and thereby increasing access bandwidth to this 
data. Mirroring heavily-accessed data not only 
protects the data from loss due to disk failure, 
but in many cases also improves I/O 
performance. 

10.1.1 Improving Mirrored Disk Performance 
The use of mirroring to store multiple copies of data on a system improves 
the chance of data recovery in the event of a system crash or disk failure, and 
in some cases can be used to improve system performance. However, 
mirroring degrades write performance slightly. On most systems, data access 
patterns conform to the 80/20 concept: Twenty percent of the data is 
accessed 80 percent of the time, and the other 80 percent of the data is 
accessed 20 percent of the time. 

The following sections describe some guidelines for configuring mirrored 
disks, improving mirrored system performance, and using block-change 
logging to speed up the recovery of mirrored volumes. 

10.1.1.1 Configuring Mirrored Disks for Performance 

When properly applied, mirroring can provide continuous data availability by 
protecting against data loss due to physical media failure. Use the following 
guidelines when using mirroring: 

• Never place subdisks from different mirrors of a mirrored volume on the 
same physical disk; this action compromises the availability benefits of 
mirroring and significantly impacts performance. 

• To provide optimum performance improvements through the use of 
mirroring, at least 30 percent of the physical I/O operations should be 
reads; a higher percentage of read operations results in a higher benefit of 
performance. Mirroring may provide no performance increase or result in 
a decrease of performance in a write-intensive workload environment. 
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Note 

The DEC/OSFI UNIX operating system implements a file 
system cache. Because read requests frequently can be 
satisfied from this cache, the read/write ratio for physical 
I/O's through the file system can be significantly more biased 
toward writing than the read/write ratio at the application 
level. 

Where feasible, use disks attached to different controllers when mirroring 
or striping. Although most disk controllers support overlapped seeks 
(allowing seeks to begin on two disks at once), do not configure two 
lnirrors of the same volume on disks attached to a controller that does not 
support overlapped seeks. This is very important for older controllers or 
SCSI disks that do not do caching on the drive. It is less important for 
many newer SCSI disks and controllers. 

• If one plex exhibits superior perfonnance - either because the disk is 
being striped or concatenated across multiple disks, or because it is 
located on a much faster device - then the read policy can be set to the 
preferred read policy (described in Table 10-2) for the faster plex. By 
default, a volume with one striped plex should be configured with 
preferred read of the striped plex. 

10.1.1.2 Using Mirroring to Improve System Performance 

Mirroring can also improve system perfonnance. Unlike striping, however, 
perfonnance gained through the use of mirroring depends on the read/write 
ratio of the disk accesses. If the system workload is primarily write-intensive 
(for example, greater than 70 percent writes), then mirroring can result in 
somewhat reduced perfonnance. 

Because mirroring is most often used to protect against loss of data due to 
drive failures, it may be necessary to use mirroring for write-intensive 
workloads. In these instances, combjne mirroring with striping to deliver both 
high availability and perfonnance. 

To provide optimal perfonnance for different types of mirrored volumes, 
LSM supports the read policies shown in Table 10-2: 

Table 10-2: LSM Read Policies 

Policy 

Round-robin 
read 

Description 

Satisfies read requests to the volume in a round-robin manner 
from all plexes in the volume 

LSM Performance Management 10-3 



I, 

Table 10-2: (continued) 

Policy Description 

Preferred read Satisfies read requests from one specific plex (presumably the 
plex with the highest performance) 

For example, in the configuration shown in Figure 10-1, the read policy of 
the volumes labeled Hot Vol should be set to the preferred read policy from 
the striped mirror labeled PLI. In this way, reads going to PLI distribute the 
load across a number of otherwise lightly used disk drives, as opposed to a 
single disk drive. 

Figure 10-1: Improving System Performance Using Mirroring 
and Striping 

Disk 1 Disk 2 Disk 3 Disk 4 

ZK-0950U-AI 

To improve perfonnance for read-intensive workloads, up to eight plexes can 
be attached to the same volume, although this scenario results in a decrease 
of effective disk space use. Perfonnance can also be improved by striping 
across half of the available disks to fonn one plex and across the other half to 
fonn another plex. 

10.1.1.3 Improving Mirrored-Volume Recovery with Block-Change 
Logging 

LSM block-change logging keeps track of the blocks that have changed as a 
result of writes to a mirror. Block-change logging does this by identifying the 
block number of changed blocks, and storing this number in a log subdisk. 
Block-change logging can significantly speed up recovery of mirrored 
volumes following a system crash. 
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Note 

Using block-change logging can significantly decrease system 
perfonnance in a write-intensive environment. 

Logging subdisks are one-block long subdisks that are defined for and added 
to a mirror that is to become part of a volume that has block-change logging 
enabled. They are ignored as far as the usual mirror policies are concerned 
and are only used to hold the block-change log. 

Follow these guidelines when using block-change logging: 

• Make sure that the subdisk that will be used as the log subdisk does not 
contain necessary data. 

Ensure that the logging subdisks are one block in length. 

• If possible, do not place the log subdisk on a heavily-used disk. 

• If persistent (nonvolatile) RAM disks are available, use them for log 
subdisks. 

• Make sure that all mirrors within the volume have a block-change log. If 
only one plex has a block-change log, logging will be disabled for the 
volume. 

10.1.2 Improving Striped Disk Performance 
Striping can improve serial access when I/O exactly fits across all subdisks in 
one stripe. Better throughput is achieved because parallel I/O streams can 
operate concurrently on separate devices. 

The following sections describe how to use striping as a way of slicing data 
and storing it across multiple devices to improve access bandwidth fOf a 
mirror. 

10.1.2.1 Configuring Striped Disks for Performance 

Follow these guidelines when using striping: 

• Calculate stripe sizes carefully. If it is not feasible to set the stripe width 
to the track size, use 64 kilobytes for the stripe width, which is the 
default. 

• AvoId small stripe widths; small stripe widths can result in poor system 
perfonnance unless its total width exactly matches the size of the I/O. 

• Never put more than one subdisk of a striped min"or on the same physical 
disk. 

• Typically, the greater the number of physical disks in the stripe, the 
greater the improvement in I/O perfonnancc. However, this rf!duces the 
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effective mean-time-between-failures (MTBF) of the volume. If this is an 
issue, striping can be combined with mirroring to provide a high­
performance volume with improved reliability. 

• If only one mirror of a mirrored volume is striped, be sure to set the 
policy of the volume to preferred read for the striped mirror. (The 
default read policy, select, does this automatically.) 

• When striping is used with mirroring, never place subdisks from one 
mirror on the same physical disk as subdisks from the other mirror. 

• If more than one mirror of a mirrored volume is striped, make sure the 
stripe width is the same for each striped mirror. 

• Where possible, distribute the subdisks of a striped volume across drives 
connected to different controllers and buses. 

• Avoid the use of controllers that do not support overlapped seeks. 

The volassist command automatically adopts many of these rules when 
it allocates space for striped plexes in a volume. 

10.1.2.2 Improving Access Bandwidth with Striped Plexes 

Striping can provide increased access bandwidth for a plex. Striped plexes 
exhibit improved access performance for both read and write operations. 
Where possible, disks attached to different controllers should be used to 
further increase parallelism. 

One disadvantage of striping is that some configuration changes are harder to 
perform on striped plexes than on concatenated plexes. For example, it is not 
possible to move an individual subdisk of a striped plex, or to extend the size 
of a striped plex, except by creating a completely new plex and removing the 
old striped plex. This can be done with the volassist move command or 
the volplex mv command. 

While these operations can be performed on concatenated pie xes without 
copying through a plex, striping offers the advantage that load balancing can 
be achieved in a much simpler manner. 

Figure 10-2 is an example of a single file system that has been identified as a 
data-access bottleneck. This file system was striped across four disks, leaving 
the remainder of those four disks free for use by less-heavily used file 
systems. 
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Figure 10-2: Use of Striping for Optlmal Data Access 

Disk 1 Disk 2 Disk 3 Disk4 
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10.2 Monitoring LSM Performance 
The following sections suggest ways to prioritize your perfonnance 
requirements, and how to obtain and use perfomlance data and recorded 
statistics to help you gain the performance benefits provided by LSM. 

Table 10-3 describes the two sets of performance priorities for a system 
administrator. 

Table 10-3: LSM Performance Priorities 

Priority 

Physical 
(hardware) 

Logical 
(software) 

Description 

Addresses the balance of the I/O on each drive and the 
concentration of the I/O within a drive to minimize seek time. 
Based on monitored results, it may be necessary to move subdisks 
around to balance the disks. 

Involves software operations and how they are managed. Based on 
monitoring, certain volumes may be mirrored (multiple plcxes) or 
striped to improve their performance. Overall throughput may be 
sacrificed to improve the performance of critical volumes. Only 
you can decide what is important on a system and what tradeoffs 
make sense. 
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10.2.1 Statistics Recorded by LSM 
LSM records the following three I/O statistics: 

• A count of operations 
• The number of blocks transferred (one operation could involve more than 

one block) 

• The total active time 

LSM records these statistics for logical I/Os for each volume. The statistics 
are recorded for the following types of operations: reads, writes, atomic 
copies, verified reads, verified writes, mirror reads, and mirror writes. 

For example, one write to a two-mirror volume will result in the following 
statistics being updated: 

• One operation for each plex 

• One operation for each subdisk 

• One operation for the volume 

Similarly, one read that spans two subdisks results in the following statistics 
being updated: - one read for each subdisk, one for the mirror, and one for 
the volume. 

LSM also maintains other statistical data. For example, read and write 
failures that appear for each mirror, and corrected read and write failures for 
each volume accompany the read and write failures that are recorded. 

10.2.2 Gathering Performance Data 
LSM provides two types of perfonnance information - I/O statistics and I/O 
traces: 

• I/O statistics are retrieved using the volstat utility 

• I/O tracing can be retrieved using the voltrace utility 

Each type of performance infonnation can help in perfonnance monitoring. 
The following sections briefly discuss these utilities. 

10.2.2.1 Obtaining 1/0 Statistics 
The volstat utility provides access to information for activity on volumes, 
plexes, subdisks, and disks under LSM control. The volstat utility reports 
statistics that reflect the activity levels of LSM objects since boot time. 
Statistics for a specific LSM object or all objects can be displayed at one 
time. A disk group can also be specified, in which case statistics for objects 
in that disk group only arc displayed; if you do not specify a particular disk 
group on the volstat command line, statistics for the default disk group 
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(rootdg) are displayed. 

The amount of infonnation displayed depends on what options are specified 
to volstat. For detailed infonnation on available options, refer to the 
volstat(8) reference page. 

The volstat utility is also capable of resetting the statistics infonnation to 
zero. This can be done for all objects or for only those objects that are 
specified. Resetting just prior to a particular operation makes it possible to 
measure the impact of that particular operation afterwards. 

The following example shows typical output from a volstat display: 
OPERATIONS BLOCKS AVG TIME (ms) 

TYP NAME READ WRITE READ WRITE READ WRITE 
vol blop 0 0 0 0 0.0 0.0 
vol foobarvol 0 0 0 0 0.0 0.0 
vol rootvol 73017 181735 718528 1114227 26.8 27.9 
vol swapvol 13197 20252 105569 162009 25.8 397.0 
vol testvol 0 0 0 0 0.0 0.0 

10.2.2.2 Tracing 1/0 Operations 

The voltrace command is used to trace operations on volumes. Through 
the voltrace utility, you can set I/O tracing masks against a group of 
volumes or to the system as a whole. You can then use the voltrace 
utility to display ongoing I/O operations relative to the masks. 

The trace records for each physical I/O show a volume and buffer-pointer 
combination that enables you to track each operation even though the traces 
may be interspersed with other operations. Like the I/O statistics for a 
volume, the I/O trace statistics include records for each physical I/O done, 
and a logical record that summarizes all physical records. For additional 
infonnation, refer to the voltrace(8) reference page. 

10.2.3 Using Performance Data 
Once perfonnance data has been gathered, you can use the data to detennine 
an optimum systeln configuration that makes the most etficient usc of system 
resources. The following sections provide an overview of how you can use 
I/O statistics and I/O tracing. 

10.2.3.1 Using 1/0 Statistics 

Examination of the I/O statistics may suggest reconfiguration. There arc two 
primary statistics to look at: volume I/O activity and disk I/O activity. The 
following steps describes how to record and examine I/O statistics: 

1. Before obtaining statistics, consider clearing (resetting) all existing 
statistics. Dearing statistics eliminates any differences between volumes 
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or disks that might appear due to volumes being created, and also 
removes statistics from booting (which are not nonnally of interest). Use 
the following command to clear all statistics: 

volstat -r 

2. After clearing the statistics, gather I/O statistics during a time span when 
typical system activity is occurring. You may also want to gather I/O 
statistics during the time that you run a specific application to obtain 
statistics specific to that application or workload. 

When monitoring a system that is used for multiple purposes, try not to 
exercise any application more than it would be exercised under typical 
circumstances. When monitoring a time-sharing system with many users, 
try to let the I/O statistics accumulate during typical usage for several 
hours during the day. 

3. To display volume statistics, enter the volstat command without any 
arguments. The output might appear as shown in the following example: 

OPERATIONS BLOCKS AVG TIME (rns) 
TYP NAME READ WRITE READ WRITE READ WRITE 
vol archive 865 807 5722 3809 32.5 24.0 
vol home 2980 5287 6504 10550 37.7 221.1 
vol local 49477 49230 507892 204975 28.5 33.5 
vol src 79174 23603 425472 139302 22.4 30.9 
vol swapvol 22751 32364 182001 258905 25.3 323.2 

4. To display disk statistics, enter the volstat -d command. The 
resulting output might appear as shown in the following example: 

OPERATIONS BLOCKS AVG TIME (rns) 
TYP NAME READ WRITE READ WRITE READ WRITE 
dm disk01 40473 174045 455898 951379 29.5 35.4 
dm disk02 32668 16873 470337 351351 35.2 102.9 
dm disk03 55249 60043 780779 731979 35.3 61.2 
dm disk04 11909 13745 114508 128605 25.0 30.7 

5. Check the displays for volumes with an unusually large number of 
operations or excessive read or write times. 

6. To move the volume archive onto the boot disk (diskOl in the 
previous example), identify which disks it is on using the volprint -
tvh archive command. The display from this command is similar to 
the following example: 
V NAME USETYPE KSTATE STATE LENGTH READPOL •.• 
PL NAME VOLUME KSTATE STATE LENGTH LAYOUT ... 
SO NAME PLEX PLOFFS DISKOFFS LENGTH DISK-MEDIA ••• 

v archive fsgen ENABLED ACTIVE 204800 SELECT 
pI archive-01 archive ENABLED ACTIVE 204800 CON CAT - RW 
sd disk03-03 archive-01 0 409600 204800 disk03 rz2 
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Looking at the associated subdisks indicates that the archive volume is 
on disk disk03. To move the volume off disk03 and onto diskOl, 
use one of the following commands: 

a. For K-shell users, enter: 

volassist move archive !disk03 disk01 

b. For C-shell users, enter: 

volassist move archive disk03 disk01 

These commands indicate that the volume should be reorganized so that 
no part is on disk03, and that any parts to be moved should be moved 
to diskOl. 

Note 

The easiest way to move pieces of volumes between disks is 
to use the Logical Storage Manager Visual Administrator 
(dxlsm). If dxlsm is available on the system, you may prefer 
to use it instead of the command-line utilities. 

7. If there are two busy volumes, try to move them so that each volume is 
on a different disk. 

8. If there is one volume that is particularly busy (especially if it has 
unusually large average read or write times), consider striping the volume 
(or splitting the volume into multiple pieces, with each piece on a 
different disk). Converting a volume to use striping requires sufficient 
free space to store an extra copy of the volume. 

To convelt to striping, create a striped mirror of the volume and then 
remove the old mirror. For example, to stripe the volume archive 
across disks disk02 and disk04, enter the following commands: 

volassist mirror archive layout=stripe disk02 disk04 
volplex -0 rm dis archlve-01 

9. After reorganizing any particularly busy volumes, check the disk 
statistics. If some volumes have been reorganized, first clear statistics 
and then gather statistics for a sufficient period of time. 

IF ... 

S0me disks appear to be used 
excessively (or have particularly 
long read or write times) 

THEN ..• 

Reconfigure some volumes. 
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IF ... 

There are two relatively busy 
volumes on a disk 

There are too many relatively busy 
volumes on one disk 

THEN •.• 

Consider moving the volumes 
closer together to reduce seek 
times on the disk. 

Try to move the volumes to a disk 
that is less busy. 

10. Use I/O tracing (or perhaps subdisk statistics) to detennine whether 
volumes have excessive activity in particular regions of the volume. If 
such regions can be identified, try to split the volume and to move those 
regions to a less busy disk. 

Note 

File systems and databases typically shift their use of 
allocated space over time, so this position-specific 
infonnation on a volume often is not useful. For databases, 
it may be possible to identify the space used by a particularly 
busy index or table. If these can be identified, they are 
reasonable candidates for moving to disks that are not busy. 

11. Examine the ratio of reads and writes to identify volumes that can be 
mirrored to improve their perfonnance. 

IF ... 

The read-to-write ratio is high 

A particularly busy volume has 
a ratio of reads to writes as 
high as 5:1 
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THEN ..• 

Mirroring could increase performance as 
well as reliability. The ratio of reads to 
writes where mirroring can improve 
performance depends greatly on the disks, 
the disk controller, whether multiple 
controllers can be used, and the speed of 
the system bus. 

It is likely that mirroring can dramatically 
improve performance of that volume. 
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Warning 

Use mirroring to substantially reduce the chances that a single 
disk failure will result in failure of a large number of volumes. 
This is because striping a volume, or splitting a volume across 
multiple disks, increases the chance that a disk failure will result 
in failure of that volume. For example, if five volumes are 
striped across the same five disks, then failure of anyone of the 
five disks will require that all five volumes be restored from a 
backup. If each volume were on a separate disk, only one 
volume would have to be restored. 

10.2.3.2 Using 1/0 Tracing 

Whereas I/O statistics provide the data for basic performance analysis, I/O 
traces provide for more detailed analysis. With an I/O trace, the focus of the 
analysis is narrowed to obtain an event trace for a specific workload. For 
example, you can identify exactly where a hot spot is, how big it is, and 
which application is causing it. 

By using data from I/O traces, you can simulate real workloads on disks and 
trace the results. By using these statistics, you can anticipate system 
limitations and plan for additional resources. 
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Logical Storage Manager Error A 
Messages 

The Logical Storage Manager is fault-tolerant and resolves most problems 
without system administrator intelVention. If the volume daemon (vo ld) 
recognizes what actions are being taken, it can roll a transaction forward or 
back. When vold is unable to recognize and fix system problems, you need 
to handle the task of problem solving. 

The following sections cover the majority of infonnational, failure, and error 
messages displayed by vold and the kernel driver. These sections include 
some errors that are infrequently encountered and difficult to troubleshoot. 
Clarifications are included to elaborate on the situation or problenl that may 
have generated a particular message. Wherever possible, a recovery procedure 
(user action) is provided to locate and correct potential problelns. 

Should it be necessary to contact your customer support organization, these 
messages are numbered for ease of reference. 

A.1 Volume Daemon En·or Messages 
The following list contains the error messages associated with the volume 
daemon. 

1. Message: 

-r must be followed by 'reset' 

Clarification: This message is caused by a usage error. 

User Action: Correct the usage and try again. 

2. Message: 

-x argument: prefix too long 

Clarification: The stub-mode device path prefix name supplied 
exceeded the maximum of 32 characters. 

User Action: Select an alternate path for device files and retry the 
command. 

3. Message: 

-x string: invalid debug string 
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Clarification: An unknown argument string was given to the -x 
option to vo ld. 

User Action: Select a valid string from the reference page for voId 
and try again. 

4. Message: 

Usage: void [-dkf] [-r reset] [-m mode] [-x level] 
For detailed help use: void help 

Clarification: voId was invoked withan invalid set of 
arguments. 

User Action: Correct the usage and try again or type voId help 
for more help. This is the full usage message from entering voId 
help: 
Usage: voId [-dkf] [-r reset] [-m mode] [-x level] 
Recognized options: 
-d set initial mode to disabled for transactions 
-k kill the existing configuration daemon process 
-f operate in foreground; default is background 
-r reset reset kernel state; requires 'reset' option argument 
-m mode set voId's operating mode 

modes: disable, enable, bootload, bootstart 
-x level set debugging level to <debug>, 0 turns off debugging 
-R file set filename for client request rendezvous 
-D file set filename for client diag request rendezvous 

5. Message: 

Ism:vold: Error: volume volume_name: Logging daemon killed by\ 
signal signaLnumber [ core dumped] 

Clarification: Someone killed the logging daemon. 

User Action: If required, restart the daemon with a call to voliod 
logio. 

6. Message: 

Ism :vold: Error: Idev/volevent: error_message 
Ism:vold: Error: cannot open Idev/volconfig: erro,-message 
Ism :vold: Error: Cannot kill existing daemon, pid=process_id 

Clarification: An attempt to kill an existing voId process with a 
SIGKILL signal has failed. This might be due to the process being in an 
unkillable kernel state perhaps because of a hung I/O or a missing I/O 
interrupt. There may be disk driver error messages in the / dev / osm 
buffer. 

User Action: Try typing cat / dev / osm to see if any other 

A-2 Logical Storage Manager Error Messages 



messages have been output to the console device. If possible, use crash 
to detennine the state of the process. If the process is asleep waiting for 
an I/O completion, then any disk driver error messages that have occurred 
might point to the solution. Failing this, a reboot is recommended. 

7. Message: 

Ism:vold: Error: Idev/vollod: VOL_LOGIOD_CHECK failed 

Clarification: Some inconsistency between voId and the kernel 
has caused an ioctl to fail. This could be caused by the use of older 
versions of voId or the kernel, or it could be due to a bug in LSM. 

User Action: Try stopping and restarting voId. If this fails then a 
reboot of the system should be attempted, possibly followed by a reinstall 
of the LSM package. If this fails, contact Customer Support. 

8. Message: 

Ism:vold: Error: Idev/voliod: VOL_LOGIOD_KILL failed 

Clarification: Some inconsistency between voId and the kernel 
has caused an ioctl to fail. This could be caused by the use of older 
versions of voId or the kernel, or it could be due to a bug in LSM. 

User Action: Try stopping and restarting voId. If this fails then a 
reboot of the system should be attempted, possibly followed by a 
reconfiguration of LSM. If this fails, contact Customer Support. 

9. Message: 

Ism :vold: Error: All transactions are disabled 

Clarification: This message may appear with the message Disk 
group disabled by error s if the disk group to be disabled is the 
root disk group. The continued use of the system could be dangerous 
since any configuration changes required (including error handling cases) 
could cause the loss of ability to perfonn I/O to a volume. Because this 
includes the root volume, this situation could, if uncorrected, cause the 

. system to hang .. 

User Action: This is a fatal error. All copies of the bootable root 
disk have failed. Recovery from this situation will require booting from 
floppy or from a disk unconnected with LSM. It may then be necessary 
to remove the LSM rootable disk configuration by using the volunroot 
command. See the LSM installation instructions for details. Once this 
has been achieved, the root disk group can be reinitialized to reestablish 
the database and log areas. 
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10. Message: 

Ism:vold: Error: Cannot get all disk groups from the kernel 

Clarification: Some inconsistency between voId and the kernel 
has caused an ioctl to fail. This could be caused by the use of older 
versions of voId or the kernel, or it could be due to a bug in LSM. 

User Action: Try stopping and restarting voId. If this fails then a 
reboot of the system should be attempted, possibly followed by a reinstall 
of the LSM package. If this fails, contact Customer Support. 

11. Message: 

Ism:vold: Error: Cannot get all disks from the kernel 

Clarification: Some inconsistency between voId and the kernel 
has caused an ioctl to fail. This could be caused by the use of older 
versions of vo ld or the kernel, or it could be due to a bug in LSM. 

User Action: Try stopping and restarting voId. If this fails then a 
reboot of the system should be attempted, possibly followed by an LSM 
reconfiguration. If this fails, contact Customer Support. 

12. Message: 

Ism :vold: Error: Cannot get kernel transaction state 

Clarification: Some inconsistency between voId and the kernel 
has caused an ioctl to fail. This could be caused by the use of older 
versions of voId or the kernel, or it could be due to a bug in LSM. 

User Action: Try stopping and restarting the voId daemon. If this 
fails then a reboot of the system should be attempted, possibly followed 
by a reconfiguration LSM. If this fails, contact Customer Support. 

13. Message: 

Ism :vold: Error: Cannot get private storage from kernel 

Clarification: 

User Action: 

14. Message: 

Ism:vold: Error: Cannot get private storage from kernel 

Clarification: Some inconsistency between voId and the kernel 
has caused an ioctl to fail. This could be caused by the use of older 
versions of voId or the kernel, or it could be due to a bug in LSM. 

User Action: Try stopping and restarting voId. If this fails then a 
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reboot of the system should be attempted, possibly followed by a 
reconfiguration LSM. If this fails, contact Customer Support. 

15. Message: 

Ism:vold: Error: Cannot get private storage size from kernel 

Clarification: Some inconsistency between voId and the kernel 
has caused an ioctl to fail. This could be caused by the use of older 
versions of voId or the kernel, or it could be due to a bug in LSM. 

User Action: Try stopping and restarting voId. If this fails then a 
reboot of the system should be attempted, possibly followed by a 
reconfiguration LSM. If this fails, contact Customer Support. 

16. Message: 

Ism:vold: Error: Cannot get record name from the kernel: 
error_message 

Clarification: Some inconsistency between voId and the kernel 
has caused an ioctl to fail. This could be caused by the use of older 
versions of vo ld or the kernel, or it could be due to a bug in LSM. 

User Action: Try stopping and restarting voId. If this fails then a 
reboot of the system should be attempted, possibly followed by a 
reconfiguration LSM. If this fails, contact Customer Support. 

17. Message: 

Ism:vold: Error: Cannot not make directory directoryyath 

Clarification: When trying to create the specified directory, voId 
got a failure. 

User Action: Try creating the directory manually and then issue the 
command voldctl enable. 

18. Message: 

Ism:vold: Error: Cannot recover operation ~n progress 
Failed to get group group_name from the kernel 

Clarification: Some inconsistency between voId and the kernel 
has caused an io ct I to fail. This could be caused by the use of older 
versions of voId or the keI.'llel, or it could be due to a bug in LSM. 

Use.c Act ion: Try stopping and restarting voId. If this fails then a 
rehootof the SystClll should be attempted, possibly followed by a 
reconfiguration of LSM. If this fails, contact Customer Support. 
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19. Message: 

Ism:vold: Error: Cannot start usage_type volume, no valid complete 
plexes 

Clarification: No usable plexes remain for either the root or swap 
volume. This error is fatal and will result in the message S y stem 
startup failed also appearing and the system being shutdown. 

User Action: This is generally an unrecoverable error and will likely 
require a reload of the system from backups . 

. 20. Message: 

Ism:vold: Error: Cannot start usage_type volume, no valid plexes 

Clarification No usable plexes remain for either the root or swap 
volume. This error is fatal and will result in the message System 
startup failed also appearing and the system being shutdown. 

User Action: This is generally an unrecoverable error and will likely 
require a reload of the system from backups. 

21. Message 

Ism :vold: Error: Cannot start usage_type volume, volume state is 
Invalid 

Clarification: The volume is not in a state that can be recovered 
from. This might be because of corruption of the databases or because of 
an invalid use of the vold interfaces without the use of the utilities. 

User Action: This is generally an unrecoverable error and will 
require reloading of the system from backups. 

22. Message: 

Ism:vold: Error: Cannot store private storage Into the kernel 

Clarification: Some inconsistency between vold and the kernel 
has caused an ioct 1 to fail. This could be caused by the use of older 
versions of vold or the kernel, or it could be due to a bug in LSM. 

User Action: Try stopping and restarting vold. If this fails then a 
reboot of the system should be attempted, possibly followed by a 
reconfiguration of LSM. If this fails, contact Customer Support. 

23. Message: 

Ism:vold: Error: Differing version of void Installed 

Clarification: Some inconsistency between vold and the kernel 
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has caused an ioctl to fail. This could be caused by the use of older 
versions of voId or the kernel, or it could be due to a bug in LSM. 

User Action: Try stopping and restarting voId. If this fails then a 
reboot of the system should be attempted, possibly followed by a 
reconfiguration of LSM. If this fails, contact Customer Support. 

24. Message: 

Ism :vold: Error: Disk disk_name, group group_name, device 
device_name: \ not updated with new host ID 
Error: error_message 

Clarification: If the host ID for a system is changed using the 
voldctl init command then all disks in all imported disk groups will 
need to have the host ID changed to the new ID. If the host ID for a disk 
cannot be changed, then this message will be displayed. Other problems 
might also exist for this disk. 

User Action: The contents of the disk should be evacuated 
elsewhere and the disk should be reinitialized. 

25. Me s sage: 

Ism:vold: Error: Disk group group_name, Disk disk_name: Cannot 
auto-import group: error_message 

Clarification: The disk group group name, could not be 
reimported after a system restart. The reason1s given as part of the error 
message. Other error messages may appear which provide more 
illfonnation on what went wrong. Any volumes in the disk group will be 
unavailable until the error condition is fixed and the disk group is 
reimported. 

User Action: Clear the error condition, if possible, and then import 
the disk group by hand with voldg import. After importing, you 
should restart all volumes with voldg -g groupname -sb. 

26. Message: 

Ism:vold: Error: Disk group group_name, Disk disk_name 
: Group name collides with\ record in rootdg 

Clarification: The disk group name group name, for the disk 
group being imported from the named disk, collideswith a configuration 
record in the rootdg disk group. Disk groups must have names that do 
not match any records in the root·disk group. 

User Action: If you want to import the disk group, you will have to 
rename the conflicting record in rootdg to some other name. 

Logical Storaga Manager Error Messages A-7 



JI' 
~ I: 

27. Message: 

Ism:vold: Error: Disk group group_name: Cannot recover temp 
database error_message 

Clarification: The temp database stored in the root file system 
could not be opened or read. Other messages will detail the error. This 
may happen because of an I/O error or a problem in the file system. 

User Action: The system should be rebooted and the operation 
retried. 

28. Message: 

Ism:vold: Error: Disk group group_name: Disabled by errors 

Clarification: This message can appear if the last configuration 
database or last kernel log area for a disk group became disabled. This 
could have been due to an I/O error or some other condition. Other 
messages preceeding this one are likely to highlight the root cause. 

User Action: Any remaining active volumes should be backed up. 
The disk group will have to be reinitialized and the disks added again to 
the group to recover. 

29. Message: 

Ism:vold: Error: Disk group group_name: Errors In some 
configuration copies: 

Clarification: One or more on-disk database copies were found to 
contain errors. As a result, the disk group could not be imported. This is 
probably due to a disk I/O error, or to blocks of a configuration copy 
being overwritten within invalid contents. Check for messages from the 
disk driver. 
Errors pertaining to specific configuration copies are listed on successive 
lines. These lines can be in either of the following forms: 

File filename: errocmessage: Block number: error_message 
Disk diskname, copy copy_number: error_message: Block number: 
error_message 

Lines beginning with File indicate an error in the special configuration 
copy file used for storing nonpersistent disk group information. Lines 
beginning with Disk indicate failure of a persistent configuration copy 
stored on a disk. The copy number indicates which of the disk's 
configuration copies contains the error. 

User Action: If one or more disks for the disk group are currently 
inaccessible (such as due to a cabling error), make the disks accessible 
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and try to import the disk group again with voldg import. Otherwise, 
the disk group is probably no longer usable and will have to be recreated. 
All volume configuration information for the disk group is lost. 

30. Message: . 
Ism:vold: Error: Disk group group_name: Relmport of disk group 
failed: error_message 

Clarification: The reload of a disk group into the kernel failed. 
This could be because the log size for the kernel may not be set or 
because of some other error in the import procedure. Other messages 
should indicate the true cause of the failure. 

User Action: The operation should be retried unless some other 
error message leads to a suggested course of action. If this fails, the 
system should be rebooted. 

31. Message: 

Ism:vold: Error: Disk group group_name: update failed: 
error_message 

Clar i f i cat io n: This message occurs because a database update 
failed completely. No complete copy of the database could be written for 
the disk group. The disk group will be disabled and further access for 
configuration changes will be disallowed. If this error occurs for the root 
disk group, it will probably be necessary to reinstall the system. 

User Action: Any volumes still active in the disk group should be 
backed up. The disk group will then have to be reinitialized and the disks 
added again to it. 

32. Hessage: 

Ism :vold: Error: Exec of Isbin/voliod failed 

Clarification: An exec of /sbin/voliod failed. 

User Action: Check the existence and permissions of the 
/ sbin/ voliod command. Try executing the command manually to 
ensure that it can be run. 

33. Message: 

lsm:vold: Error: Failed to store commit status list into kernel: 
error_message 

Clarification: Some inconsistency between vold and the kernel 
has caused an ioctl to fail. This could be caused by the use of older 
versions of vold or the kernel, or it could be due to a bug in LSM. 
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User Action: Try stopping and restarting voId. If this fails then a 
reboot of the system should be attempted, possibly followed by a 
reconfiguration of LSM. If this fails, contact Customer Support. 

34. Message: 

Ism:vold: Error: Fork of logio daemon failed 

Clarification: The creation of a process that could then be used as 
a logging daemon failed. 

User" Action: Check for messages explaining the reason that a 
fork(2) call failed. Retry the operation. 

35. Message: 

Ism:vold: Error: GET_VOLINFO ioctl failed: error_message 
Ism :vold: Error: Version number of kernel does not match void 

Clarification: Some inconsistency between voId and the kernel 
has caused an ioctl to fail. This could be caused by the use of older 
versions of voId or the kernel, or it could be due to a bug in LSM. 

User Action: Try stopping and restarting voId. If this fails then a 
reboot of the system should be attempted, possibly followed by a 
reconfiguration of LSM. If this fails, contact Customer Support. 

36. Message: 

Ism:vold: Error: Get of current rootdg failed 

Clarification: An attempt to retrieve the rootdg from the kernel 
failed. This might be because of a kernel voId inconsistency or could 
also be because of a version difference between voId and the kernel. 

User Action: Check that the correct version of voId and the kernel 
are installed. Other messages might suggest other problems in a prior 
attempt at loading a configuration and possible courses of action. If this 
fails, contact Customer Support. 

37. Message: 

Ism :vold: Error: No convergence between root disk group and disk 
list Disks in one version of rootdg: 

disk_name type=disk_type info=disk_info 
Disks in alternate version of rootdg: 

disk_name type= disk_type info= disk_info 

Clarification: This message can appear when voId is not 
running in autoconfigure mode (see the vold(8) reference page) and 
when, after several retries, it cannot resolve the set of disks belonging to 
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the root disk group. The algorithm for non-autoconfigure disks is to scan 
disks listed in the / etc/vol/volboot file and then examine the disks 
to find a database copy for the rootdg disk group. The database copy is 
then read to find the list of disk access records for disks contained in the 
group. These disks are then examined to ensure that they contain the 
same database copy. As such, this algorithm expects to gain convergence 
on the set of disks and the database copies contained on them. If a loop 
is entered and convergence cannot be reached, then this message will 
appear and the root disk group importation will fail. 

User Action: Reorganizing the physical locations of the devices 
attached to the system Inay break the deadlock. If this fails, contact 
Customer Support. 

38. Message: 

Ism:vold: Error: Open of directory directoryyath failed 

Clarification: When voId was trying to create node files for the 
volumes, it was unable to open the directory in which the nodes were to 
be created. 

User Action: Check for other errors that suggest why the directory 
might be missing or if the permissions might be incorrect. Fix the 
condition to allow voId to open or create the directory, then issue the 
command voldctl enable. 

39. Message: 

Ism:vold: Error: Read of directory directory_path failed 

Clarificatj on: The node directory could not be read when voId 
was trying to scan for volume nodes. 

User Action: Check for other messages that might suggest why the 
directory is inaccessible. Try reading the directory manually if the 
directory is corrupted, then try removing and recreating it and then 
restarting voId. 

40. Message: 

Ism:vold: Error: Unexpected configuration tid for group group_name 
found In kernel 

Clarification: Some inconsistency between voId and the kernel 
has caused an io ct I to fail. This could be caused by the use of older 
versions of vold or the kernel, or it could be due to a bug in LSM. 

User Action: Try stopping and restarting voId. If this fails then a 
reboot of the system should be attempted, possibly followed by a 
reconfiguration of LSM. If this fails, contact Customer Support. 
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41. Message: 

Ism :vold: Error: Unexpected error during usage_type volume 
reconfiguration: error_message 

Clarification: A record lock for the volume could not be acquired 
as part of the initial volume setup for either a root or swap volume. This 
is most likely to occur under low memory conditions. 

User Action: Other messages may suggest an alternate course of 
action. OtheIwise, this is generally an unrecoverable error and will 
require either the boot of an alternate root device or reloading of the 
system from backups. 

42. Message: 

Ism :vold: Error: Unexpected error fetching disk for usage_type 
volume: error_message 

Clarification: Some inconsistency between voId and the kernel 
has caused an ioctl to fail. This could be caused by the use of older 
versions of voId or the kernel, or it could be due to a bug in LSM. 

User Action: Try stopping and restarting voId. If this fails then a 
reboot of the system should be attempted, possibly followed by a 
reconfiguration of LSM. If this fails, contact Customer Support. 

43. Message: 

Ism:vold: Error: Unexpected values stored in the kernel 

Clarification: Some inconsistency between voId and the kernel 
has caused an ioctl to fail. This could be caused by the use of older 
versions of voId or the kernel, or it could be due to a bug in LSM. 

User Action: Try stopping and restarting voId. If this fails then a 
reboot of the system should be attempted, possibly followed by a 
reconfiguration of LSM. If this fails, contact Customer Support. 

44. Message: 

Ism:vold: Error: VOL_RESET_KERNEL failed: a volume or plex 
device is open 

or 

Ism:vold: Error: VOL_RESET_KERNEL failed: error_message 

Clarification: An attempt at resetting the kernel state with a 
voId -r reset command failed because all the LSM objects in the 
kernel were not closed. If any volumes are in use, then the reset cannot 
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be perfonned. This may also happen if a reset was requested on a system 
with root volumes. Root volumes are, by definition, never closed and so 
a reset cannot be perfonned. 

User Action: If a reset is really desired, then checking the state of 
the volumes and any mounted file systems should result in infonnation 
about who might have them open. Unmounting all volumes and killing 
any processes accessing the volumes should allow the reset to occur. 

45. Message: 

Ism:vold: Error: mode: Unrecognized operating mode 

Clarification: An unknown mode string was entered following a 
-m option. 

User Action: Select a valid mode from the vold(8) reference page 
and try again. 

46. Message: . 

Ism:vold: Error: cannot open /dev/voliod: error_message 

Clar if icat ion: The open of the / dev / voliod file can only fail 
if the device node is missing or has an incorrect major or minor number. 

User Action: Check the existence and values of the file and make 
sure that LSM was correctly installed. 

47. Message: 

Ism:vold: Error: cannot open argument: error_message 

Clarification: The tracefile specified on the command line could 
not be opened in append mode. The error message supplied should 
explain the reason. 

User Action: Select an alternate trace file name that can be created or 
appended to. 

48. Message: 

Ism :vold: Error: cannot open volconfig_device: Device is already open 

or 

Ism :vold: Error: cannot open volconfig_device: error_message 

Clarification The exclusive open device (/dev/volconfig) is 
already open. Only one voId process can be active on the system at one 
time. Subsequent attempts at starting voId or opening the device will 
result in this message. 
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User Action: Check for other running voId processes. The 
voldctl mode will report if voId is currently active. 

49. Message: 

Ism :vold: Error: enable failed: error_message 

Clarification: This message may occur during an initial startup of 
voId. If changing to enabled mode when this error occurs, failures 
could be due to problems with the creation of the portal or with 
connection to the kernel. If changing from an enabled state to a disabled 
state, then problems could occur with removing the disk groups from the 
kernel because of such things as volumes in use. 

User Action: Evaluate other error messages occurring with this one 
to determine the root cause of the problem. Make changes suggested by 
the other errors and then retry the command. 

50. Message: 

Ism:vold: Error: failed to create daemon: fork failed: error_message 

Clarification: The call to fork(2) to generate a background 
voId process failed. 

User Action: Check for messages explaining the reason that a 
fork(2) call failed. Retry the operation. 

51. Message: 

Ism :vold: Error: volume volume_name: Wait for logging daemon 
failed 

Clarification: The wait called to wait for the existence of the 
daemon process did not execute correctly. This can only happen if the 
ioctl does not correctly match the command required, perhaps because 
of a mismatch between the voliod command and the kernel versions or 
perhaps because of an incorrect minor number for the / dev /voliod 
device. 

User Action: Check the existence and permissions of the 
/ dev /voliod device. 

52. Message: 

Ism:vold: FATAL Error: Disk group rootdg: Inconsistency·· Not 
loaded into kernel 

Clarification: Some inconsistency between voId and the kernel 
has caused an ioctl to fail. This could be caused by the use of older 
versions of vo ld or the kernel, or it could be due to a bug in LSM. 
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User Action: Try stopping and restarting voId. If this fails then a 
reboot of the system should be attempted, possibly followed by a 
reconfiguration of LSM. If this fails, contact Customer Support. 

53. Message: 

Ism:vold: FATAL Error: Group group_name: Cannot update kernel 

Clarification: Some inconsistency between voId and the kernel 
has caused an ioctl to fail.. This could be caused by the use of older 
versions of voId or the kernel, or it could be due to a bug in LSM. 

User Action: Try stopping and restarting voId. If this fails then a 
reboot of the system should be attempted, possibly followed by a 
reconfiguration of LSM. If this fails, contact Customer Support. 

54. Message: 

Ism:vold: FATAL Error: Interprocess communication failure: 
error_message 

Clarification: The portal to client utilities has returned a failure. 
This is a fatal error since without a portal to clients, voId cannot do 
anything useful. 

User Action: Check for other errors suggesting the reason for portal 
failure. Restart voId. If problems persist, reboot the system. 

55. Message: 

Ism;vold: FATAL ErrDr: Invalid status stored in lternel 

Clarification: Some inconsistency between voId and the kernel 
has caused an ioctl to fail. This could be caused by the use of older 
versions of voId or the kernel, or it could be due to a bug in LSM. 

User Action: Try stopping and restarting voId. If this fails then a 
reboot of the system should be attempted, possibly followed by a 
reconfiguration of LSM. If this fails, contact Customer Support. 

56. Message: 

Ism:vold: Warning: Cannot create device path: error_message 

Clarification: The rnknod(2) call made by voId to create a 
device node failed. The reason for the error should be displayed. 

User Action: Fix the reason indicated for node creation failure and 
then issue the command voldctl enable. 

57. Message: 

Ism;vold: Warning: Cannot exec Isbin/rm io remove directory_path: 
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Clarification: An exec of / sbin/rm failed. 

User Action: Ignore the error. It is not serious if the directory could 
not be removed. 

58. Message: 

Ism:vold: Warning: Cannot fork to remove directory directory-path: 
error_message 

Clarification: The call to fork(l) to generate a process that 
could then exec rm(2) failed. 

User Action: Ignore the error. It is not serious if the directory could 
not be removed. 

59. Message: 

Ism:vold: Warning: Disk device_name in kernel not a recognized type 

Clarification: The disk type of a disk in the kernel does not 
match any known disk type. This can only occur if voId and the kernel 
are in an inconsistent state. 

User Action: Try stopping and restarting voId. If this fails then 
reconfigure LSM. If this fails, contact Customer Support. 

60. Message: 

Ism:vold: Warning: Disk disk_name names group group_name, but 
group ID differs 

Clarification: As part of a disk group import, a disk was 
discovered that had a mismatched disk group name and disk group ID. 
This disk will not have been imported. This can only happen if two disk 
groups of the same name exist that have different disk group ID values. 
In that case, one group will be imported along with all its disks and the 
other group will not. This message will appear for disks in the un­
selected group. 

User Action: If it turns out that the disk should be imported into the 
group, then this will have to be done by adding the disk to the group at a 
later stage. It will not happen automatically as part of the import. All 
configuration information for the disk will also be lost. 

61. Message: 

Ism:vold: Warning: Disk group group_name Is disabled, disks not 
updated with\ new host ID 
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Clarification: If the host ID for a system is changed using the 
voldct I ini t command then all disks in all imported disk groups will 
need to have the host ID changed to the new ID. If a disk group is found 
in the imported but disabled state, then the host ID will not be changed. 

User Action: The host ID will need to be cleared using the 
voldisk clear import command for each disk, and then the disk 
group should be reimported. 

62. Message: 

Ism:vold: Warning: Disk group group_name: Disk group log may be 
too small 

Log size should be at least number blocks 

Clarification: The log areas for the disk group have become too 
small for the size of configuration currently in the group. This should 
usually never happen without first displaying a message about the 
database area size. This message only occurs during disk group import; it 
occurs if the disk was inaccessible while new database objects were 
added to the configuration, and the disk was then made accessible and the 
system restarted. 

User Action: If this situation does occur, then the disks in the group 
will have to be explicitly reinitialized with larger log areas. See the 
reference page for voldisk(8). To reinitialize all the disks, they must 
be detached from the group with which they are associated and then 
reinitialized and readded. The group should then be deported and 
reimported for the changes to the log areas for the group to take effect. 

63. Message: 

Ism:vold: Warning: Disk group group_name: Errors in some 
configuration copies: 

Clarification: Oneor more on-disk database copies were found to 
contain errors. As a result, the disk group could not be imported. This is 
most likely to be due to a disk I/O error, or to blocks of a configuration 
copy being overwritten within invalid contents. Check for messages from 
the disk driver. Providing that other copies of the database can be 
successfully read, the system will continue and the disk group import or 
initial voId enable operation should succeed. If the database copy can 
subsequently be written to, then this message will not reccur. 

EITors pertaining to specific configuration copies are listed on successive 
lines. These lines can be in either of the following fonns: 

File filename: erro,-message: Block number: error_message 
Disk diskname, copy copy_number: error_message: Block number: 
error_message 
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Lines beginning with File indicate an error in the special configuration 
copy file used for storing nonpersistent disk group infonnation. Lines 
beginning with Dis k indicate failure of a persistent configuration copy 
stored on a disk. The copy number indicates which of the disk's 
configuration copies contains the error. 

User Action: This message is likely to occur once due to an I/O 
failure and then not reoccur. If it does reoccur, then it may be necessary 
to remove the disk and reinitialize it to clear the condition. If all 
configuration copies for a disk group become unusable, then the disk 
group itself becomes unusable and must be recreated. If the rootdg 
disk group becomes unusable, LSM may need to be reconfigured. In this 
case, if root file system is on a volume, then the operating system itself 
may need to be reinstalled. 

64. Message: 

Ism:vold: Warning: Error in volboot file: error_message 
Entry: disk disk_name disk_type disk_info 

Clarification: This message occurs when an entry in the 
volboot file does not contain the correct infonnation to define a valid 
disk access record. 

User Action: Remove the entry using the voldctl rmdisk 
command and add it again using voldctl adddisk. 

65. Message: 

Ism:vold: Warning: Failed to update voldlnfo area in kernel: 
error_message 

Clarification: Some inconsistency between voId and the kernel 
has caused an ioctl to fail. This could be caused by the use of older 
versions of voId or the kernel, or it could be due to a bug in LSM. 

User Action: Try stopping and restarting voId. If this fails then a 
reboot of the system should be attempted, possibly followed by a 
reconfiguration of LSM. If this fails, contact Customer Support. 

66. Message: 

Ism:vold: Warning: Field too long In volboot file: 
Entry: disk disk_name disk_type disk_info 

Clarification: The volboot file is maintained by voId and 
vo1dct I and should never nonnally exhibit this problem. This problem 
might indicate some corruption of the volboot file or could also be the 
result of manual editing of the file. 

User Action: The offending entry could try to be removed by use of 
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the voldctl rrndisk command. If this fails, volboot may have to 
be reinitialized using a voldctl init command. 

67. Message: 

Ism:vold: Warning: Get of record record_name from kernel failed: 
error_message 

Cl ar i f i cat io n: Some inconsistency between vo Id and the kernel 
has caused an ioctl to fail. This could be caused by the use of older 
versions of voId or the kernel, or it could be due to a bug in LSM. 

User Action: Try stopping and restarting voId. If this fails then a 
reboot of the system should be attempted, possibly followed by a 
reconfiguration of LSM. If this fails, contact Customer Support. 

68. Message: 

Ism:vold: Warning: Plex plex_name for usage_type volume is stale or 
unusable 

Clarification: This message is output to alert the user to the 
failure of one or more plexes of either the root or swap volume. The 
system may be able to continue depending on the existence of other 
usable plexes for the volume. 

User Action: The failed plex should be repaired by either 
reattaching the plex to the volume once the system is booted, or by 
evacuating and replacing the disk on which the failed plex resides if it is 
thought that the disk is going bad. 

69. Message: 

Ism:vold: Warning: cannot remove group group_idfrom kernel: 
error_message 

Clarification: Some inconsistency between voId and the kernel 
has caused an ioctl to fail. This could be caused by the use of older 
versions of voId or the kernel, or it could be due to a bug in LSM. 

User Action: Try stopping and restarting voId. If this fails then a 
reboot of the system should be attempted, possibly followed by a 
reconfiguration of the LSM package. If this fails, contact Customer 
Support. 

70. Message: 

Ism:vold: Warning: response to client client number failed: 
errocmessage 

Clarification: The portal to client utilities has returned a failure. 
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This is a fatal error since without a portal to clients, voId cannot do 
anything useful. This could be caused by a STREAMS error or some 
other communications problem with the client. 

User Action: Check for other errors suggesting the reason for portal 
failure. Restart voId. If problems persist, reboot the system. 

A.2 Kernel Error Messages 
The following are the kernel level error messages. 

1. Message: 

NOTICE: message on volume device hex_device_number 
(volume_name) In diskgroup group_name 

Clarification: This is caused by a driver above the LSM level 
calling the LSM volprintO function. This usually happens when a 
driver detects some error condition in LSM and want to display the error. 

User Action: No action necessary, unless specified in a supplied 
string. 

2. Message: 

NOTICE: lo/vol.c(volerror): Correctable type error on volume 
volume_name,e plex plex_name, block block_number 

Clarification: A correctable I/O error was detected and corrected. 
A correctable I/O error is one where a read error from an underlying 
device driver could be corrected by reading the data from an alternate 
mirror copy and then writing it back to the failed mirror. 

User Act ion: If the I/O could have been completed by reading from 
an alternate mirror but the writeback to the failed mirror still failed, the 
mirror will be detached. This failure will cause the exception handling 
code to be entered, which will result in the volume's error recovery 
policy being followed. This usually results in either a mirror or the 
volume becoming detached. The user must intervene to reattach the 
mirror (volplex att), to bring back the failed mirror copy. If the 
volume was detached, then the data contained on it is unrecoverable and 
will have to be restored from backups. 

3. Message: 

NOTICE: lo/vol.c(volerror): Uncorrectable type error on volume 
volume_name, \ plex plex_name, block block_number 

Clarification: Following an I/O error from one mirror, an attempt 
to reread the data from an alternate mirror failed. This could be because 
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no other mirrors exist or could be because the other mirrors also had I/O 
failures. 

User Action: This failure will cause the exception handling code to 
be entered, which will result in the volume's error recovery policy being 
followed. This can have effects ranging from detaching a mirror to 
disabling the v01ume. The user must intervene to reattach the mirror 
(volplex att), to bring back the failed mirror copy. If the volume 
was detached, then the data contained on it is unrecoverable and will have 
to be restored from backups. 

4. Message: 

NOTICE: Ism: Can't close disk disk_name In group disk-9roup. 
If it is removable media (like a floppy), it may have been removed. 
Otherwise, there may be problems with the drive. 
Kernel error code error_numberlerror_number 

Clarification: This is unlikely to happen; closes cannot fail. 

User Action: None. 

5. Message: 

NOTiCE: Ism: Can't open disk disk_name in group diSk_group. 
If it is removable media (like a floppy), it may not be mounted or 
ready. Otherwise, there may be problems with the drive. 
Kernel error code error_number 

Clarification: The named disk cannot be accessed in the named 
disk group. 

User Action: Turn on the drive. 

6. Message: 

WARNING: io/vol.c(volexcept): No volume error daemon - Cannot Log 
plex detach,\detachlng volume 

Clarification: No voliod process was running and able to log a 
detach record for a mirror that is being detached due to an I/O error. This 
is a fatal error that causes future access to the volume to be rejected, 
because any system failure coming after additional I/O would not be able 
to detect the failure of the mirror and mirror inconsistencies might then 
occur. 

User Action: Although it is too late to rescue tltis volume, at least 
one voliod process should be started as soon as possible (using 
voliod set 2). The failed volume will have to be stopped and 
restarted, then reloaded from backups. Mirrors will have become 
inconsistent and so any attenlpt at using the data on the volume could 

Logical Storage Manager Error Messages A;...21 



prove disastrous. 

7. Message: 

WARNING: volklog_dgfree: Can't clear group commit log record for 
group disk-9roup 

Clarification: This can occur if a log flush to disk could not be 
performed because no valid log copies remained. This is likely to 
compromise the ability of the LSM to recover from any further I/O errors. 

User Action: Disks should be added to the system such that new 
viable logging areas can be generated. Alternatively, failed disks should 
be removed and replaced with working devices. 

8. Message: 

WARNING: volklog_dgfree: Can't free kernel logging area for 
vOI_reset_kernel of group disk-9roup 

Clarification: A free of the logs for a disk group failed because 
either no valid log areas remained for flushing or some log records 
remained in the log before the clear operation was requested. 

User Action: No user action can be taken here; this is a LSM 
internal error. Contact Customer Support. 
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Recovery B 

Disk failures can cause two types of problems: loss of data on the failed disk 
and loss of access to your system due to the failures of a key disk (a disk 
involved with system operation). LSM provides the ability to protect your 
system from either type of problem. LSM uses mirroring to protect the data. 
By mirroring your data, you prevent data loss from a disk failure. By 
mirroring drives critical to booting, you ensure that no single disk failure will 
leave your system unusable. 

B.1 Protecting Your System 
To maintain system availability, the data important to running and booting 
your system must be mirrored. Furthennore, it must be preserved in such a 
way that it can be used in case of failure. The most difficult part of this is the 
ability to boot the system after a failure of a disk that is critical to the boot 
process. 

To preserve data, create and use volumes that have at least two mirrors 
(plexes). The mirrors mu~t be on different disks and preferably on different 
controllers for an added margin of safety. The volassist utility locates 
the mirrors such that the loss of one disk will not result in a loss of data. Edit 
the file / et c / de fa u 1 t / vo la s sis t to set the default number of mirrors 
for newly created volumes to two. 

You must also do regular backups (of all data except the root file system) to 
protect your data. Backups are necessary if all copies of a volume are lost or 
corrupted in some way. For example, a power surge could damage several 
(or all) disks on your system. Alternately, a mistyped command could 
remove critical files or damage a file system directly. For infonnation about 
backing up your data, see Section 4.6.9 to use the Visual Administrator, or 
Section 7.3.8 to use the volassist command for backup. 

B.2 Reinstallation Recovery 

Occasionally, your system may need to be reinstalled after some types of 
failures. Reinstallation is necessary if all copies of yoU! root (boot) disk are 
danlaged, or if certain critical files are lost due to file SystClTI damage. When 
a failure of either of these types occurs, you must reinstall the entire system, 
since there is currently no method of restoring the root file system from 



backup. 

Note 

Support for LSM volumes for root file system is not currently 
available .. 

If these types of failures occur, you should attempt to preserve as much of 
the original LSM configuration as possible. Any volumes not directly 
involved in the failure may be saved. You do not have to reconfigure any 
volumes that are preserved. 

This section describes the procedures used to reinstall LSM and preserve as 
much of the original configuration as possible after a failure. 

B.2.1 General Recovery Information 

System reinstallation completely destroys the contents of any disks that are 
reinstalled. Any LSM related infonnation, such as data in the LSM private 
areas on removed disks (containing the disk identifier and copies of the LSM 
configuration), is removed during reinstallation. The removal of this 
infonnation makes the disk unusable as an LSM disk. 

If a disk was placed under LSM control (either during the LSM installation 
or by later encapsulation), that disk and any volumes or volume plexes on it 
are lost during reinstallation. If a disk is not under LSM control prior to the 
failure, no volumes are lost at reinstallation. Any other disks to be replaced 
can be replaced following the procedures in Section 6.2.6 and Section 7.2.12 
for infonnation using the LSM Support Operations or the LSM command­
line interfaces respectively. 

When reinstallation is necessary, the only volumes saved are those that reside 
on, or have copies on, disks that are not directly involved with the failure, the 
reinstallation, or both; volumes on disks involved with the failure or 
reinstallation are lost during reinstallation. If backup copies of these volumes 
are available, you can restore these volumes after reinstallation. 

B.2.2 Reinstallation and Reconfiguration Procedures 

To reinstall the system and recover the LSM configuration, perfonn the 
following procedure: 

1. Prepare the system for installation. This includes replacing any failed 
disks or other hardware, and detaching any disks not involved in the 
reinstallation. 

2. Install the operating system. Do this by reinstalling the base system and 
any other non-LSM packages. 
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3. Install LSM. 

4. Recover the LSM configuration. 

5. Cleanup the configuration. This includes restoring any information in 
volumes affected by the failure or reinstallation. 

The previous steps are described in the following sections. 

8.2.2.1 Preparing the System for Reinstallation 

To prevent the loss of data on disks not involved in the reinstallation, you 
should only involve the root disk in the reinstallation procedure. It is 
recommended that any other disks (that contain volumes) be disconnected 
from the system before you start the reinstallation procedure. Disconnecting 
the other disks ensures that they are unaffected by the reinstallation. For 
example, if the operating system was originally installed with a file system 
on the second drive, it may still be recoverable. Removing the second drive 
ensures that the file system remains intact. 

8.2.2.2 Reinstalling the Operating System 

Once any failed or failing disks have been replaced and disks uninvolved 
with the reinstallation have been detached, reinstall the operating system as 
described in the manuals for your operating system. hlstall the basic 
operating system prior to installing LSM. 

'Vhile the operating system installation progresses, make sure no disks other 
than the root disk are accessed in any way. If anything is written on a disk 
other than the root disk, the LSM configuration on that disk could be 
destroyed. 

Note 

Several of the Automatic options for installation access drives 
other than the root drive without requiring confirmation frorn the 
administrator. Therefore, it is advised that you disconnect all 
other disks from the system prior to installing the operating 
system. 

8.2.2.3 Reinstalling LSM 

The installation of LSM has two parts: 

Loading LSM from CD-ROM or over the network 

• Initializing LSM 
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If you want to reconstruct the LSM configuration left on the nonroot disks, 
do not initialize LSM after the reinstallation. 

To reinstall LSM, follow the instructions for loading LSM (from CD-ROM 
or over the network) in the Installation Guide and the instructions in Section 
B.2.2.4. 

8.2.2.4 Recovering the LSM Configuration 

Once the LSM package has been loaded recover the LSM configuration by 
doing the following: 

1. Shut down the system. 

2. Reattach the disks that were removed from the system. 

3. Reboot the system. 

4. When the system comes up, bring the system to single-user mode by 
entering the following command: 

shutdown now 

5. You need to remove some files involved with installation that were 
created when you loaded LSM but are no longer needed. To do this, 
enter the command: 

rm -rf letc/vol/bin/install-db 

6. Once these files are removed, you must start some LSM daemons. Start 
the daemons by entering the command: 

Isbin/voliod set 2 

7. Start the LSM Configuration Daemon, voId, by entering the command: 

Isbin/vold -m disable 

8. Initialize the vo ld daemon by entering: 

voldctl Inlt 

9. Add one or more disks that have configuration databases to the 
/ etc/vol/volboot file. You must do this otherwise LSM cannot 
restart after a reboot. 

To reenable the previous LSM configuration, you need to detennine the 
name of one of the disks that was in the rootdg disk group. If you do 
not know the name of one of the disks, you can scan the disk label on the 
disks available on the system for LSM disk label tags such as LSMpubl 
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or LSMsimp. If you find the LSMpubl disk label tag on a disk, add the 
disk as an LSM sliced disk. If you find the LSMs imp disk label tag, add 
the partition as an LSM simple disk. 

veldetl add disk rz3 

10. Enable voId by entering: 

veldell enable 

The configuration preselVed on the disks not involved with the reinstallation 
has now been recovered. 
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Visual Administrator Reference C 

Various Visual Administrator operations and options can be accessed using 
the main menus located in the menu bars of the Visual Administrator root 
window, view windows, or both. Some of these menus lead to submenus; 
some lead to fonns; and some simply execute operations directly. 

This chapter provides reference infonnation for managing LSM volumes with 
the LSM Visual Administrator. 

C.1 Introduction and Setup 

C.1.1 Views 
The LSM Visual Administrator root window contains a Views menu that is 
used to create and modify view windows. The following list describes the 
views available using the Views menu (located in the LSM Visual 
Administrator root window only). 

• Create a View 

Views ~ Create a View 

Description: Creates a new user-specified view (commonly referred 
to as a user-created view or a user view). The user specifies a unique 
name for this new view. Once created, icons can be added to this new 
view window by copying them over from existing views. 

User-created views differ from default views (disk, volume, disk group, 
and world views) in that they contain copies of icons from the default 
views. Any operations perfonned from user-created views are 
automatically activated in the corresponding default views. Icons that 
appear in default views are not necessarily duplicated in user-created 
views. 

• Rename a View 

Views ~ Rename a View 

Description: Renames an existing user-created view. The user 
sped fies anew, unique name for the view. 

Requirement: Only a user-created view can be renamed. 
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• Remove Views 

Views --) Remove Views 

Description: Pennanently removes a user-created view. The 
removal of a user-created view results in the removal of its icons, but the 
objects represented by those icons are unaffected. 

Requirement: Only a user-created view can be removed. 

C.1.2 Views Forms 
The following list shows the fonns accessed via the Views menu (located in 
the LSM Visual Administrator root window only). 

• Create a View 

Views --) Create a View 

Description: Creates a new view window. Once created, this view 
is represented by a new view button in the Visual Administrator root 
window. This user-created view is also retained across future Visual 
Administrator sessions. The following table describes the field for this 
fonn. 

Field 
View Name: 

Description 
The name of the view to be created. This name must be 
unique. The maximum length of the name is 14 characters. 
This field is required. 

Requirement: The name specified for the new view must be unique. 

• Rename View Fonn 

Views --) Rename a View 

Description: This fonn is used to change the name of an existing 
user-created view. The following table describes the fields for this fonn. 

Field 

Old View 
Name: 

New View 
Name: 

Description 

The name of the view to be renamed. This name must belong 
to a user-created view. This field is required. 

The name to which the existing name is to be changed. This 
name must be unique. The maximum length of the name is 
14 characters. This field is required. 
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Requirements: Only user-created views can be renamed, and the 
new view name must be unique. 

• Remove View Fonn 

Views ~ Remove a View 

Description: This fonn is used to remove a user-created view. This 
fonn contains no fields. Instead, it lists all user-created views that 
currently exist. 

The user selects one or more views for removal by highlighting the 
desired view names with the MB 1 button. If a view is mistakenly 
selected, the MB 1 button can be used again to clear that view name. 
Removal is activated by clicking MB 1 on the Apply button once, then 
confirming the removal by selecting Apply again (this ensures that a view 
is not accidentally removed). 

C.1.3 Options 
User preferences for how the LSM Visual Administrator should operate are 
set via the Options menu. 

Once set, most preferences for each user are saved to the . dxlsm pref, 
file located in each user's home directory. The. dxlsm pref IDe should 
not be edited by users. Once set, these prefcrences are maintained across 
future Visual Administrator session. 

C.1.3.1 Options Menu 
The following list shows the menu selections accessible via the Options 
menu: 

• Show Command 
Options ~ Show Command 

Description: This menu selection is used to specify whether the 
Command Info Window is to be displayed before each command is 
executed or only upon command failurc. 

From the Show Command menu, a submenu allows the user to indicate 
when to display the Command Info Window. The following table 
describes the available options. 

Option 

Show on 
Error 

Description 

Display the Command Info Window only when an LSM or 
system command has failed. This is the default behavior. 
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Option Description 

Show at Start Display the Command Info Window whenever an LSM or 
system command is ready to be sent. This enables the user to 
view the actual commands being executed via the Visual 
Administrator. 

• When Commands Are Ready 

Options --) When Commands Are Ready 

Description: This menu selection is used to specify whether 
commands should be executed immediately or simply displayed for user 
review. 

From the When Commands Are Ready menu, a submenu allows the user 
to indicate what the Visual Administrator is to do when a command is 
issued: 

Execute Commands 
Automatically execute commands as soon as they are issued. This is 
the default behavior. 

Show Commands Only 
Display commands in the Command Info Window for user review 
rather than executing them. Upon approval, the user can execute the 
displayed command directly from the Command Info Window by 
highlighting that command and then using the Execute menu. 

• Logging 
Options --) Logging 

Description: This menu selection is used to start or stop logging of 
Visual Administrator commands. Logging records all commands sent to 
LSM or the system by the LSM Visual Administrator in a specified file. 

From the Logging menu, a submenu allows you to indicate whether 
logging should be activated or deactivated: 

Option Description 

Start Begin recording all commands to a log file. A log file is created if one 
does not already exist. The file to be used for logging must be specified 
in the resulting form. If the file exists, the user must have permission to 
write to that file. The log information will be appended to the end of the 
specified file. 
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Option Description 

Stop Stop recording all commands to the log file. When logging is 
discontinued, the user is responsible for remembering the name of the 
log file that was used. 

Note 

Unlike other user preferences, the logging setting is not saved 
across Visual Administrator sessions. 

Form: Log File Fonn (described in Section C.1.3.2). 

• Popup the Command Window 

Options --) Popup the Command Window 

Description: This menu selection is used to access and display the 
Command Info Window. This window displays current and previous 
commands, along with the status of each command. Once accessed in this 
way, the Command Info Window remains visible until it is closed via its 
File menu. 

See Section C.IA for further details. 

• Fonuat of Size 

Options --) Format of Size 

Description: This menu selection is used to specify the units 
(megabytes, kilobytes, or sectors) to be used for size-related output. The 
unit of size is set to megabytes until the user resets it. 

In properties forms, length values arc displayed as sectors (s), kilobytes 
(k), or megabytes (m). If the size Calmot be cleanly converted into, 
kilobytes or megabytes, it is displayed in sectors instead (even though 
another fonnat of size preference may be set). 

The preferred fonnat of size applies to output only and does not impact 
input in any way. Input typically defaults to sectors, unless megabytes or 
kilobytes are specified. 

From the Fonnat of Size menu, a submenu allows the user to select the 
units of size: 
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Units 

Mbytes 

Kbytes 

Sectors 

Description 

Use megabytes when displaying size-related output. 

Use kilobytes when displaying size-related output. 

Use sectors when displaying size-related output. This is the 
default. 

C.1.3.2 Options Forms 
The following fonns are accessible via the Options menu: 

• Log File Fonn 

Options -7 Logging -7 Start 

Description: This fonn is used to specify the file to be used for 
logging purposes. The following table describes the field for this fonn. 

Field Description 

Log The name of the file (and path name) to be used to store the 
File: command log. If no path is specified, the file is created in the 

directory from which the Visual Administrator session was started. 
The maximum length of the path specified here is 127 characters. 

Requirements: 

The user must have privileges appropriate to access and write to the 
named file (and any directories in its path). 

- If a path name is included, it must be valid. 

C.1.4 Command Info Window 
You access the Command Info Window via the Options menu. Once 
accessed, this window displays infonnation on current and previous 
commands executed by the Visual Administrator. 

In addition to viewing or previewing commands, you can use the Command 
Info Window to execute commands directly through its Execute menu. This 
is useful for reexecuting commands or for executing commands that were 
previously only shown in this window. The following list describes using the 
Execute and Execute With Force options: 

• Execute 
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Execute ~ Execute 

Description: This menu selection is used to execute the command 
highlighted in the Command History section of the window. The Visual 
Administrator sends the highlighted command to LSM or the system for 
execution. 

Requirement: A single command in the Command History section of 
the window must be highlighted. 

• Execute With Force Option 

Execute ~ Execute With Force Option 

Description: This menu selection is used to forcefully execute the 
LSM command highlighted in the Command History section of the 
window (using the -f option). This option effectively forces LSM to 
ccmplete.an operation that is considered unsafe and should therefore be 
used only when the user is certain that an operation should be performed 
in this way. 

Note 

This is a dangerous operation that can cause irreparable loss 
of data. Use this option only when absolutely necessary. 

Requirements: 

- The force option works for some LSM commands only (those that 
take the -f option). The -f option does not apply to file system 
operations offered through the Visual Administrator. 

Use this option only when you are sure that an operation will succeed, 
even though LSM error checking prevents it. 

C.1.5 Icons 
You can access a set of icon-related options via the Icon menu located in 
views. 

The following list shows the menu selections you can access via the Icon 
menu: 

• Maximize Icons 

Icon ~ Maximize Icons 

Description: This operation maximizes the selected minimized 
icons, making it show a11 of its subicons. 

Requirement: At least one minimized icon must be selected. 
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• Minimize Icons 

Icon ~ Minimize Icons 

Description: This operation minimizes the selected icons, making it 
shrink down in size and hide all of its subicons. 

Minimized icons occupy less space and are displayed with their names in 
reverse type. 

Requirement: You must select atleast one maximized icon. 

• Maximize All Icons 

Icon ~ Maximize All Icons 

Description: This operation maximizes all icons in the current view 
window, making them show all of their subicons. No icons need to be 
selected. 

• Create Icons 
Icon ~ Create Icons 

Description: This operation creates a copy of the icons selected 
from another view and places the new copy in the current user-created 
view. Icons that already exist in this user-created view will not be 
duplicated. 

Requirement: This option is only available in user-created views. 

• Remove Icons 
Icon ~ Remove Icons 

Description: This operation removes the selected icons from the 
current user-created view. ' 

Requirement: This option is only available in user-created views. 

C.1.6 Help 
The LSM Visual Administrator provides an extensive Help facility, which is 
accessible from most windows or operations. 

C.1.6.1 Help from Menus 
Almost all Visual Administrator windows contain a Help menu that provides 
access to infonnation relevant to the contents of that window. The Help 
menu contains a list of available Help options, each of which brings up a 
Help window containing infonnation on the selected topic. 
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Most Visual Administrator menus contain a Help option (listed at the bottom 
of the menu). When the Help option is selected from a given menu, a Help 
window containing infonnation relevant to the operations or options listed in 
the menu appears. 

C.1.6.2 Help from Forms 
Visual Administrator fonns contain Help buttons that provide information 
relevant to the fonn and its fields. Help is accessed by clicking MB 1 on a 
fonn's Help button. 

C.1.6.3 Navigating Help Windows 
Regardless of where you try to access Help, LSM displays a Help window 
that includes text relevant to the topic. 

From a given Help window, the user can access different Help topics in any 
of the following ways: 

Click on any Help topic listed in the current Hclp screen's see ALSO 
section (located at the bottom of the Help window). The existing Help 
text is immediately replaced with that of the selected new topic. 

• Click on Previous in the Help window's menu bar. The existing Help text. 
is immediately replaced with that of the Help topic that was previously 
being viewed. 

• Click on Next in the Help window's menu bar. The existing Help text is 
immediately replaced with that of the Help topic that was being viewed 
before skipping backwards to a previous topic. 

C.1.6.4 Help Index 
A Help index can be accessed via the Help menu located in the menu bar of 
the Help window itself. The Help index lists all available help topics for the 
Visual Administrator. Once identified, any of the listed Help topics can be 
accessed by clicking MB 1 on the matching topic listed in the SEE ALSO 
section of the Help window (directly below the Help index listing). 

C.1.7 Exiting the Visual Administrator and its Windows 
Most Visual Administrator windows contain a File menu, which is used to 
exit that particular Visual Administrator window or to exit the session 
completcly. 

The following list describes the menu selections you can access via the File 
menu: 
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• Exit 
File ~ Exit 

Description This menu selection both closes the current window and 
exits the Visual Administrator completely. Although the session is closed 
down, user preferences set during the session are retained. Because the 
Visual Administrator operations are applied to the Visual Administrator 
configuration as they are issued, quitting a session has no effect on the 
configuration and does not undo any changes made through the Visual 
Administrator. 

• Close 
File ~ Close 

Description: This menu selection closes the current window only. 

C.2 File System Operations 
This section provides infonnation on menus and fonns relating to UFS 
operations. You access UFS operations via the Basic.;,Ops menu. This menu 
is located in view windows, such as View of rootdg. This menu provides 
access to UFS operations involving general file system maintenance, and is 
accessed as shown: 

Basic-Ops ~ UFS Operations 

You can access the following menu selections via the Basic-Ops menu. 

• Create 
• Make File System 

• Mount 

• Unmount 

• Check File System (fsck) 

• Display Properties 

• Help 

The Help selection accesses a Help window which displays infonnation 
relevant to the available file system operations. 

C.2.1 File System Menus 
The following list describes the file system operations menu items: 
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• Create 
Basic-Ops ~ UFS Operations ~ Create 

Description: This operation creates a file system on an underlying 
volume. This i's done by creating a volume on one or more disks and then 
creating the file system on that volume. 

You can select one or more disks on which to create the volume 
(providing that there is sufficient space on the disks). If you do not 
specify any disks, LSM automatically determines which disks to use 
based on available free space. 

From the Create menu, select the type of volume to be created from a 
submenu listing two of the basic types of volumes: 

Type 

Simple 

Striped 

Description 

Creates a simple, concatenated volume whose subdisks are arranged 
both sequentially and contiguously within a plex .. 

Creates a volume with data spread fairly evenly across multiple 
disks by way of striping. Stripes are relatively small, equally-sized 
fragments that are allocated alternately to the subdisks of each plex. 

If a mirrored volume is desired, a simple or striped volume must be 
created and then mirrored using the Add Mirror option from the Volume 
Operations menu. 

Requirements: 

- Only disks in the same disk group can be selected. 

- Only LSM disks (disks under LSM control) can be selected. 

- If striping is to be in effect, at least two disks are required in order 
for Lhe operation to succeed. 

Forms: Simple Volume/FS Create Form and Striped Volume/FS 
Create Form (described in Section C.2.2). 

• Make File System 

Basic-Ops ~ UFS Operations ~ Make File System 

Description: This operation is used to make a file system on an 
existing volume. The user selects the volume on which to place the new 
file system, and specifics the mount point if the file system is to be 
mounted immediately. 

Requirements: 
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- A volume icon must be selected. 

- The selected volume must be enabled. 

- Only one mounted file system can exist on each volume. 

Form: Make File System Form (described in Section C.2.2). 

• Mount 
Basic-Ops --) UFS Operations --) Mount 

Description: This operation mounts the file system that resides on 
the selected volume. This operation assumes that the selected volume 
already contains a valid file system. The Visual Administrator has no way 
of knowing whether a valid, unmounted file system already exists on a 
given volume. You must make sure of the existence of an unmounted file 
system on a volume, as well as that file system's type. 

Requirements: 

- A volume icon must be selected. 

- A valid, unmounted file system must already exist on the selected 
volume. 

Form: Mount File System Form (described in Section C.2.2). 

• Unmount 
Basic-Ops --) UFS Operations --) Unmount 

Description: This operation is used to unmount the file systems that 
resides on the selected volumes. The file system can be unmounted only 
if the mount point is not busy. 

Requirements: 

- At least one volume icon must be selected. 

- The selected volume must contain a mounted file system. 

• Check File System 

Basic-Ops --) UFS Operations --) Check File System (fsck) 

Description: This operation checks the file systems on the selected 
volumes for consistency (using f s ck). The file system to be checked 
must currently be unmounted. 

Requirements: 

- At least one volume icon must be selected. 

- The selected volumes must contain an unmounted file system. 

Form: File System Check Form (described in Section C.2.2). 
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• Display Properties 

Basic-Ops -7 UFS Operations -7 Display Properties 

Description: Display information for file systems mounted on the 
system. The user may select the file system for which infonnation is to be 
displayed from a list of all mounted file systems. If a volume is selected, 
the properties for the file system that resides on that volume is displayed 
by default. 

C.2.2 File System Forms 
Some file system operations result in the appearance of fonns that you must 
complete in order for that operation to proceed. Most fonns provide a Help 
button that provides access to infonnation relevant to the fields and other 
aspects of that particular fonn. 

C.2.2.1 Basic-Ops Forms 
The following list describes how to access forms via file system-related 
selections from the Basic-Ops menu: 

• Simple Volume/FS Create Fonn 

Basic-Ops -7 UFS Operations -7 Create -7 Simple 

Description: This fonn creates a concatenated volume and then 
creates a file system on the new volume. The form is divided into two 
sections, one for volume creation and the other for file system creation. 
Most of the fonn fields are already set to the defaults for the creation of a 
new volume arid file system. The following table describes the fields for 
this fonn. 

Field 

Note 

Most fields in this form are required; those that are optional 
are listed here. Fields jn this form are read/write fields, unless 
listed as read only. 

Description 

Volume 
name: 

The name of the volume to be created. The name must be 
unique within this disk group. The maximum length of this field 
is 14 characters. 
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Field 

Volume 
size: 

Usage 
Type: 

Create file 
system: 

FS type: 

Mount file 
system: 

Mount 
point: 

Mount 
automatically: 

Description 

The desired volume size. The size should be entered as a 
number followed immediately by the letter k, ro, or s to indicate 
kilobytes, megabytes, or sectors, respectively. If no unit is 
specified, the default is sectors. The volume size should be less 
than or equal to the available free space of the disks. 

The desired usage type. The fsgen file system is the generic 
usage type, which assumes that the volume is being used by a 
file system. The gen file system is the generic usage type, which 
makes no assumptions regarding the data content of the volume. 
The default is f sgen. 

Indicates whether a file system is to be created. When this form 
is invoked from the UPS Operations menu, the default is to 
create a file system (Yes). All fields below this field are only 
accessible when Yes is specified here. 

UPS is the only currently supported file system type. 

Indicates whether the file system should be mounted after 
creation. If the answer is Yes (the default), a mount point must 
also be specified in the next field. All fields below this field are 
only accessible when Yes is specified here. 

The desired mount point for the new file system. If the specified 
mount point does not already exist, the Visual Administrator 
automatically creates it This field is required if the file system is 
to be mounted. 

Indicates whether this file system should be mounted every time 
the system comes up (by placing an entry in /etc/fstab). 
The default is Yes. 

• Striped Volume/FS Create Fonn 

Basic-Ops -7 UFS Operations -7 Create -7 Striped 

Description: This fonn creates a striped volume and creates a file 
system on the new volume. The form is divided into two sections, one for 
volume creation and the other for file system creation. Most of the form 
fields are already set to the defaults for the creation of a new volume. 
The following table describes the fields for this form. 
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Note 

Most fields in this fonn are required; those that are optional 
are listed here. Fields in this fonn are read/write fields, unless 
listed as read only. 

Field 

Volume 
name: 

Volume 
size: 

Usage 
Type: 

Number of 
Stripes: 

Stripe 
width: 

Create file 
system: 

FS type: 

Description 

The name of the volume to be created. The name must be unique 
within this disk group. The maximum length of this field is 14 
characters. 

The desired volume size. The size should be entered as a number 
followed immediately by the letter k, ro, or s to indicate 
kilobytes, megabytes, or sectors, respectively. If no unit is 
specified, the default is sectors. If the size is not wholly 
divisible by the stripe width, LSM adjusts the volume size up to 
the next even multiple in order to create the volume. 
For a striped volume, the volume size should be calculated as 
follows: 
vol_size = stripe_width * nwnber _of_stripes * n, 
where n is a number greater than zero. 
The volume size should be less than or equal to the available 
free space of the disks. 

The desired usage type. The fsgen type is the file system 
generic usage type, which assumes that the volume is being used 
by a file system. The gen type is the generic usage type, which 
makes no assumptions regarding the data content.of the volume. 
The default is fsgen. 

The number of stripes that the volume's plex is to have. This is 
effectively the number of disks on which the volume is to be 
cceated. If some number of disks have already been selected, that 
number of stripes appears in this field. This number corresponds 
to the number of disks across which data will be striped. If no 
number is specified, Logical Storage :Mallagcr selects an 
appropriate number (usually 2). 

The width of the stripes on the plex that this volume will have. 
The value specified may be optimized for the particular drive 
configuration, as best striping performance is achieved when the 
stripe width corresponds to the track width of the drive. The 
default value for this field is 128 sectors, chosen as a good stripe 
width for most systems. 

Indicates whether a file system is to be created. When this form 
is invoked from the UPS Operations menu, the default is to 
create a file system (Yes). All fields below this field are only 
accessible when Yes is specified here. 

UFS is the only currently supported file system type. 
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Field 

Mount file 
system: 

Mount 
point: 

Mount 
automatically: 

Description 

Indicates whether the file system should be mounted after 
creation. If the answer is Yes (the default), a mount point must 
also be specified in the next field. All fields below this field are 
only accessible when Yes is specified here. 

The desired mount point for the new file system. If the specified 
mount point does not already exist, the Visual Administrator 
automatically creates it. This field is required if the file system is 
to be mounted. 

Indicates whether this file system should be mounted every time 
the system comes up (by placing an entry in /etc/fstab). 
The default is Yes. 

• Make File System Fonn 

Basic-Ops -) UFS Operations -) Make 

Description: This fonn is used to make a file system (using 
newf s) according to the user's specifications. The following table 
describes the fields for this form. 

Note 

Most fields in this fonn are required; those that are optional 
are listed here. Fields in this fonn are read/write fields, unless 
they are listed as read only. 

Field 

Device name: 

File system size: 

FS Type: 

Mount file 
. system: 

Description 

This field displays the block device on which to make the 
file system, which corresponds to the name of the selected 
volume. This field is read only and cannot be changed. 

The length of the file system to be made. If no units are 
specified, sectors are assumed. This length should 
typicclly correspond to tile length of tIle volume on which 
the file system is to be made, although it can be altered 
for special circumstances. 

UPS is the only currently supported file system type. 

Indicates whether the file system should be mounted after 
creation. If the answer is Yes (the default), a mount point 
must also be specified in the next field. All fields below 
this field are only accessible when Yes is specified here. 
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Field 
Mount point: 

Mount 
automatically: 

Description 

The desired mount point for the new file system. If the 
specified mount point does not already exist, the Visual 
Administrator automatically creates it This field is 
required if the file system is to be mounted. 

Indicates whether this file system should be mounted 
every time the system comes up (by placing an entry in 
/etc/fstab). Yes is the default. 

• Mount File System Fonn 

Basic-Ops --7 UFS Operations --7 Mount 

Description: This fonn is used to mount a file system that already 
exists on a selected volume. The following table describes the fields for 
this form. 

Note 

Most fields in this fonn are required; those that are optional 
are listed here. Fields in this fonn are read/write fields, unless 
listed as read only. 

Field 
Device 
name: 

FS Type: 

Mount 
point: 

Mount 
automatically: 

Description 

This field displays the block device on which to make the file 
system, which corresponds to the name of the selected volume. 
This field is read only and cannot be changed. 

UPS is the only currently supported file system type. 

The desired mount point for the file system. If the specified 
mount point does not already exist, the Visual Administrator 
automatically creates it The Visual Administrator attempts to 
provide a default mount point, which it obtains by scanning 
/etc/fstab. 

Indicates whether this file system should be mounted every time 
the system comes up (by placing an entry in /etc/fstab). 
No is the default. 

File System Check Fonn 

Basic-Ops --) UFS Operations --7 Check File System (fsck) 

Description: This fonn is u~ed to check a file system that exists on 
a volume but is not currently mounted. The following table describes the 
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fields for this form. 

Note 

The fields in this form are required. Fields in this form are 
read/write fields, unless listed as read only. 

Field· Description 

Volume: This fields displays the name of the volume containing the file 
system to be checked (with fsck). This field is read only and 
cannot be changed. 

FS type: This fields indicates the type of the file system to be checked. 

C.2.2.2 File Systems Properties Form 

The following discussion describes the properties fOnTI. This fonn reveals the 
properties of a particular file system: 

• File System Properties Fonn 

Basic-Ops -7 UFS Operations -7 Display Properties 

Description: This fonn provides detailed infonnation on the 
attributes of a particular file system. This properties fonn contains a list 
of mounted file systems, from which the user can select the file system 
whose properties are to be displayed. The following table describes the 
fields for this fonn. 

Note 

All fields in this fonn are read only and cannot be changed. 

Field 

Mount Point: 

Device: 

Block Size: 

Description 

The mount point of this file system. 

The block device on which this file system resides. 

The block size of this file system. 
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Field 

Default block 
size: 
Total disk space: 

Disk space 
available: 

% disk space 
available: 

Total files: 

Free files 
available: 

FS type: 

Max file name 
length: 

FS attributes: 

Description 

Fundamental file system block size. 

Number of megabytes of disk storage on this file system 
available on the disk. 

Number of megabytes of disk storage on this file system 
that is available for use. 

Percentage of the total disk storage space still available 
for use. This is the "free space avai1able" divided by the 
IItotal disk space." 

The maximum number of files allowed on this file 
system. 

The number of files that still may be created on this file 
system. 

The file system type (such as ufs). 

This is the maximum number of characters that a file 
name may be on this file system. This restriction is 
imposed by the file system. 

This field indicates attributes associated with this fi Ie 
system: 

Read Only indicates a file system that cannot be 
written to. 

C.3 Volume Operations 
This section provides infOlmation on menus and fonns relating to volume 
operations. 

C.3.1 Volume Menus 
Both the Basic-Ops and Advanced-Ops menus provide access to volume­
related menus. Most menus provide a Help selection, which contains 
infonnation relevant to the items and operations listed in that particular 
menu. 

C.3.1.1 Basic-Ops Menu 

You access the Basic-Ops menu as shown: 

Basic-Ops --) Volume Operations 

This menu provides access to volume operations involving general volume 
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maintenance. These operations use the automated approach to volume 
management. 

The Volume Operations menu provides the following selections: 

• Create 

• Remove Volumes Recursively 

• Add Plex 

• Remove Plex 

• Resize 

• Snapshot 

• Help 

The Help selection accesses a Help window, which displays information 
relevant to the basic volume operations. 

The following list describes these menu selections: 

• Create 
Basic-Ops ~ Volume Operations ~ Create 

Description: This operation creates a volume from one or more 
disks. The user may select one or more disks on which to create the 
volume (providing that there is sufficient space on the disks). If no disks 
are specified, LSM automatically determines which disks are to be used 
based on available free space. 

From the Create menu, you select the type of volume to be created from a 
submenu listing two of the basic types of volumes: 

Type 

Simple 

Striped 

Description 

Creates a simple, concatenated volume whose subdisks are 
arranged both sequentially and contiguously within a plex. 

Creates a volume with data spread fairly evenly across multiple 
disks by way of striping. Stripes are relatively small, equally­
sized fragments that are allocated alternately to the subdisks of 
each plex. 

If a mirrored volume is desired, a simple or striped volume must be 
created and then mirrored using the Add Mirror option. 

Requirements: 

- Only disks in the same disk group can be selected. 
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Only LSM disks (disks under LSM control and assigned to a disk 
group) can be selected. 

- If striping is to be in effect, at least two disks are required in order 
for the operation to succeed. 

Forms: Simple Volume/FS Create Form and Striped Volume/FS 
Create Form (described in Section C.3.2). 

• Remove Volumes Recursively 

Basic-Ops ~ Volume Operations ~ Remove Volumes Recursively 

Description: This operation removes the selected volumes and 
deallocates all of the disk space set aside for that volume. It automatically 
removes all underlying plexes and subdisks associated with the volume. 

Note 

This is a permanent operation and cannot be undone. If 
completed, it will be difficult or impossible to retrieve the 
data associated with that volume. For this reason, a 
confirmation window is presented if the selected volume is 
not ready for removal (Le. started or enabled). 

Requirements: 

- At least one vo]ume icon must be selected. 

- The selected volumes cannot contain a mounted file system. 

• Add Plex 
Basic-Ops ~ Volume Operations ~ Add Mirror 

Description: This operation adds a plex to the selected volume by 
associating a plex of the correct length to the volume. The plex 
effectively duplicates the information contained in the volume. Although 
a volume can have a single plex, at least two are required for true 
min"oring (redundancy of data) to be in effect. 

From the Add Mirror menu, you select the type of plex to be added from 
a submenu listing two of the basic types of plexes: 

Type Description 

Simple Adds a simple, concatenated plex whose subdisks are arranged 
both sequentially and contiguously. 
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Type Description 

Striped Adds a plex whose data is allocated evenly across each of its 
subdisks in an alternating fashion. This is accomplished with 
stripes, which are relatively small, equally-sized fragments that 
are allocated alternately to each subdisk. 

Disks can be selected for this operation. However, the number of selected 
disks must be sufficient to accommodate the layout type of both the 
existing volume and the plex to be added. If no disks are selected, the 
free space for the plex is allocated by LSM. 

Requirements: 

- A volume icon must be selected. 

- For a striped plex, at least two disks other than those already in use 
by the volume must be available. 

Remove Plex 

Basic-Ops ~ Volume Operations ~ Remove Mirror 

Description: This operation removes the selected plex, along with 
any associated subdisks. 

Requirements: 

- A plex icon must be selected. 

- The last valid plex in a started or enabled volume cannot be removed. 

• Resize 

Basic-Ops ~ Volume Operations ~ Resize 

Description: This operation resizes the selected volume. The 
volume can be increased to, increased by, reduced to, or reduced by a 
given length. This involves adding or removing disk space to or from the 
pie xes associated with the volume. 

if new disk space is needed during the resize, it is aliocated. as necessary; 
if space becomes unused, it is added to the free space pool. A disk 
cannot be selected for this operation. 

Requirements: 

- A volume icon must be selected. 

- A striped volume cannot be resized and therefore cannot be selected. 

- A volume containing a mounted file system cannot be shrunk. 

Form: Volume Resize Fonn (described in Section C.3.2). 
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• Snapshot 

Basic-Ops ~ Volume Operations ~ Snapshot 

Description: This operation backs up a volume by creating a 
snapshot image of that volume. This is a convenient way of performing 
backup with minimal interruption. 

This operation invokes the LSM snapshot approach, in which the 
snapshot operation creates a new volume that is a snapshot of an existing 
volume. This is done by creating a plex of the existing volume (creating 
and associating a plex) using disk space from the pool of free disk space. 
The plex is brought up to date (this may take some time) and a separate 
(snapshot) volume is then created for that plex. The snapshot volume 
represents a consistent copy of the original volume at the time the 
snapshot was begun. The snapshot volume can be used to make a backup 
of the original volume without stopping it. After the backup is made, the 
snapshot volume can be removed without losing any data. 

Note 

For UFS volumes, Digital recommends that you unmount the 
file system briefly to ensure the snapshot data on disk is 
consistent and complete. 

From the Snapshot Inenu, a submenu allows you to first create the 
snapshot plex and then the snapshot volume: 

Option 

Snapstart 

Snapshot 

Description 

Start the snapshot procedure by creating a snapshot pleA within 
the volume to be backed up. It takes a variable amount of time to 
update the new plex, during which time the snapshot plex icon is 
greyed out. 

At a convenient time (preferably after warning users to reduce 
activity briefly), create another volume for the snapshot plex. 
This portion of the procedure should take only seconds to 
complete. 

Requirements: 

- A volume icon must be selected. 

- There must be sufficient free disk space to accommodate the 
snapshot volume. 

Form: Snapshot Fonn (described in Section C.3.2). 
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C.3.1.2 Advanced-Ops Menu 

You access the Advanced-Ops menu selections as shown: 

Advanced-Ops ~ Volume 

This menu provides access to assorted volume operations. These volume 
operations use the manual approach to volume management. The Volume 
menu provides the following selections: 

• Create 
• Remove Volumes 

• Initialize Volumes 

• Start Volumes 

• Stop Volumes 

• Resynchronize Volumes 

• Set to Maint State 

• Help 

The Help selection accesses a Help window, which displays information 
relevant to the advanced volume operations. 

The following list describes these menu selections: 

• Create 
Advanced-Ops ~ Volume ~ Create 

Description: This operation creates a volume. The user may select 
one or more plexes to be associated with the new volume after creation. 

Form: Volume Create Form (described in Section C.3.2). 

• Remove Volumes 

Advanced-Ops ~ Volume ~ Remove Volumes 

Description: This operation removes the selected volumes. If the 
selected volume is started, it must be stopped before it can be removed. 

Note 

This is a permanent operation and cannot be undone. Any 
plexes associated with the volume will be disassociated and 
left behind. 

Requirements: 

- At least one volume icon must be selected. 

C-24 Visual Administrator Reference 

( 



) 

- The volume must be stopped before it can be removed. 

Initialize Volumes 

Advanced-Ops ~ Volume ~ Initialize Volumes 

Description: This operation initializes the selected volumes. 

From the Initialize volumes menu, you select the type of initialization 
from a submenu listing the following choices: 

Option 

Active 

Enable 

Clean 

Zero 

Description 

This enables the selected volume and its associated plexes, and 
sets the state of all associated plexes to ACTIVE. 

This enables the selected volume and its associated plexes, but 
leave the plex states as EMPTY. 

This sets the state for all associated plexes of the selected 
volume to CLEAN. This can be applied only under limited 
circumstances. 

This enables the selected volume and its associated plexes, then 
write zeroes over the entire volume. After the operation 
completes, all associated plexes are set to ACTIVE, assuming 
that there are no I/O errors. 

Requirements: 

At least one volume icon must be selected. 

The selected volume cannot have been previously initialized. 

The selected volume shouid have at least one associated plex that is 
complete (or contiguous). 

• Start Volumes 
Advanced-Ops -) Volume ~ Start Volumes 

Description: This operation starts the selected volumes. A volume 
must be started before it can be accessed. 

From the Start volumes menu, a submenu allows you to indicate whether 
all volumes or just those selected should be started: 

Option 
Start 

Start All 

Description 

Start the selected volume, which must be startable. 

Start all volumes in this disk group that can be started. 
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Requirements: 

- At least one volume icon must be selected for the Start operation. 
No volume icons need to be selected for the Start All operation. 

- A volume should be initialized before it can be started. 

• Stop Volumes 

Advanced-Ops -7 Volume -7 Stop Volumes 

Description: This operation stops the selected volumes. A volume 
that is stopped is inaccessible. 

From the Stop volumes menu, a submenu allows you to indicate whether 
all volumes or just those selected should be stopped: 

Option 

Stop 

Stop All 

Description 

Stop the selected volume. 

Stop all volumes in this disk group. 

Requirements: 

- At least one volume icon must be selected for the Stop operation. 
No volume icons need to be selected for the Stop All operation. 

- A volume must be started before it can be stopped. 

- A volume that is in use or contains a mounted file system cannot be 
stopped. 

• Resynchronize Volumes 

Advanced-Ops -7 Volume -7 Resynchronize Volumes 

Description: This operation brings all plexes within the selected 
volumes up to date. Any pie xes that are inconsistent are resynchronized 
to contain consistent data. 

Depending on how currrent the plexes are, this operation may take some 
time. 

Requirements: 

- At least one volume icon must be selected. 

- The selected volumes must be started. 

• Set to Maintenance State 

Advanced-Ops -7 Volume -7 Set to Maint State 

Description: This operation sets the state of the selected volumes to 
a maintenance state. Refer to the volume(8) reference page for 
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infonnation on the maintenance state. 

Requirement: At least one volume icon must be selected. 

C.3.2 Volume Forms 
Some volume operations result in the appearance of fonns, which must be 
completed in order for that operation to proceed. Most fonns provide a Help 
button, which contains information relevant to the fields and other aspects of 
that particular form. 

C.3.2.1 Basic-Ops Forms 
The following fonns are accessed via volume-related selections from the 
Basic-Ops menu: 

• Simple Volume/FS Create Fonn 

Basic-Ops -) Volume Operations -) Create -) Simple 

Description: This fonn creates a concatenated volume and 
optionally creates a file system on the new volume. The form is divided 
into two sections, one for volume creation and the other for file system 
creation. Most of the form fields are already set to the defaults for the 
creation of a new volume; the file system fields are greyed out because 
the default is not·to add a file system to the volume. The following tables 
describes the fields for this fonn. 

Note 

Most fields ·in this form are required; those that are optional 
are listed here. All fields in this form are read/write fields. 

Field 

Volume 
name: 

Volume 
size: 

Description 

The name of 111C volume to be created. The name must be unique 
within this disk group. The maximum length of this field is 14 
characters. 

The desired volume size. The size should bc entered as a number 
followed immediately by the letter k, rn, or s to indicate kilobytcs, 
megabytes, or sectors, respectively. If no unit is specified, the 
default is sectors. The volume size should be less than or equal to 
the available free space of the disks. 
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Field 

Usage 
Type: 

Create 
file 
system: 

Description 

The desired usage type. The f sgen type is the file system generic 
usage type, which assumes that the volume is being used by a file 
system. The gen type is the generic usage type, which makes no 
assumptions regarding the data content of the volume. The default 
is fsgen. 

Indicates whether a file system is to be created. When you invoke 
this form from the Volume Operations menu, the default is not to 
create a file system (No). All fields below this field are only 
accessible when Yes is specified here. 

The following fields only apply if the Create file system: field is set to 
Yes. Otherwise, these fields are inaccessible. 

Field 

FS type: 

Mount file 
system: 

Mount 
point: 

Mount 
automatically: 

Description 

UFS is the only currently supported files system type. 

Indicates whether the file system should be mounted after 
creation. If the answer is Yes (the default), a mount point must 
also be specified in the next field. All fields below this field are 
only accessible when Yes is specified here. 

The desired mount point for the new file system. If the specified 
mount point does not already exist, the Visual Administrator 
automatically creates it. This field is required if the file system is 
to be mounted. 

Indicates whether this file system should be mounted every time 
the system comes up (by placing an entry in /etc/fstab). 
The default is Yes. 

• Striped Volume/FS Create Form 

Basic-Ops -) Volume Operations -) Create -) Striped 

Description: This form creates a concatenated volume and 
optionally creates a file system on the new volume. The form is divided 
into two sections, one for volume creation and the other for file system 
creation. Most of the form fields are already set to the defaults for the 
creation of a new volume; the file system fields are greyed out because 
the default is not to add a file system to the volume. The following table 
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describes the fields for this form. 

Note 

Most fields in this fonn are required; those that are optional 
are listed here. All fields in this fonn are read/write fields. 

Field 

Volume 
name: 

Volume 
size: 

Usage 
Type: 

Number 
of Stripes: 

Stripe 
width: 

Create file 
system: 

Description 

The name of the volume to be created. The name must be unique 
within this disk group. The maximum length of this field is 14 
characters. 

The desired volume size. The size should be entered as a number 
followed immediately by the letter k, ro, or s to indicate kilobytes, 
megabytes, or sectors, respectively. If no unit is specified, the 
default is sectors. 
If the size is not wholly divisible by the stripe width, LSM will 
adjust the volume size up to the next even multiple in order to 
create the volume. 
For a striped volume, the volume size should be calculated as 
follows: vol size = stripe width * number of stripes * n, 
where n is a number greater than zero. --
The volume size should be less than or equal to the available free 
space of the disks. 

The desired usage type. The fsgen type is the file system generic 
usage type, which assumes that the volume is being used by a file 
system. The gen type is the generic usage type, which makes no 
assumptions regarding the data content of t.he volume. The default 
is fsgen. 

The number of stripes that the volume's plex is. to have. This is 
effectively the number of disks on which the volume is to be 
created. If some number of disks have already been selected, that 
number of stripes appears in this field. This number corresponds to 
the number of disks across which data will be striped. If no 
number is specified, LSM selects an appropriate number (usually 
2). 

The width of the stripes on the plex that this volume will have. 
The value specified may be optimized for the particular drive 
configuration, as best striping performance is achieved when the 
stripe width corresponds to the track width of the dtive. The 
default value for this field is 128 sectors, chosen as a good stripe 
width for most systems . 

. Indicates whether a file system is to be created. When you invoke 
this fonn from the Volume Operations menu, the default is not to 
create a tIle system (No). All fields below this field are only 
accessible when Yes is specified here. 
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The following fields only apply if you set the Create file system: field to 
Yes. Otherwise, these fields are inaccessible. 

Field 

FS type: 

Mount file 
system: 

Mount 
point: 

Mount 
automaticall y: 

Description 

UFS is the only currently supported file system type. 

Indicates whether the file system should be mounted after 
creation. If the answer is Yes (the default), you must also 
specify a mount point in the next field. All fields below this field 
are only accessible when Yes is specified here. 

The desired mount point for the new file system. If the specified 
mount point does not already exist, the Visual Administrator 
automatically creates it. This field is required if the file system is 
to be mounted. 

Indicates whether this file system should be mounted every time 
the system comes up (by placing an entry in /etc/fstab). 
The default is Yes. 

• Volume Resize Form 

Basic-Ops ~ Volume Operations ~ Resize 

Description: This form either grows or shrinks a volume using the 
Logical Storage Manager free space management resources. If new disk 
space is needed, it will be allocated as necessary; if space becomes 
unused, it will be added to the free space pool. The following table 
describes the fields in this form. 

Note 

Most fields in this form are required; those that are optional 
are listed here. Fields in this form are read/write fields, unless 
they are listed as read only. 

Field 

Selected 
Volume: 

Current 
size: 

Description 

This field displays the name of the volume to be resized. This 
field is read only and cannot be changed. 

This field displays the current size of the volume to be resized. 
This field is read only and cannot be changed. 

': I' :iI' 

Option: The type of resize operation to be performed. This will determine 
whether the volume is grown or shrunk to a certain size, or 
grown or shrunk by a given amount. The default is Grow To. 
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Field Description 

Size! Amount: Enter either the length to which or the amount by which the 
volume is to be resized. If Grow To or Shrink To is selected, this 
field should reflect the final size. If Grow By or Shrink By is 
selected, this field should reflect the amount by which the size 
should change. The new volume size should be less than or 
equal to the available free space of the disks. 

• Snapshot Form 
Basic-Ops --7 Volume Operations --7 Snapshot 

Description: This form creates a snapshot of the selected volume 
for backup purposes. The following table describes the fields for this 
form. 

Note 
Fields in this form are required. Fields in this form are 
read/write fields, unless they are listed as read only . 

Field 

Selected 
Volume: 

Snapshot 
name: 

. Description 

This field displays the name of the volume to be used as the 
snapshot source. This field is read only and cannot be changed. 

The name of the snapshot volume to be created as a backup. 
Although a default name appears in this field, a name that more 
closely resembles that of the selected volume should be used for 
easier association. The maximum length is 14 characters. The 
snapshot name must b~ unique. 

Requirement: There must be sufficient free space to accommodate 
the snapshot volume. 

C.3.2.2 Advanced-Ops Forms 
The following fonns are accessed via volume-related selections from the 
Advanced-Ops menu: 

• Volume Create Fonn 

Advanced-Ops --7 Vo~ume --7 Create 

Description: This form creates a volume according to the user's 
specifications. The following table describes the fields for this form. 
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Note 

Most fields in this fonn are required; those that are optional 
are listed here. Fields in this fonn are read/write fields, unless 
listed as read only. 

Field 

Volume 
name: 

Usage 
Type: 

User: 

Group: 

Mode: 

Length: 

Plexes: 

Read 
Policy: 

Description 

The name of the volume to be created. The name must be unique 
within this disk group. The maximum length of this field is 14 
characters. The name specified for the volume must be unique 
within this disk group. 

The desired usage type. The f sgen type is the file system generic 
usage type, which assumes that the volume is being used by a file 
system. The gen type is the generic usage type, which makes no 
assumptions regarding the data content of the volume. The default 
is f sgen. This field is optional. 

The name of the user who will be the owner of this volume. This 
must be a valid user name on the system. The maximum length of 
this field is 14 characters. 

The name of the group that will own this volume. This must be a 
valid group name on the system. The maximum length of this field 
is 14 characters. 

The permissions mode for the new volume. Only numbers of the 
correct format are valid in this field. The maximum length of this 
field is 4 characters. . 

The length of the volume. If no unit is specified, the default is 
sectors. Only positive numbers greater than zero are valid. This 
field is optional. 

This field displays the number of plexes associated with the volume. 
If no plexes were selected prior to invoking this form, this field 
displays O. This field is read only and cannot be changed. 

The read policy that the volume adopts when deciding which plex to 
write to. These policies are distinguished as follows: 
Round Robin - All plexes are read equally, in turn. 
Preferred Plex - A particular plex is specified as the plex to be read 
whenever possible. The preferred plex will not be read in situations 
such as when that plex is detached due to I/O failure. 
Based on plex layouts - All plexes are read equally and in tum, 
unless a striped plex is present, in which case the striped plex 
becomes the preferred plex. This option is the default and it 
typically gives the best read performance. 
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Field 

Preferred 
Plex: 

Comment: 

Startup: 

Logging: 

Writeback: 

PutilO: 

putin: 

Puti12: 

Description 

The name of the preferred plex if the Preferred Plex read policy has 
been specified. The string in this field must be the name of a valid 
plex that is associated with this volume. This field is required if 
Preferred Plex is specified in the Read Policy: field. 

An appropriate comment for this volume. The maximum length of 
the comment is 40 characters. This field is optional. 

This field may contain an arbitrary string that is reserved for the user 
by usage-type utilities. The intention is that this field be used to 
store options that apply to the volume, such as for the start volumes 
operation. This is normally a comma-separated list of flag names 
and option=value pairs. This field is optional. 

Indicates whether logging is defined and supported on this volume. 
An undefined log type is included to support old versions of the 
Logical Storage Manager. The default is Don't Log. 

Indicates whether the volume is to write back on read failure. If set 
to Yes, an attempt will be made to fix a read error from a 
participating plex. The default is No. 

Permanent utility field o. This is reserved for Logical Storage 
Manager use, but may be changed. The maximum length of all 
Putil fields is 14 characters. This field is optional. 

Permanent utility· field 1. This field is reserved, but may be 
changed. This field is optional. 

Permanent utility field 2. This field is reserved, but may be 
changed. This field is optional. 

C.3.3 Volume Properties Form 
The following is the properties form that reveals the properties of a particular 
volume: 

• Volume Properties Form 

You can access this form by clicking the MB3 mouse button on the 
desired volume icon. (If volume icon is undergoing analysis, press Shift­
MB3 instead.) 

Description: This fonn provides detailed infonnation on the 
attributes of a particular volume. The following table describes the fields 
in this tonne 
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Note 

Fields in this fonn are read/write fields, unless listed as read 
only. 

Properties of the volume can be changed via this fonn by 
altering the current values in the appropriate read/write fields 
and then clicking on the Apply button. 

Field 

Volume 
name: 

Usage 
Type: 

Utility 
State: 

User: 

Group: 

Mode: 

Length: 

Plexes: 

Description 

The name of the volume. This name must be unique within this 
disk group. The maximum length of this field is 14 characters. 
This volume name can be changed by entering another name in 
this field. 

The volume usage type. The fsgen type is the file system 
generic usage type, which assumes that the volume is being used 
by a file system. The gen type is the generic usage type, which 
makes no assumptions regarding the data content of the volume. 

The state that the volume is currently in. This should be either 
Started, Startable, or Unstartable. This field is read only and 
cannot be changed. 

The name of the user who owns this volume. This must be a 
valid user name. The maximum length of this field is 14 
characters. 

The name of the group that will own this volume. This must be 
a valid group name. The maximum length of this field is 14 
characters. 

The permissions mode for the volume. Only numbers of the 
correct format are valid in this field. The maximum length of 
this field is 4 characters. 

The length of the volume. If no unit is specified, the default is 
sectors. Only positive numbers greater than zero are valid. 

This field displays the number of plexes associated with the 
volume. If no plexes were selected prior to invoking this form, 
this field displays O. This field is read only and cannot be 
changed. 
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Field 

Read 
Policy: 

Preferred 
Plex: 

Comment: 

Startup: 

Logging: 

Writeback: 

PutilO: 

Putil1: 

Puti12: 

Description 

The read policy that the volume adopts when deciding which 
plex to write to. These policies are distinguished as follows: 

Round Robin - All plexes are read equally, in tum. 
Preferred Plex - A particular plex is specified as the plex to be 
read whenever possible. The preferred plex will not be read in 
situations such as when that plex is detached due to I/O failure. 
Based on plex layouts - All plexes are read equally and in tum, 
unless a striped plex is present, in which case the striped plex 
becomes the preferred plex. This option is the default and it 
typically gives the best read performance. 

The name of the preferred plex if the Preferred Plex read policy 
has been specified. The string in this field must be the name of a 
valid plex that is associated with this volume. This field applies 
only if Preferred Plex is specified in the Read Policy: field. 

A comment relevant to this volume. The maximum length of the 
comment is 40 characters. 

. This field may contain an arbitrary string that is reserved for the 
user by usage-type utilities. The intention is th3t this field be 
used to store options that apply to the volume, such as for the 
start volumes operation. This is normally a comma-separated list 
of flag names and option=valuepairs. 

Indicates whether logging is defined and supported on this 
volume. An undefined log type is included to support old 
versions of the Logical Storage Manager. 

Indicates whether the volume is to write back on read failure. If 
set to Yes, an attempt will be made to fix a read error from a 
participating plex. 

Permanent utility field O. This is reserved for Logical Storage 
}Aanager use, but may be changed. The maximum length of all 
PutH fields is 14 characters. 

Permanent utility field 1. This field is reserved, but may be 
changed. 

Permar.ent utility field 2. This field is reserved, but may be 
changed. 

C.4 Plex Operations 
This chapter provides infonnation on menus and fonns relating to plex 
operations. 
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C.4.1 Plex Menus 
You access plex operations via the Advanced-Ops menu, as shown here: 

Advanced-Ops --) Plex 

The Advanced-Ops menu provides access to the following plex-related 
menus: 

• Create 

• Remove Plexes 

• Associate Plexes 

• Disassociate Plexes 

• Attach Plexes 

• Detach Plexes 

• Help 

The Help selection accesses a Help window that displays information 
relevant to the plex operations. 

The plex Advanced-Ops menus are described in the following list: 

• Create 
Advanced-Ops --) Plex ~ Create 

Description: This operation creates a plex. You can select one or 
more subdisks to be associated with the new plex after creation. 

Form: Plex Create Form (described in Section CA.2). 

• Remove Plexes 

Advanced-Ops --) Plex ~ Remove plexes 

Description: This operation removes the selected plexes. This is a 
permanent operation and cannot be undone. Any subdisks associated with 
the plex will be disassociated and left behind. 

Requirements: 

- At least one plex icon must be selected. 

- If the selected plex is associated with a volume, it must be 
disassociated before it can be removed. 

• Associate Plexes 

Advanced-Ops --) Plex --) Associate Plexes 

Description: This operation associates one or more selected plexes 
with the selected volume. If the volume is started, LSM begins to bring 

C-36 Visual Administrator Reference 

( 



~ I 

the plex up to date by copying all necessary data to the plex. This may 
take a fair amount of time. 

Requirements: 

- A volume icon and at least one plex icon must be selected. 

- Only nonassociated plexes can be associated. 

• Disassociate Plexes 

Advanced-Ops -7 Plex -7 Disassociate Plexes 

Description: This operation disassociates one or more selected 
pie xes from their parent volumes. This operation will fail if the plex 
cannot be disassociated. For example, the last plex in a started volume 
cannot be disassociated. 

Requirements: 

- At least one plex icon must be selected. 

- Only associated plexes can be disassociated. 

- Before the last plex in a volume can be disassociated, that volume 
must be stopped. 

Attach Plexes 

Advanced-Ops -7 Plex -7 Attach Plexes 

Description: This operation attaches one or more selected plexes to 
their parent volumes. A plex must be detached but still associated with an 
enahled volume in order to be attached; the plex is actually being 
reattached with its parent volume. 

Requirements: 

- At least one plex icon must be selected. 

- A plex must be detached before it can be attached. 

- Only a plex associated with an enabled volume can be attached. 

Detach PIe xes 

Advanced-Ops -7 Plex -7 Detach Plexes 

Description: This operation detaches one or more selected plexes 
from their parent volumes. A detached plex is inaccessible for reads and 
writes, but is still associated with the volume. 

Requirements: 

-- At least one plex icon must be selected. 

- Only associated plexes can be detached. 
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This operation is not pennitted when the specified plex is the last 
valid plex on the volume. 

C.4.2 Plex Forms 
Some plex operations result in the appearance of fonns, which must be 
completed in order for that operation to proceed. Most fonns provide a Help 
button, which contains infonnation relevant to the fields and other aspects of 
that particular fonn. 

The following fonns are accessed via plex-related selections from the 
Advanced-Ops menu: 

• Plex Create Fonn 

Advanced-Ops --) Plex --) Create 

Description: The following table describes the fields in this fOml. 

Note 

Most fields in this fonn are required; those that are optional 
are listed here. Fields in this fonn are read/write fields, unless 
listed as read only. 

Field 

Plex name: 

Plex state: 

Volume: 

Layout: 

Stripe 
width: 

Description 

The name of the plex to be created. The name must be unique 
within this. disk group. The maximum length of this field is 14 
characters. 

The plex utility state. This is reserved for use by usage types. 
This field is optional. 

The name of the volume that this plex should be associated with. 
The name must be a valid volume name in this disk group. The 
maximum length of this field is 14 characters. This field is 
optional. 

The desired layout for the plex. A concatenated plex is a plex 
with associated subdisks that are both sequentially and 
contiguously arranged. A striped plex is a plex that scatters data 
evenly across each of its associated subdisks. The default is 
Concatenated. 

The width of the stripes on the plex. The stripe width must be a 
number greater than O. If no units are specified, sectors are 
assumed. The maximum length of this field is 14 characters. If 
Striped plex layout has been specified, this field is required. This 
field must be blank if Concatenated plex layout has been 
specified. 
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Field 

Subdisks: 

Comment: 

Errors: 

Putilo: 

Putil1: 

Puti12: 

Description 

The number of sub disks associated with the plex. This field is 
read only and cannot be changed. 

An appropriate comment for the plex. The maximum length of 
the comment is 40 characters. This field is optional. 

Indicates whether the plex should participate in LSM error 
policies. The default is Participate. 

Permanent utility field O. This is reserved for LSM use, but 
may be changed. The maximum length of all Putil fields is 14 
characters. This field is optional. 

Permanent utility field 1. This field is reserved, but may be 
changed. This field is optional. 

Permanent utility field 2. This field is reserved, but may be 
changed. This field is optional. 

C.4.3 Plex Properties Forms 
The following list describes the properties form that reveals the properties of 
a particular plex: 

• Plex Properties Fonn 

To access the plex properties form, click the MB3 mouse button on 
desired plex icon. 

Description: This form provides detailed infonnation on the 
attributes of a particular plex. The following table describes the fields in 
this form. 

Field 

Note 

Fields in this fonn are read/write fields, unless listed as read 
only. Properties of the plex can be changed via this form by 
altering the current values in the appropriate read/write fields 
and then clicking on the Apply button. 

Description 

Plex name: The name of the plex. The name must be unique within this disk 
group. The maximum length of this field is 14 characters. The 
plex name can be changed by entering another name in this field. 

Plex state: The plex utility state. This is reserved for use by usage types. 
This field is read only and cannot be changed. 
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Field 

Volume: 

Layout: 

Stripe 
width: 

Subdisks: 

Log 
Subdisk: 

Comment: 

Errors: 

PutilO: 

Putil1: 

Putil2: 

TutilO: 

Tutil1: 

Tutil2: 

Kernel 
State: 

Length: 

Number of 
I/O failures: 

Description 

The name of the volume that this plex should be associated with. 
This field is read only and cannot be changed. 

The layout of the plex: concatenated or striped. A concatenated 
plex is a plex with associated subdisks that are both sequentially 
and contiguously arranged. A striped plex is a plex that scatters 
data evenly across each of its associated subdisks. This field is 
read only and cannot be changed. 

The width of the stripes on the plex. If Striped plex layout has 
been specified, this field indicates the stripe width. This field 
should be blank if Concatenated plex layout has been specified. 
This field is read only and cannot be changed. 

The number of subdisks associated with the plex. This field is 
read only and cannot be changed. 

This field shows the name of the subdisk that is being used for 
logging on this plex. If there is no associated Block Change 
Logging subdisk (no logging in effect), this field is blank. This 
field is read only and cannot be changed. 

An appropriate comment for the plex. The maximum length of 
the comment is 40 characters. 

Indicates whether the plex participates in LSM error policies. 
This field is read only and cannot be changed. 

Permanent utility field O. This is reserved for use, but may be 
changed. The maximum length of all Putil fields is 14 characters. 

Permanent utility field 1. This field is reserved, but may be 
changed. 

Permanent utility field 2. This field is reserved, but may be 
changed. 

Temporary utility field O. This is reserved for LSM use, but may 
be changed. The maximum length of all Tutil fields is 14 
characters. 

Temporary utility field 1. This field is reserved, but may be 
changed. 

Temporary utility field 2. This field is reserved, but may be 
changed. 

The accessibility of the plex. This field is read only and cannot 
be changed. 

The length of the plex. This field is read only and cannot be 
changed. 

The number of I/O operations that have failed on this plex. This 
field is read only and cannot be changed. 
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c.s Subdisk Operations 
This chapter provides infonnation on menus and fonns relating to subdisk 
operations. 

C.S.1 Subdisk Menus 
You access the subdisk Advanced-Ops menu as shown here: 

Advanced-Ops -7 Subdisk 

This menu provides access to the following subdisk operations: 

• Create 

• Remove Subdisks 

• Associate Subdisks 

• Associate as Log Sd 

• Disassociate Subdisks 

• Join Subdisks 

• Split the Subdisk 

• Help 

The Help selection accesses a Help window that displays infonnation 
relevant to the subdisk operations. 

The following list describes how to access the subdisk menus: 

• Create 
Advanced-Ops -7 Subdisk -> Create 

Description: This operation creates a subdisk on the selected LSM 
disk. 

Requirement: An LSM disk must be selected. 

Form: Subdisk Create Fonn (described in Section C.S.2). 

• Remove Subdisks 

Advanced-Ops -7 Subdisk -7 Remove Subdisks 

Description: This operation removes the selected subdisks. This is 
a pennanent operation and cromot be undone. 

Requirements: 

- At least one subdisk icon must be selected. 

- If the selected subdisk is associated with a plex, it must be 
disassociaLed before it can be removed. Only free subdisks can be 
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removed. 
Associate Subdisks 

Advanced-Ops -7 Subdisk -7 Associate Subdisks 

Description: This operation associates one or more subdisks with 
the selected plex. 

Requirements: 

- A plex icon and at least one subdisk icon must be selected. 

- Only nonassociated (free) subdisks can be associated. 

• Associate as Log Subdisk 

Advanced-Ops -7 Subdisk -7 Associate as Log Sd 

Description: This operation associates the selectedsubdisk as a log 
subdisk with the selected plex. Block Change Logging is in effect. The 
resulting log subdisk icon has double borders to distinguish it from 
nonnal subdisks. 

Requirements: 

- A plex icon and a subdisk icon must be selected. 

- Only nonassociated (free) subdisks can be associated. 

- The selected plex cannot already have a log subdisk. 

• Disassociate Subdisks 

Advanced-Ops -7 Subdisk -7 Disassociate Subdisks 

Description: This operation disassociates one or more selected 
subdisks from their parent plexes. Both log subdisks and nonnal subdisks 
can be disassociated. 

Requirements: 

- At least one subdisk icon must be selected. 

- Only associated subdisks can be disassociated. 

- The last subdisk associated with a plex that is currently associated 
with a volume cannot be disassociated. The plex must be 
disassociated from its volume first. 

• Join Subdisks 

Advanced-Ops -7 Subdisk -7 Join Subdisks 

Description: This operation joins the selected subdisks together to 
create a single subdisk. The resulting subdisk has the offset and name of 
the first subdisk (as arranged on the disk) and its length is the sum of the 
subdisk lengths. 
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Requirements: 

- At least two subdisk icons must be selected. 

- The subdisks must be contiguous on the disk. 

- If the subdisks are associated, they must all be associated with the 
same plex and be contiguous on that plex. 

- Logging subdisks and subdisks associated with striped plcxes cannot 
be joined. 

• Split a Subdisk 

Advanced-Ops -7 Subdisk -7 Split the Subdisk 

Description: This operation splits the selected subdisk into either 
two or many parts. The resulting subdisks will occupy the same region on 
the disk that the previous subdisk occupied. If the subdisk is associated 
with a plex, the resulting subdisks will also be associated with that plex. 

From the Split the subdisk menu, a subm,enu allows the user to indicate 
whether the subdisk is to be split into two or several parts: 

Into 2 Subdisks 
Split the selected subdisk into 2 subdisks. 

Into More Than 2 Subdisks 
Split the selected subdisk into several subdisks. 

Requirements: 

- Only one subdisk icon can be selected. 

- Logging subdisks and subdisks associated with striped plexes cannot 
be spHt. 

Forms: Subdisk Split Into Two 

Subdisk Split Into Many (described in Section C.S.2). 

C.5.2 Subdisk Forms 
Some subdisk operations result in the appearance of fonns, which must be 
completed in order for that operation to proceed. Most fonns provide a Help 
button, which contains information relevant to the fields and other aspects of 
that particular fOlm. 

The following forms are accessed via subdisk-related selections from the 
Advanced-Ops menu: 

• Subdisk Create Fonn 

Advanced-Ops -7 Subdisk -7 Create 
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Description: This fonn creates a subdisk according to the user's 
specifications. The following table describes the fields in this fonn. 

Note 

Most fields in this fonn are required; those that are optional 
are listed here. Fields in this fonn are read/write fields, unless 
listed as read only. 

Field 

Disk name: 

Subdisk 
name: 

Disk offset: 

Subdisk 
length: 

Plex name: 

Plex offset: 

Comment: 

PutilO: 

Putil1: 

Description 

The name of the LSM disk on which the subdisk is to be created. 
This field is read only and cannot be changed. 

The name of the subdisk to be created. The name must be unique 
within this disk group. The maximum length of this field is 14 
characters. 

The length into the disk' where this subdisk should be located. If 
no units are specified, sectors are assumed. This offset should not 
place this subdisk within the bounds of another subdisk on the 
disk or past the end of the disk. Only valid positive numbers are 
allowed in this field. 

The length of the subdisk to be created. If no units are specified, 
sectors are assumed. The length should not place this subdisk 
within the bounds of another subdisk on the disk or past the end 
of the disk. Only valid positive numbers are allowed in this 
field. 

The name of the plex with which the subdisk is to be associated. 
This must be a valid plex that already exists in this disk group . 

. The maximum length of this field is 14 characters. This field is 
optional. 

The offset of this subdisk into its associated plex. Only valid 
positive numbers are allowed in this field. This field is required 
only if a plex has been specified for association. If the subdisk is 
not to be associated with a plex, this field must be left blank. 

An appropriate comment for the subdisk. The maximum length 
of the comment is 40 characters. This field is optional. 

Permanent utility field O. This is reserved for Logical Storage 
Manager use, but may be changed. The maximum length of all 
Putil fields is 14 characters. This field is optional. 

Permanent utility field 1. This field is reserved, but may be 
changed. The maximum length of this field is 14 characters. 
This field is optional. 
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Field 

Puti12: 

Description 

Permanent utility field 2. This field is reserved, but may be 
changed. The maximum length of this field is 14 characters. 
This field is optional. 

• Subdisk Split Into Two 

Advanced-Ops ~ Subdisk ~ Split the Subdisk -> Into 2 Subdisks 

Description: This fonn is used to split the selected subdisk into 
exactly 2 subdisks. The first subdisk retains the name and size of the 
original one; the second subdisk adopts the name and size specified in 
this form. The following table describes the fields in this form. 

Note 

Most fields in this fonn are required; those that are optional 
are listed here. Fields in this fonn are read/write fields, unless 
listed as read only. 

Field Description 

Present The size of the subdisk to be split. This field is read only and 
size: cannot be changed. 

Name of The name of the subdisk to be created from the original one. 
new This must be a valid name and must be unique in this disk 
subdisk: group. 

Size of new The size of the subdisk to be createrl from the original one. This 
subdisk: must be a valid number, greater than zero. The new subdisk size 

must be at least one sector less than the present subdisk size. 

• Subdisk Split Into Many 

Advanced-Ops ~ Subdisk ~ Split the Subdisk -> Into More Than 2 
Subdisks 

Description: This fonn is used to split the selected subdisk into 
several subdisks of equal sizes. The first subdisk retains the name and 
size of the original one; the additional subdisks are automatically named 
by LSM. The following table describes the fields in this form. 
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Field 

Note 

Most fields in this fonn are required; those that are optional 
are listed here. Fields in this fonn are read/write fields, unless 
listed as read only. 

Description 

Original 
subdisk: 

The name of the selected subdisk. This field is read only and 
cannot be changed. 

Present 
size: 

Number of 
new 
subdisks: 

The size of the subdisk to be split. The original subdisk must 
contain enough sectors to accommodate the desired total number 
of subdisks for the split. This field is read only and cannot be 
changed. 

The total number of subdisks to be created by the split. There 
must be a sufficient number of sectors in the original subdisk to 
accommodate this number. This number should be at least 2. 

Requirements: The number of subdisks is limited by the amount of 
space left in the configuration database. 

C.5.3 Subdisk Properties Forms 
The following is the properties form that reveals the properties of a particular 
subdisk: 

• Subdisk Properties Form 

To access the Subdisk Properties fonn, click the MB3 mouse button on 
desired subdisk icon. 

(If the subdisk is undergoing analysis, press Shift-MB3 instead.) 
Description: This fonn provides detailed infonnation on the 
attributes of a particular subdisk. The following table describes the fields 
in this fonn. 

Note 

Fields in this fonn are read/write fields, unless listed as read 
only. 
Properties of the subdisk can be changed via this fonn by 
altering the current values in the appropriate read/write fields 
and then clicking on the Apply button. 
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Field 

Disk name: 

Subdisk 
name: 

Disk offset: 

Subdisk 
length: 

Plex name: 

Plex offset: 

Comment: 

Log 
Subdisk: 
PutiIO: 

Putil1: 

Puti12: 

TutilO: 

Tuti11: 

Tutil2: 

Number of 
10 failures: 

Description 

The name of the disk where the subdisk resides. This field is 
read only and cannot be changed. 

The name of the subdisk. The name must be unique within this 
disk group. The maximum length of this field is 14 characters. 
The sllbdisk name can be changed by entering another name in 
this field. 

The length into the disk where this subdisk is located, in sectors. 
This field is read only and cannot be changed. 

The length of the subdisk. If no units are specified the number is 
assumed to be in sectors. This offset should not place this 
subdisk within the bounds of another subdisk on the disk or past 
the end of the disk. Only valid positive numbers are allowed in 
this field. 

The name of the plex with which the subdisk is associated. This 
field is read only and cannot be changed. 

The offset of this subdisk into its associated plex. If the subdisk 
is not associated, this field contains a zero. This field is read 
only and cannot be changed. 

An appropriate comment for the subdisk. The maximum length 
of the comment is 40 characters. 

Indicates whether this subdisk is a Block Change Logging 
subdisk. This field is read only and cannot be changed. 
Permanent utility field O. This is reserved for LSM use, but may 
be changed. The maximum length of all Putil fields is 14 
characters. 

Permanent utility field 1. This field is reserved, but may be 
changed. The maximum length of this field is 14 characters. 

Pennanent utility field 2. This field is reserved, but may be 
changed. The maximum length of this field is 14 characters. 

Temporary utility field O. This is reserved for LSM use, but may 
be changed. The maximum length of all Tutil fields is 14 
characters. 

Temporary utility field 1. This field is reserved, but may be 
changed. The maximum length of this field is 14 characters. 

Temporary utility field 2. This field is reserved,·but may be 
changed. The maximum length of this field is 14 characters. 

The number of I/O operations that have failed on this subdisk. 
This field is read only and cannot be changed. 
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C.6 Disk Operations 
This chapter provides infonnation on menus and fonns relating to disk 
operations. 

C.6.1 Disk Menus 
You access disk operations using the Advanced-Ops menu, as shown here: 

Advanced-Ops -7 Disk 

The Advanced-Ops menu provides access to the following disk-related 
menus: 

• Initialize 

• Define 

• Remove 

• Online 

• Offline 

• Help 

The Help selection accesses a Help window, which displays infonnation 
relevant to the advanced disk operations. 

The following list describes the menu selections you can access via the 
Advanced-Ops menu: 

• Initialize 
Advanced-Ops -7 Disk -7 Initialize 

Description: This operation identifies a disk to LSM and initializes 
the disk for LSM use. This involves installing a disk header and writing 
an empty configuration on the disk. A disk access record is created for 
the disk, unless such a record already exists. 

Requirement: The disk should not already be initialized. 

Form: Disk Init Fonn (described in the Disk Fonns section). 

• Define 
Advanced-Ops -7 Disk -7 Define 

Description: This operation defines a disk access record that 
enables LSM to scan the disk. This makes the disk accessible, but does 
not initialize the disk. 

Form: Define Disk Fonn (described in the Disk Fonns section). 
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• Remove 
Advanced-Ops --) Disk --) Remove 

Description: This operation removes the LSM disk associated with 
the selected partitions from LSM control by removing the associated disk 
access records. If all partitions on a given disk are selected for removal at 
once, the disk is effectively removed from LSM control. 

Requirements: 

- At least one partition icon corresponding to a LSM disk must be 
selected. 

- The LSM disks corresponding to the selected partitions cannot belong 
to a disk group at the time of removal. 

• Online 
Advanced-Ops --) Disk --) Online 

Description: This operation places the disk access record on a 
specified partition in an online state. During searches for disk IDs or 
members of a disk group, online disks are checked. 

Form: Disk Online Form (described in the Disk Fonns section). 

• Offline 
Advanced-Ops -) Disk --) Offline 

Description: This operation places the disk access record on the 
selected partitions in an offline state. During searches for disk IDs or 
members of a disk group, offline disks are ignored. 

Requirements: 

- At least one partition icon must be selected. 

- The disks corresponding to the selected partitions must be initialized. 

- The selected partition icon cannot be in use (shaded and associated 
with a LSM disk). 

C.6.2 Disk Forms 
Some disk operations result in the appearance of forms. You must complete 
these forms in order for that operation to proceed. Most fonns provide a 
Help button that provides access to infonnation relevant to the fields and 
other aspects of that form.· 

The following forms are accessed via disk-related selections f~om the 
Advanced-Ops menu: 
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• Disk Init Fonn 

Advanced-Ops ~ Disk ~ Initialize 

Description: This fonn is used to initialize a disk for LSM use. 
The following table describes the fields in this fonn. 

Note 

Most fields in this fonn are required; those that are optional 
are listed here. Fields in this fonn are read/write fields, unless 
listed as read only. 

Field 

Public 
Device 

Device 
Type 

Public 
length (0 
for whole 
disk) 

Private 
Length: 

Number of 
con fig 
copies: 

Description 

The pathname of the device node that represents a partition 
available for use. This name must be a valid entry in / dev. A 
name in the form rznn is used to assign the full disk under 
LSM control. The disk rznn would be added as a sliced LSM 
disk. Before a sliced disk can be defined, change the disk label to 
have LSM disk label tags. 

A name in the form rznnp is used to assign partition p on disk 
rznn under LSM control. The disk partition rznnp would be 
added as a simple LSM disk. 

The desired disk type. 
The simple type (default) assumes that the public and private 
. regions are stored on the same disk partition, with the public 
region following the private region. 
The sliced type assumes that the public and private regions are 
stored on different disk partitions. Before initializing the disk, 
change the disklabel to have LSM disklabel tags. 
The nopriv type has no private region and log and configuration 
copies cannot be written to the disk. 

The length of the public section of the disk. If zero is provided 
as the length, the Logical Storage Manager computes a default 
value from available partition table information. This length 
must be valid and cannot exceed the length of the disk. 

The length of the private region of the disk. When one is not 
specified, LSM chooses a default value. This length must be 
valid and cannot exceed the length of the disk. For a sliced disk, 
the length cannot exceed the size of the partition chosen for the 
private region. This field is optional. 

The number of configuration copies to be stored in the private 
section of this disk. The default value is 2 copies. 
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Field 

Comment: 

Description 

A comment appropriate for the LSM disk. The maximum length 
of the comment is 40 characters. This field is optional. 

• Define Disk Fonn 

Advanced-Ops -) Disk -) Define 

Description: This fonn is used to define a disk. The following 
table describes the fields in this fonn. 

Note 

Most fields in this fonn are required; those that are optional 
are listed here. Fields in this. fonn are read/write fields, unless 
listed as read only. 

Field 

Public 
Device 

Device 
Type 

Public 
Length (0 
for whole 
disk): 

Offline: 

Comment: 

Description 

The pathname of the device node that represents a partition 
available for use. This name must be a valid entry in / dev. A 
name in the form rznn is used to assign the full disk under 
LSM control. The disk rznn would be added as a ~liced LSM 
disk. A name in the form rznnp is used to assign partition p on 
disk rznn under LSM control. The disk partition rznnp would 
be added as a simple LSM disk. 

The desired disk type. 
The simple type (default) assumes that the public and private 
regions are stored on the same disk partition, with the public 
region following the private region. 
The sliced type assumes that the public and private regions 3l'e 
stored on different disk partitions. 
The nopriv type has no private region and log and configuration 
copies cannot be written to the disk. 

The length of the public section of the disk. If zero is provided 
as the length, LSM computes a default value from available 
partition table information. This length must be valid and cannot 
exceed the length of the disk. 

Indicates whether to initially place the disk in the oftline state. 
The default is No. 

A comment appropriate for this Logical Storage Manager disk. 
The maximum length of the comment is 40 characters. This 
field is optional. 
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• Disk Online Fonn 

Advanced-Ops ~ Disk ~ Online 

Description: This fonn is used to online a disk. The following 
table describes the fields in this fonn. 

Field Description 

Device 
name: 

The disk access name of the disk to be onlined. This must be a 
valid disk access name. This field is required. 

• Free Space Fonn 
To access the free space fonn, click the MB3 mouse button on a gap 
between subdisk icons in a LSM disk icon. 

Description: This fonn provides infonnation about a specific region 
of an LSM disk that contains free space. 

Free space results when subdisks are removed for some reason, making 
the space that they occupied available for use. Free space is visually 
represented as a gap or hole between subdisks that reside on a LSM disk 
icon. The following table describes the fields in the fonn. 

Note 

All fields in this fonn are read only and cannot be changed. 

Field Description 

Device: The name of the LSM disk where this free space resides. 

Hole offset: The offset into the LSM disk where this free space extent begins. 

Hole size: The size of this free space extent The units used are specified 
by the user under the Options pull down menu. 

C.6.3 Disk Properties Forms 
Properties fonns exist for LSM disks, physical disks, and partitions. The 
following list describes these fonns: 

• LSM Disk Properties Fonn To access the LSM disk properties fonn, 
click the MB3 mouse button on desired LSM disk icon. (If the LSM disk 
icon is undergoing analysis, press Shift-MB3 instead.) 

Description: This fonn provides detailed infonnation on the 
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attributes of a particular LSM disk that is under LSM control. The 
infonnation displayed in this fonn actually corresponds to the disk media 
record associated with a disk. The following table describes the fields in 
this form. 

Note 

Fields in this fonn are read/write fields, unless listed as read 
only. 
Properties of the disk can be changed via this fonn by 
altering the current values in the appropriate read/write fields 
and then clicking on the Apply button. 

Field 

LSM disk 
name: 

Disk 
Access: 

Disk Type: 

Public 
Region: 

Private 
Region: 

Public 
Region 
Offset: 

Private 
Region 
Offset: 

Public 
Region 
Length: 

Private 
Region 
Length: 

Disk 
Attributes: 

Comment: 

Description 

The name of the LSM disk. 

The name of the disk access record that corresponds to this disk 
media record. This field is read only and cannot be changed. 

The type with which this disk media record was created. This 
field is read only and cannot be changed. 

The name of the public region of this disk. This field is read 
only and cannot be changed. 

The name of the private region of this disk. If there is no private 
region then this field will be blank. This field is read only and 
cannot be changed. 

The offset, in sectors, of the public region on the disk. This field 
is read only and cannot be changed. 

The offset, in sectors, of the private region on the disk. If there 
is no public region, then this field will display zero. This field is 
read only and cannot be changed. 

The length, in sectors~ of the public region on the disk. This 
field is read only and cannot be changed. 

The length, in sectors, of the private region on the disk. If there 
is no private region, this field will display zero. This field is 
read only and cannot be changed. 

The attributes of this LSM disk. This field is read only and 
cannot be changed. 

The user-specified comment for this LSM disk. The maximum 
length of the comment is 40 characters. 
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Field 

PutilO: 

Putin: 

Puti12: 

TutilO: 

Tutill: 

Tutil2: 

Maximum 
Free Space: 

Description 

P 
'I' 

Permanent utility field O. This is reserved for LSM use, but may 
be changed. The maximum length of all Putil fields is 14 
characters. 

Permanent utility field 1. This ~eld is reserved, but may be 
changed. 

Permanent utility field 2. This field is reserved, but may be 
changed. 

Temporary utility field O. This field is reserved, but may be 
changed. The maximum length of all Tutil fields is 14 characters. 

Temporary utility field 1. This field is reserved, but may be 
changed. The maximum length of this field is 14 characters. 

Temporary utility field 2. This field is reserved, but may be 
changed. The maximum length of this field is 14 characters. 

The maximum amount of free space available on this LSM disk. 
This does not take disk extents into account. This number 
assumes every free sector on the LSM disk is usable. This field 
is read only and cannot be changed. 

• Physical Disk Properties Fonn 

To access the physical disk properties fonn, click the MB3 mouse button 
on desired physical disk icon. 

Description: This fonn provides detailed infonnation on the 
attributes of a particular physical disk. The following table describes the 
fields in this fonn. 

Note 

All fields in this fonn are read only and cannot be changed. 

Field 

Device: 

Device 
Type: 

Disk Heads: 

Cylinders: 

Description 

The raw device node for this physical disk. 

A brief description the device type. Possible device types 
include SCSI hard drive and Floppy. 

The number of read/write heads on this disk. 

The number of cylinders on this disk. 

Sectors: The total number of sectors on this disk. 

Sector Size: The size, in bytes, of each sector on this disk. 
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Field Description 

Total Size: The total size of the disk, in sectors. 

• Partition Properties Fonn 

To access the partition properties fonn, click the MB3 mouse button on 
desired partition icon. 

Description: This fonn provides detailed infonnation on the 
attributes of a particular partition. The following table describes the 
fields in this fonn. 

Note 

All fields in this fonn are read only and cannot be changed. 

Field Description 

Device: The device node that the LSM Visual Administrator uses to 
communicate with this disk. 

Start Sector: The sector on the physical disk where this partition begins. 

Size: The length of this partition. 

Type: The identification· tag associated with this partition. 

Disk Media: The disk media record that corresponds to this partition. If this 
field is empty, the partition has not been initialized with a disk 
media record. 

C.7 Disk Group Operations 
This chapter provides infonnation on menus and fonns relating to disk group 
operations. 

Note 

With the Visual Administrator, partition icons represent 
partitions containing disk access records. 
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C.7.1 Disk Group Menus 
You access disk group operations via the Advanced-Ops menu, as shown 
here: 

Advanced-Ops --) Disk Group 

The Advanced-Ops menu provides access to the following disk-related 
menus. 

• Initialize 

• Import Disk Groups 

• Deport Disk Groups 

• Add Disk 

• Remove Disks 

• Disconnect Disks 

• Reconnect Disks 

• Help 

The Help selection accesses a Help window that displays information 
relevant to the disk group operations. 

The following list describes the disk group menu options: 

• Initialize 
Advanced-Ops --) Disk Group --) Initialize 

Description: This operation defines a new disk group with a name 
specified by the user. The new disk group contains one or more LSM 
disks corresponding to the partitions selected by the user. 

Requirements: At least one partition icon must be selected. 

Form: Initialize Disk Group Form (described in the Disk Group Forms 
section). 

• Import Disk Group 

Advanced-Ops --) Disk Group --) Import Disk Group 

Description: This operation imports a disk group to make that disk 
group available on the local machine. If the name of a deported disk 
group is known, this operation can be used to make that disk group 
accessible again. 

Form: Import Disk Group Form (described in the Disk Group Forms 
section). 
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• Deport Disk Group 

Advanced-Ops ~ Disk Group ~ Deport Disk Group 

Description: This operation disables access to a disk group. A 
deported disk group is no longer accessible and its view window 
disappears. Once deported, a disk group can be reimported. 

Requirements: A disk group cannot be deported if any volumes in 
that disk group are currently open. 

Form: Deport Disk Group Form (described in the Disk Group Forms 
section). 

• Add Disk 

Advanced-Ops ~ Disk Group ~ Add Disk 

Description: This operation adds a LSM disk corresponding to the 
selected partition icon to a disk group. This involves creating a disk 
media record for the disk to be added. Partitions representing disks that 
already belong to disk groups cannot be added to disk groups. 

Requirements: 

- One partition icon must be selected. 

- The selected partition cannot already belong to a disk group. 

- Only one disk can be added to a disk group at a time. 

Form: Add Disk Fonn (described in the Disk Group Forms section). 

• Remove Disks 

Advanced-Ops ~ Disk Group ~ Remove Disks 

Description: This operation removes the selected LSM disks from a 
disk group. Disks are removed from the disk group in which they reside. 
Any subdisks that exist on the selected disks must be removed before the 
disk can be removed. 

Requirements: 

- At least one LSM disk icon must be selected. 

- Only disks associated with the specified disk group can be removed. 

- Disks containing any subdisks cannot be removed. 

- Only disks in the same disk group can be selected for removal in a 
single operation. 

- The last disk in a disk group cannot be removed. The disk group itself 
must be deported in order for its last disk to be removed. 
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• Disconnect Disks 

Advanced-Ops ~ Disk Group ~ Disconnect Disks 

Description: This operation disables the selected LSM disk, making 
it unavailable for use within its disk group. This involves disassociating 
the disk media record from its disk access record. 

Requirements: 

At least one LSM disk icon must be selected. 

- The LSM disk icons must contain a disk media record at the time of 
selection. 

• Reconnect Disks 
Advanced-Ops ~ Disk Group ~ Reconnect Disks 

Description: This operation enables a LSM disk that has previously 
been disconnected. This involves connecting the selected LSM disk's disk 
media record with the selected disk access record. Although the LSM 
disk must be disconnected, it does not necessarily have to be reconnected 
to its fonner partition (disk access record). 

Requirements: 

- One LSM disk icon and one partition icon must be selected. 

- Neither the LSM disk icon nor the partition icon can already be 
connected. 

C.7.2 Disk Group Forms 
Some disk group operations result in the appearance of fonns, which must be 
completed in order for that operation to proceed. Most fonns provide a Help 
button, which contains infonnation relevant to the fields and other aspects of 
that particular fonn. 

The following fonns are accessed via disk group-related selections from the 
Advanced-Ops menu: 

• Initialize Disk Group Fonn 

Advanced-Ops ~ Disk Group ~ Initialize 

Description: This fonn is used to define a new disk group 
consisting of selected disks. 
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The following table describes the fields in this form. 

Field Description 

Disk group: The name of the new disk group. This must be a valid and 
unique name. This field is required. This is a read/write field. 

• Import Disk Group Form 

Advanced-Ops ~ Disk Group ~ Import Disk Group 

Description: This form is used to make the specified disk group 
available to the system. The following table describes the fields in this 
form. 

Field Description 

Disk group: The name of the disk group to be imported and made 
available to the system. This must be a valid and unique 
disk group name. This field is required. This is a 
read/write field. 

• Deport Disk Group FOlm 

Advanced-Ops ~ Disk Group ~ Deport Disk Group 

Description: This form is used to make the specified disk group 
inaccessible to the system. The following table describes the fields in 
this form. 

Field Description 

Disk group: The name of the disk group to be deported and made 
inaccessible to the system. This must be a valid disk group. 

Requirement s: The root disk group (rootdg) cannot be deported. 

Add Disk Form 

Advanced-Ops ~ Disk Group ~ Add Disk 

Description: This form is used to add a LSM disk to a disk group. 
The following table describes the fields in this fonn. 
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Note 

Most fields in this fonn are required; those that are optional 
are listed here. Fields in this fonn are read/write fields, unless 
listed as read only. 

Field Description 

Disk group: The name of the disk group to w~ich the LSM disk is to be 
added. This must be a valid disk group. This field is required. 

Disk media The name of the LSM disk to be created. The disk media name 
name: must be unique. By default, a unique name is generated. If this 

field is left blank, then the disk access name is used. 

C.8 Projection Analysis 
This section provides infonnation on menus and fonns relating to projection 
and analysis. In addition, tables are provided to summarize various aspects of 
projection and analysis behaviour. You can access these operations as 
follows: 

• Projection 
Projection operations are accessed via the Projection menu. This menu is 
located in view windows such as View of rootdg. The Projection menu 
start or stop projection, as well as to highlight any free subdisk icons. 

Projection can also be started or stopped by pressing Shift-MB2 with the 
pointer positioned on the desired icon. 

• Analysis 
Analysis operations are accessed via the Analyze menu. This menu is 
located in view windows such as View of rootdg. The Analyze menu can 
be used to start or stop analysis, as well as to set analysis-related 
preferences. 

C.8.1 Projection 
Icon projection provides the user with visual infonnation about the 
relationships between icons. When projection is started for an icon, all other 
icons (representing LSM objects) associated with that particular one are 
highlighted, no matter which views they occupy. Icons can be placed under 
projection either individually or in multiples. Projection highlighting can 
accumulate on a given icon when that icon is is undergoing projection from 
more than one source. 
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C.8.2 Projection Menus 
The following list describes the menus, submenus, and menu selections you 
can access via the Projection menu: 

Icon Projection 

Projection --7 Icon Projection 

Description: This menu provides access to projection options used 
to start or stop projection for icons. 

• Start 
Projection --7 Icon Projection --7 Start 

Description: This option starts projection for the selected icons. 
When projection is started, all icons related to the selected icons are 
highlighted. Highlighting occurs for related icons in any view windows. 
If the selected icon has no associated objects, the Visual Administrator 
issues a warning to this effect. 

Requirements: 

- At least one icon must be selected. 

- Physical disk and partition icons cannot be selected for projection. 

The selected icons must be associated with at least one other icon in 
order for projection to take effect. 

• Stop 
Projection --7 Icon Projection --7 Stop 

Description: This options stops projection for the selected icons. 
When projection is stopped, all icons related to the selected icons lose 
their projection highlighting. 

Requirement: At least one icon must be selected. If the selected icon 
is not undergoing projection, the Visual Administrator ignores the stop 
request. 

• Stop All 
Projection --7 Icon Projection --7 Stop All 

Description: This options stops projection for all icons that are 
currently undergoing selection. 

• Show Free Subdisks 

Projection --7 Show Free Subdisks 

Description: . This menu selection determines whether free subdisks 
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should be highlighted or not. When Show Free Subdisks is turned on, the 
Visual Administrator highlights. all unassociated subdisks (representing 
unallocated disk space). Once turned on, any future free subdisks are 
automatically highlighted. Free subdisk icons can be used by designating 
them to objects, but the LSM Visual Administrator interface cannot 
automatically use free subdisks as free space. Free subdisk projection is 
either started or stopped across all Visual Administrator views. The start 
or stop preference is also retained for a particular user in future sessions. 

From the Show Free Subdisks menu, a submenu allows you to indicate 
whether or not to highlight free subdisks: 

Option 

Start 

Stop 

Description 

Start highlighting free subdisks immediately and continue to do so 
until instructed to stop. 

Stop highlighting free subdisks. 

C.B.3 Projection Relationships 
Table C-l summarizes the projection relationships that are highlighted for 
particular icon types. If no icons of the correct type are associated with the 
selected icon, then nothing is highlighted. 

Table C-1: Projection Table 

Icon Selected 

Volume 

Plex 

Subdisk 

LSM Disk 

e.g Analysis 

Icons Highlighted 

All subdisks associated with any plex associated with the volume 

All subdisks associated with the plex 

Associated plex and volume, and all other subdisks associated 
with the plex 

All plexes associated with the subdisks that reside on the disk 

Analysis is the LSM Visual Administrator's way of displaying statistics on 
the performance of various LSM objects. 

Statistics are displayed both visually (via color or pattern) and numerically 
(via pop-up statistics foons). 
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C.9.1 Analysis Menus 
The following menu selections are accessed via the Analyze menu: 

• Start 
Analyze -7 Start 

Description: This menu selection begins analysis of the selected 
icons. These icons are added to the list of objects being analyzed. Only 
volume and LSM disk icons can be analyzed. Once analysis is activated, 
the selected icons begin to display information about their performance 
characteristics. 

Requirement: At least one volume or LSM disk icon must be 
selected. 

• Stop 
Analyze -7 Stop 

Description: This menu selection terminates analysis of the selected 
icons. These icons are removed from the list of objects being analyzed. 
When analysis stops, the selected icons return to their preanalysis states. 
When analysis is stopped for one icon, other icons undergoing analysis 
are not affected. 

Requirements: 

- At least one volume or LSM disk icon must be selected. 

- The selected icons must be undergoing analysis. 

Stop All 

Analyze -7 Stop All 

Description: This menu selection automatically terminates analysis 
of all icons in all views. All icons return to their pre analysis states. 

Requirements: Analysis must be in effect. 

• Parameters 

Analyze -7 Parameters 

Description: This menu selection accesses the Analysis Parameters 
form, which is used to set user preferences for how analysis is to be 
conducted. 

Form: Analysis Parameters Form (described in Lhe Analysis Forms 
section). 
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C.9.2 Analysis Forms 
The following fonns are accessed via the Analyze menu: 

• Analysis Parameters Fonn 

Analyze ~ Parameters 

Description: This fonn is used to set user preferences for 
conducting analysis. The following table describes the fields in this fonn. 

Note 

Most fields in this fonn are required; those that are optional 
are listed here. Fields in this fonn are read/write fields, unless 
listed as read only. 

Field 

Sample 
Rate: 

Volume 
Parameters: 

Disk 
Parameters: 

Subdisk 
Parameters: 

Log 
File: 

Description 

Determines the time interval between data samples. This field is 
divided into two sections: the slider bar is used to select the interval 
(1-60) and the menu to the right is used to select units of time 
(seconds or minutes). The default is 5 seconds. A shorter interval 
means the data will be updated more often, but is also a higher load 
on the system. 

Specifies the high and low values that decide the coloring (or 
pattern) of the volume icons. 

Specifies the high and low values that decide the coloring (or 
pattern) of the LSM disk icons. 

Specifies the high and low values that decide the coloring (or 
pattern) of the subdisk icons. . 

The name of the file to be used for the statistics log. If the file does 
not already exist, it will be created. The filename is taken to be 
relative unless a pathname is given. To stop logging to the file, the 
filename text in this field must be erased. This field is optional. 
This log file is a binary file. In order to view the log file, 
/usr /bin/ lsmlog2text filename must be run on this file to 
process it for viewing. 

Requirements: 
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- For each set of high/low parameters, the high parameter must be 
greater than the low parameter. 

The user must have access to the specified log file. 

• Analysis Statistics Form To access the analysis statistics form, click the 
MB3 mouse button on desired icon that is being analyzed. 
Description: This form displays analysis statistics relevant to the 
selected volume or LSM disk icon. This form applies only to volume or 
disk icons that are undergoing analysis. The following table describes the 
fields in this form. 

Note 

All fields in this form are read only and cannot be changed. 

Field 

Reads: 

Writes: 

Total R/W: 

Blocks 
Read: 

Blocks 
Written: 

Total 
Blocks: 

AvgR0ad 
Time: 

Avg Write 
Time: 

Interval: 

Description 

The number of times the object was read from during the last 
interval. 

The number of times the object was written to during the last 
interval. 

The total number of reads and writes during the last interval. 

The number of disk blocks read from the object during the last 
interval. 

The number of disk blocks written to the object during the last 
interval. 

The total number of blocks read from or written to the object 
during the last interval. 

The average time, in milliseconds, that it took for a read 
operation to complete. This is equal to the number of number of 
reads during the last interval divided by the total time spent on 
rcads. 

The average time, in milliseconds, that it took for a write 
operation to complete. This is equal to the number of writes 
during the last interval divided by the total time spent on writes. 

The actual time, in seconds, since the last data was sampled. 
This may vary slightly from the specified interval time due to 
uncontrollable variances from system to system. 

Requirements: The icon selected by clicking MB3 must be 
undergoing analysis. 

Visual Administrator Reference C-65 

H 
" 



C.9.3 Analysis Table 
Table C-2 summarizes the default colors and patterns associated with the 
various levels of analysis. These defaults can be changed using the dxlsm­
related X resources. See Section 5.4.2 for more infonnation. 

Table C-2: Analysis Table 

Analysis Level Color Bitmap Pattern 

low green cross_weave 

medium yellow roocweave 
high red wide_weave 
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analysis, 5-13, C-62 
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setting preferences, C-63 
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statistics, C-65 
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associating sub disks, 8--10, C-42 
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associating sub disks (cont) 
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associated object by name, 8-6 
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changes, 9-2 

attaching plexes, C-37 
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attributes of volume 

changing, 8-26,8-27 

awk 

volprint input for, 8-6 
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backing up a volume, 4-26 

Snapshot Form, 4-27 

backups, B-1 
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using a plex, 8-15 

volassist, 7-24, 7-25 
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basic operations, 5-30 
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form, 4-13 

mouse, 4-2 

cancel button, 4-13 

changes 

atomic, 9-2 

changing subdisk information, 8-12 

checking file systems, C-12 

clean plex state, 8-25, 8-31, 9-2 

closing windows, C-I0 
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command history, 5-28 

command info window, 4-11, 5-25, 5-26, 

C-3, C-5 

using, 5-29 

command line interface, 1-12 

command line method 

no-change option, 8-26 
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execute, C-4, C-6 

show only, C-4 

concatenated disks, 2-2 

concatenated volumes, 2-3, 7-18 
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configuration changes, 2-8, 9-12 

configuration database 
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configuration guidelines, 10-1, 10-7 
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information printed with volprint, 8-6 

limitations, 1-5 

LSM,2-1 

conventions, xxii 
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creating a mirrored"file system, 4-31 

creating a simple file system, 4-27 

creating a striped file system, 4-29 

creating a striped volume, 4-20, 7-19 
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on a specific disk, 7-19 
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creating a volume on a specific disk, 4-22, 
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creating file systems, C-11 

creating icons, C-8 
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creating subdisks, C-41 
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detached state, 8-30 

detaching plexes, C-37 

detachment 

detached object by name, 8-6 

detachment of plexes, 8-19, 8-21 

detecting failed disks, 7-11 

volstat, 7-12 

Idev/rvol,8-7 

device driver 

volume, 1-16 

device files 

IVol,8-7 

device name, 1-10,4-14 

definition of, 1-10, 4-14 

device virtual disk 

See volume driver 

devices 

volume, 1-17 

dialog boxes, 5-18 
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disabling a disk, 6-15, 7-10 
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disassociating subdisks, C-42 

disassociation 

disassociated object by name, 8-6 

disconnecting disks, C-58 

disk administration, 6-1 
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disabling a disk, 6-15 

disk group operations, 6-16 

disk operations, 1-10 
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disk administration (cont.) 
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disk group utilities, 7-1 
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initialize, C-56 
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disk icons, 4-4 

disk initialization, 4-14 
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disk storage management, 1-2 
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error 

I/O,9-2 

error messages, 4-14, 5-18 

kernel, A-20 

volume daemon, A-I 

event-log device, 8-7 

execute commands, C-6 

execute menus, C-6 

exiting the support operations, 6-20 

exiting the visual administrator, C-I0 

extend a volume, 4-24, 7-22 
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failure recovery 

volume -obg, 7-14 

fault tolerance, A-I 
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form, 4-13 
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file system create form, 4-28 

file system forms, C--13 
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file system operations, 4-27, 530 

creating a mirrored file system, 4-31 

creating a simple file system, 4-27 

creating a striped file system, 4-29 
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file systems, 1-1 
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display mounted file system, 4-33 

locating, 10-1 

file systems (cont.) 
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properties, C-13 

properties form, C-18 

unmount a file system, 4-33 

unmounting, C-12 

form buttons, 4-13 
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cancel, 4-13 

help, 4-13 
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add disk, C-59 
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disk, C-49 
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file system, C-13 

file system fsck, C-17 
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mount file system, C-17 
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plex properties, C-39 
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remove view, C-3 

rename view, C-2 

simple volume/FS create, C-13, C-27 

size adjustment, 5-11 

snapshot, C-31 
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subdisk, C-43 

subdisk create, C-43 
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user preference, C-6 
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volume resize, C-30 
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fsck, C-12 

fsgen, 9-10, 9-2 

Index-6 

G 
gen, 910, 9-10, 9-2 

general recovery information, B-2 

grep 

volprint input for, 8-6 

growby, 7-23 

growto, 7-23 

guidelines 

for mirroring, 10-2 

H 
hardware requirements, 1-5 

help 

forms, C-9 

index, C-9 

menus, C-8 

windows, C-9 

help facility, 4-11, 4-13, 5-21, C-8 

help menu, C-8 

help windows, 4-13 

hotspom, 10-13,9-5 

1/0 

error, 9-2 

statistics, 10-7 

statistics use, 10-13, 10-9 

tracing, 10-13, 10-9 

1/0 load 

balancing, 10-1 

icon colors and patterns, 5-4 

icon menu, C-7 

icons, 4-3 

characteristics, 4-3 

colors, 5-4 

( 
\ 



) 

icons (cont.) 
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partition, 4-4 
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mirror a volume, 4-23, 7-21 

mirror icons, 4-4 

mirror volumes on a disk, 6-:-19 

mirrored file systems 

creating, 4-31 

mirrored volumes, 2-6 

mirroring, 10-2, 10-7,2-6, B-1 

improved system performance, 10-3 

mirroring guidelines, 10-2 

mirrors, 1-6,2-6, 7-21 

associating, C-36 

attaching, C-37 

detaching, C-37 

disassociating, C-37 

properties form, C-39 

mounting file systems, C-12 

mouse 

buttons, 4-2 

mouse buttons, 4-2 

move volumes from 3 disk, 6-7 

moving a plex, 8-21 

moving a sub disk, 8-13 

moving disk groups 

between systems, 7-15 

voldg deport, 7-15 

voldg import, 7-15 

voldisk online, 7-15 

volrecover, 7-15 

H 
'" 

moving disks 

voldisk clearimport, 7-16 

moving volumes betw~en disks 

volassist move, 7-15 

multiple devices per physical disk, 2-7 

N 
no-change option on commands %no change, 

8-26 

o 
objects, 4-3 

disks, 1-6, 1-8 

during configuration changes, 2-8, 9-12 

LSM,I-6 

mirrors, 1-6 

plexes, " 1-6 

relationships between, 1-7 

subdisks, 1-6 

volumes, 1-6 

omine disks, C-49 

omine plex ~tate, 9-2 

OFFLINE state, 8-30 

online disks, C-49 

online help, 5-21 

operating system 

reinstallation, B-3 

operation styles, 5-19 

operations 

accessing, C-l 

advanced, 5-31 

basic, 5-30 

disk,531 

disk group, 531 

drag and drop. 5-20 

Index-9 



operations (cont.) 

file system, 530 

mirror, 531 

plex, 531 

select-operate, 5-19 

subdisk, 531 

volume, 531 

options forms, C-6 

options menu, 5-24, C-3 

overlapping subdisks, 8-11 

p 

parameters 

analysis, 5-15 

partition icons, 4-4 

performance 

monitoring, 10-13 

priorities, 10-7 

performance management, 10-1, 10-7 

persistent state logging 

recovering plexes, 9-6 

physical disk icons, 4-4 

plex, 9-5 

adding with volmake, 8-4 

association of, 8-16, 8-17 

attaching to an enabled volume, 9-2 

attributes, 9-1 

changing, 8-19, 8-18 

changing status, 8-19, 8-21 

creation of, 8-15 

cycle of states, 9-3 

disassociating, 9-2 

disassociation of, 8-6 

displaying, 8-18, 8-31 

kernel state, 9-4 

listing all, 8-18 

Index-10 
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plex (cont.) 

moving, 8-21 

offline, 8-5 

online, 8-5 

operations with volplex, 8-6 

persistent state logging, 9-6 

problem correction with volmend, 8-5 

recovery, 94 

removal of, 8-17 

reviving, 94 

state list, 9-2 

states, 9-2 

temporary, 9-2 

plex detaching from a volume 

See volmend 

plex forms, C-38 

plex icons, 4-4 

plex kernel states, 9-1 

detached, 9-5 

disabled, 9-5 

enabled,95 

plex layout, 2-1 

plex layout policies, 9-1 

plex menus, C-36 

plex operations, 531 

accessing, C-36 

plex reattaching 

See volplex 

plex state cycles, 9-1 

plex states, 9-1, 9-11 

active, 9-2 

changing, 9-3 

clean, 9-2 

empty,9-2 

inconsistent, 9-2 

kernel,9-4 
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plex states (cont.) 

offline, 9-2 

stale, 9-2 

temp, 9-2 

tempnn, 9-2 

plexes 

adding, C-21 

associating, C-36 

attaching, C-37 

configuring, 2-6 

creating, C-36 

definition, 1-6 

detaching, C-37 

disassociating, C-37 

properties fonn, C-39 

recovering, 8-31 

removing, C-22, C-36 

preferences 

user, 5-24 

preferential reads, 8-8 

preferred reads, 9-11 

preparing for reinstallation, B-3 

printing 

volprint, 8-6 

private region, 1-11, 1-2 

projection mentIS, C-61 

projections, 5-l1 

accessing, C-60 

icon, C-fO 

icon highlighting, C-62 

starting, C-61 

stopping, C-61 

properties 

object, 5-1 

~ : 

properties forms, 5-1, C-lS, C-33, C-39, 

C-46, C-52 

protecting your system, B-1 

public region, 1-11, 1-2 

pull-down menus, 4-11 

Q 

quitting the dxlsm session, 4-34 

R 
read policy, 8-8, 9-11 

changing, 8-29 

round robin or preferred, 8-29 

rebooting 

starting LSM after, 3-3 

reconfiguration, B-2 

reconnecting disks, C-58 

recovering a disabled volume, 8-31, 8-32 

recovering the Logical Storage Manager 

configuration, B-4 

recovery information 

general, B-2 

reinstallation 

LSM,B-3 

preparation, B-3 

reinstallation and reconfiguration, B-2 

reinstallation recovery, B-1 

reinstalling the LSM, B-3 

reinstalling the operating system. B-3 

r«!move a plex, 7-22 

remove a volume, 4-26, 7-24 

removing disk groups, 7-15 

voldg deport, 7-15 

removIng disks, 4-18, 7-11, C-49, C-57 

removing icons, C-8 

removing plexes, C-22, C-36 

Index-l1 



removing sub disks, C-41 

removing volumes, C-21, C-24 

rename a disk, 4-16, 7-6 

renaming a sub disk, 8-13 

replacing a removed disk, 6-10 

replacing disks, 6-12, 7-13 

voldiskadm, 7-13 

reset button, 4-13 

resizing volumes, 8-27, C-22 

resolving a disk failure, 8-19 

resynchronizing volumes, C-26 

rm -rf command, B-4 

root window, 4-6 

rootdg configuration, 1-12 

rootdg Window, 4-9 

round-robin reads, 8-8, 9-11 

s 
sed 

volprint input for, 8-6 

select-operate interface, 4-6 

select-operate operation, 5-19 

selecting a disk name, 7-4 

selecting icons, 4-6 

shrink a volume, 4-25, 7-23 

shrinkby, 7-23 

shrinkto, 7-23 

shutdown command, B-4 

simple file systems 

creating, 4-27 

simple volume/fs create form, 4-19 

volume size, 4-19 

size 

format, C-5 

unit, C-5 

Index-12 

size format, 5-25 

snapshot 

volume, C-23 

snapshot form, 4-27 

software requirements, 1-5 

space 

free, 5-32 

space allocation, 1-2 

spanned volumes, 2-3 

splitting sub disks, 8-14, C-43 

stale plex state, 9-2 

stale state, 8-30 

starting analysis, C-63 

starting projection, C-61 

starting volumes, C-25 

states 

plex, 9-2, 9-3 

volume kernel, 9-10 

statistics 

analysis, C-65 

forms, 5-17 

volstat, 8-7 

voltrace, 8-7 

stopping analysis, C-63 

stopping projection, C-61 

stopping volumes, C-26 

striped file systems 

creating, 4-29 

striped volume/fs create form, 4-21 

striped volumes, 2-4, 7-19 

striping, 10-1, 10-7,2-4,9-5 

styles of operation, 5-19 

sub disk forms, C-43 

subdisk icons, 4-4 

subdisk menus, C-41 

/ 



subdisk operations, 531, C-41 

accessing, C-41 

subdisks, 1-2, 1-6, 9-5 

adding with volrnake, 8-4 

associating, 8-10,8-11, C-42 

associating log, 8-11 

association and disassociation, 8-6 

changing information, 8-12 

creating, 8-8,8-9, C-41 

disassociating, 8-12, C-42 

displaying, 8-10 

free, 5-13 

joining,8-14,C-42 

log, 8-11 

logging, 8-11 

moving, 8-13 

operations, 8-8 

operations with volsd, 8-6, 8-7 

problem correction with volrnend, 8-5 

properties form, C-46 

removing, 8-9, C-41 

splitting, ~14, C-43 

splitting and joining, 8-6 

updating volume contents, 9-2 

support operations 

add disk to a disk group, 6-6 

deporting a disk group, 6-17 

disabling a disk, 6-15 

disk administration, 6-1 

disk group operations, 6-16 

exiting, 6-20 

importing a disk group, 6-16 

informational displays, 6-5 

initializing a disk, 6-3 

main menu, 6-1 

mirror volumes on a disk, 6-19 

support operations (cont.) 

move volumes from a disk, 6-7 

quit, 6-20 

removing a disk, 6-9 

replacing a failed disk, 6-12 

replacing a removed disk, 6-10 

starting the menu interface, 6-1 

system administration, 1-12 

disk operations, 1-10 

system backups, B-1 

system recovery, B-1, B-2 

T 
temp plex state, 9-2 

temprm plex state, 9-2 

trace file, 8-7 

trace masks, 8-7 

tracing 

See I/O 
type 

u 

file system, 9-10 

volume usage, 9-10 

UFS operations, C-I0 

accessing, C-I0 

UFS operations menu, C-IO 

unit of size, C-5 

UNIX devices 

encapSUlation process, 3-7 

unmount a file system, 4-33 

unmounting file systems, C-12 

usage-type-depenrlent utilities, 9-11 

user preferences, 5-24, C-3 
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user-created views, 4-9 

using disk groups, 7-9 

volassist, 7-9 

using LSM, 1-12 

using voldisk 

special encapsulation, 3-20 

utilities 

v 

LSM,8-1 

overview, 8-1 

usage-type-dependent, 9-11 

voldctl, 8-3 

voledit, 8-4 

volmake, 8-4 

volmend, 8-5 

volplex, 8-6 

volprint, 8-26, 8-6 

volsd, 8-6 

volstat, 10-8, 8-7 

voltrace, 10-8, 8-7 

volume, 8-8 

view of disks, 4-15, 4-9 

view of rootdg, 4-9 

advanced-Ops menu, 4-10 

analyze menu, 4-10 

basic-Ops menu, 4-10 

file menu, 4-10 

help menu, 4-10 

icon menu, 4-10 

options menu, 4-10 

projections menu, 4-10 

view of volumes, 4-9 

view of world, 4-9 

view windows, 4-8 

view of disks, 4-15, 4-9 

Index-14 

view windows (cont.) 

view of rootdg, 4-10, 4-9 

view of volumes, 4-9 

view of world, 4-9 

views, 4-8, C-l 

create form, C-2 

creating, C-l 

default, 4-8 

forms, C-2 

remove form, C-3 

removing, C-2 

rename form, C-2 

renaming, C-l 

user -created, 4-9 

views menu, C-l 

virtual disks, 1-1, 1-6 

Visual Administrator, 4-1 

accessing operations, C-l 

exiting, C-I0 

help facility, 5-21 

initializing, 4-1 

Visual Administrator window, 4-7 

Visual Adminstrator interface 

reference, C-l 

volad,8-3 

volassist, 7-18, 7-26, 8-3 

backup, 7-24 

backup using, 7-24 

growby, 7-23 

growto, 7-23 

make, 7-18 

shrinkby, 7-23 

shrinkto, 7-23 

usage chart, 8-3 

voledit, 7-22 

voledit -rf rm, 7-24 
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volassist (cont.) 

volplex -f nn, 7-22 

volassist growby, 7-'13 

volassist growto, 7-22 

volassist make, 7-18 

mirror, 7-21 

volassist move command, 7-15 

voId, B-4 

errOf messages, A-I 

operations, 1-15 

resetting, 8-3 

voldetl, 8-3 

database manipulation with, 8-3, 8-4 

voldctl enable command, B-5 

voldctl init command, B-4 

voldg, 7-1 

free, 7-10, 7-9 

nndisk, 7-11 

voldg deport command, 7-15 

voldg free, 7-10 

voldg import command, 7-15 

voldg init, 7-7 

voldg list, 7-9 

voldg rmdisk, 7-11 

voldisk, 7-1 

voldisk c1earimport command, 7-16 

voldisk define command, 3-21 

voldisk offline, 7-10 

voldisk online command, 7-15 

voldisk rm, 7-11 

voldlctkadd,7-1 

voldiskadm, 1-12, 7-1 

add disk to a disk group, 6-6 

deporting a disk group, 6-.17 

disabling a disk, 6-15 

disk group operations, 6-16 

voldiskadm (cont) 

exiting, 6-20 

importing a disk group, 6-16 

main menu, 6-1 

mirror volumes on a disk, 6-19 

move volumes from a disk, 6-7 

quit, 6-20 

removing a disk from a disk group, 6-9 

replacing a failed disk, 6-12 

replacing a removed disk, 6-10 

starting, 6-1 

voledit, 7-22, 7-24, 7-6, 8-4 

-N %voledit N, 8-26 

-f %voledit f, 8-26 

removing and modifying objects with, 8-4 

rm, 8-26, 8-9 

set, 8-12, 8-19, 8-27 

usage chart, 8-4 

volencap command, 3-20, 3-21 

volinfo, 8-31 

volinstall, B-4 

initial LSM sctup, 3-1 

voliod 

Stalling, 3-5 

voliod set command, B-4 

volmake, 8-4, 8-5 

-d %volmake d, 8-24 

plex, 8-15 

sd,3-9 

vol,8-'13 

volmend,9-4 

fix, 8-32 

off,8-30 

on, 8-30 

plex problcm correction with, 8-5 
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volplex 

att,8-16,8-30 

backup using, 7-24 

-0 rm dis, 8-17 

plex operations with, 8-6 

volplex -r rm, 7-22 

volprint, 8-31 

configuration information printed, 8-6 

-1 %volprint I, 8-18,8-26 

-p %volprint 

. p, 8-18 

-s %volprint s, 8-10 

-v %volprint v, 8-26 

volprint -h, 7-19 

volrecover command, 7-15 

volsd 

dis, 8-12 

subdisk operations with, 8-6, 8-7 

volsetup 

running, 3-2 

volstart 

printing volume statistics, 8-7 

volstat, 10-8, 10-9, 7-12 

voltrace, 10-8, 10-9 

tracing volume operations, 8-7 

volume backup, 7-24,8-16 

volume commands 

maint, 8-30 

performing volume operations with, 8-7, 8-8 

rdpol,8-29 

start, 8-30 

stop, 8-30 

volassist, 7-18 

volume configuration 

displaying, 7-19 

Index-16 

volume configuration daemon 

See voId 

volume daemon 

error messages, A-I 

volume device driver, 1-16 

volume device nodes, 1-16 

volume devices, 1-17 

volume icons, 4-4 

volume kernel state, 9-1 

volume layout, 2-1 

volume management, 10-1 

volume menus, C-19, C-24, C-27 

volume -obg command, 7-14 

volume operations, 4-19, 531 

advanced, C-24 

backing up a volume, 4-26 

basic, C-20 

creating a striped volume, 4-20 

creating a volume, 4-19, 7-18 

creating a volume on a specific disk, 4-22 

displaying configuration information, 4-22 

extend, 7-22 

extend a volume, 4-24 

menu, C-19 

mirror a volume, 4-23 

mirroring, 7-21 

remove a volume, 4-26 

remove plex, 7-22 

remove volume, 7-24 

shrink,7-23 

shrink a volume, 4-25 

volprint -h, 7-19 

volume read policy, 9-1 

volume resize form, 4-24 

volume size, 4-19 
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volume states, 9-1 

volume usage types, 9-1, 9-10, 9-11 

See gen, fsgen, root, swap 

volumes, I-I, 1-6 

accessing LSM, 1-14 

adding with volmake, 8-4 

attributes, 8-26 

backing up, 4-26 

backup, C-23 

changing attributes, 8-26, 8-27 

changing read policy, 8-29 

concatenated,2-3 

create fonn, C-27 

creating, 4-19, 7-18, C-20, C-24 

creating a striped volume, 4-20 

creating on a specific disk, 4-22 

creation of, 8-22, 8-24 

displaying, 8-26 

displaying configuration infonnation, 4-22 

extend a volume, 4-24 

init, 8-24, 8-25 

initializing, 8-24, 8-25, C-25 

kernel state, 9-10 

listing unstartable, 8-31 

mirror a volume, 4-23 

mirrored, 2-6 

omine, 8....:.5 

online, 8-5 

operations, 8-7, 8-8 

options, 9-10 

problem correction with volmend, 8-5 

properties fonn, C-33 

removal of, 8-25 

remove, 4-26 

removing, C-24 

removing recursively, C-21 

volumes (cont.) 

resize, 8-27 

resizing, C-22 

resynchronizing, C-26 

shrink a volume, 4-25 

snapshot, C-23 

spanned,2-3 

starting, C-25 

starting and stopping, 8-29, 8-30, 8-8, 9-11 

state changes, 8-29, 8-30 

statistics, 8-7 

stopping, C-26 

striped, 2-4 

tracing operations with voltrace, 8-7 

usage types, 9-2 

w 
windows 

adjusting, 5-11 

closing, C-I0 

command info, 4-·11, 5-25, 5-26 

command info window, C-3, C-5 

help, C-9 

main dxlsm root window, 4-6 

moving, 5-11 

r\Jotdg, 4-9 

too large, 5-11 

view, 4-8 
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How to Order Additional Documentation 

Technical Support 
If you need help deciding which documentation best meets your needs, call 800-DIGITAL 
(800-344-4825) before placing your electronic, telephone, or direct mail order. 

Electronic Orders 
To place an order at the Electronic Store, dial 800-234-1998 using a 1200- or 2400-bps 
modem from anywhere in the USA, Canada, or Puerto Rico. If you need assistance using the 
Electronic Store, call 800-DIGITAL (800-344-4825). 

Telephone and Direct Mail Orders 

Your Location 

Continental USA, 
Alaska, or Hawaii 

Puerto Rico 

Canada 

International 

Internala 

Call 

800-DIGIT AL 

809-754-7575 

800-267-6215 

Contact 

Digital Equipment Corporation 
P.O. Box CS2008 
Nashua, New Hampshire 03061 

Local Digital subsidiary 

Digital Equipment of Canada 
Attn: DECdirect Operations KA02/2 
P.O. Box 13000 
100 Her.lberg Road 
Kanata, Ontario, Canada K2K 2A6 

Local Digital subsidiary or 
approved distributor 

SSB Order Processing - NQON19 
or 
U. S. Software Supply Business 
Digital Equipment Corporation 
10 Cotton Road 
Nashua, NH 03063-1260 

!\ For internal OIders, you must submit ~ Internal Software Order Form (EN-01740-07). 
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Reader's Comments DEC OSF/1 
Logical Storage Manager 

AA-Q3NC8-TE 

Digital welcomes your comments and suggestions on this manual. Your input will help us to 
write documentation that meets your needs. Please send your suggestions using one of the 
following methods: 

This postage-paid form 

Internet electronic mail: readers_comment@zk3.dec.com 

Fax: (603) 881-0120, Attn: UEG Publications, ZK03-3/y32 

If you arc not using this form, please be sure you include the name of the document, the page 
number, and the product name and version. 

Please rate this manual: 
Accuracy (software works as manual says) 
Completeness (enough information) 
Clarity (easy to understand) 
Organization (structure of subject matter) 
Figures (useful) 
Examples (useful) 
Index (ability to find topic) 
Usability (ability to access information quickly) 

Excellent 
o 
o o 
o 
o o 
o o 

Please list errors you have found in this manual: 
Page Description 

Good 
o 
o 
o o o 
o o 
o 

Additional comments or suggestions to improve this manual: 

Fair 
o o 
o 
o o o 
o 
o 

Poor 
o o o 
o o 
o 
o o 

'Vhat version of the software described by this manual are you using? _____ _ 
_________________ Dept. Name/fitle 

Company 
_______________________________ Date 

Mailing Address __________________________ _ 
_____________ Em~l _________ ._______ Phone ____________ _ 
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