











the current mouse position.

Iris also provides a pop-up menu class /menu, with semantics roughly modeled on the menu
library of the Blit. A menu is created by supplying the constructor with a NULL-terminated array of
strings. There are general facilities for inserting, removing and replacing menu items. To display the
menu, its Use() member function is invoked, supplied with a mouse button. As long as the button is
down, the user can move the mouse cursor over the menu items, each highlighted when it is under the
cursor. When the button is released, the index of the current item is retumed, with O being the index of
the first item. If no item is selected, -1 is retumed.

The library uses basic Iris functions to implement all of the high-level input routines described
above. They are provided as part of the library because of their frequent use, especially in providing the
interface designer with basic input tools for prototype software. It is a simple matter to add alternative
input methods and menu systems in the Iris environment.

3.4 Damage Control

All window objects should supply a Refresh_fn virtnal function. This routine will be called by Iris
whenever it needs help restoring a window. This may occur if the window does not have an associated
backing store, or if the window’s size has been changed, or if a child window is externally altered. One
argument to Refresh_fn specifies the type of restoration necessary, in particular indicating whether the
window has been resized. This alerts the window to reset any size dependent parameters it uses and, if
necessary, to reshape its children. After being reshaped, each child will have its own Refresh_fn called.
Another argument specifies the region to be repaired.

3.5 Additional Objects

Other useful Iris classes include Itile, Icursor and Ifont. An ltile represents a pattern of bits that
can be used to fill a closed polygonal region. An Icursor is an icon that can be used to represent the
mouse location on the display. An Jcursor can be associated with any Iris window and is typically used
to represent the current state of the window. If a window does not choose its own cursor, it inherits the
one used by its parent.

The Itile and Icursor are derived from the Ibitmap class, and can therefore be used and altered
with bitmap member functions. Normally, though, the programmer will use bitmap constructors that
take a character-based representation of the bitmap or the name of a file containing such a
representation.

The Iris font class represents a font used for writing text. The user creates an [font by specifying
the pathname of the file containing the font’s representation. Once a font exists, the user can ascertain
the maximum height and width of the characters in the font, as well as other information. There is also
a function for determining the dimensions of a string if it were printed using the specified font. Iris
provides a default font Idefont.

4. Using Iris

The structure of a program using Iris can be very simple: create a global object, create some
initial graphical objects and tumn control over to Iris. Using Iris, the traditional program to print
‘‘Hello, world’’ looks like:
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#include <Iris.h>

main ()
{
Iws *globalWin = new Iws ();
Irect globalRect = globalWin->Get_rectangle ();
Iws *win = new Iws (0, globalWin, globalRect>>10);

win->Text (Ipt(2,2), "Hello, world", Idefont, Istore_op):;

Iris_loop ():
}

This creates the default global window, determines its rectangle and creates a base window inset by 10
pixels from the global window. The string is then written in the base window, translated slightly from
the window’s origin. Finally, the program passes control of the program over to Iris. The routine
Iris_loop() collects events and dispatches them to the appropriate objects.

Of course, a more typical program would use a variety of graphical objects, and establish a more
complex initial scene before calling Iris_loop(). Frequently, the global window itself is some derived
class. Figure 2 illustrates a prototype browser for trees built using Iris. It uses some ten different
subclasses of Iws.
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Figure 2. A tree browscr.
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There are various nuances in creating graphical objects using Iris. The code above exhibits a
standard way of composing one object out of others using the window hierarchy. This technique applies
well for a container class that knows what it ‘“‘looks like’’ and creates its own children, a top-down
approach. It is also possible to create child objects first, essentially unparented, and later insert them in a
container class. Creating new objects using C++ is done with the standard derivation syntax:

class FormField : private Iws { ... };

But there are times when the programmer may find it advantageous to use a reference instead:
class FormField { Iws *win; ... };

with less binding between classes.

For certain applications, an object may need to have more flexibility than is provided by
Iris_loop(). In these cases, the program can read directly from the stream of Iris input events using the
function Iget_event(). This is the routine used by Iris_loop( ) when it distributes events.

5. Nuts and Bolts

Iris has been used as the interface library for a variety of programs, including a C source analyzer,
an economics analysis package and a programming environment generator. It has also been used as the
foundation for the windowing system in the Pegasus environment [RG]. At present, Iris runs on AT&T
5620 or 630 terminals, paired with hosts running the UNIX operating system, and on various UNIX-
based workstations. It consists of about 4000 lines of C++ code, with an extra 4000 lines of C code
necessary for the terminal server when used with the 5620 or 630.

5.1 Maintaining Windows

A major design decision in most window systems is how to maintain window integrity, especially
if a window can be written on when partially obscured. Iris uses an extension of the layerop() method
[PI]. The Blit uses this method to provide a single level of windows with backing store. The method is
elegant, lends itself easily to most primitive bitmap graphics operations, and, in some sense, uses the
minimum cost t0 maintain a backing store. In addition, it can be naturally extended to support the
general hierarchy and semantics of Iris windows.

5.2 Iris and C++

Iris was designed with C++ in mind. It reflects the syntax and semantics of the language and, as
explained in Section 1, attempts to use language features to the fullest to support its model. In
particular, inheritance in C++ complements the Iris hierarchy in the creation of new objects. With this
mixture of types, Iris depends critically on the virtual functions in C++ in order to cleanly manipulate
objects as windows,

The data hiding provided by classes and member functions has been a help for writing portable
Iris-based programs. Specifically, Iris has been implemented using a library model on workstations
while using a client-server model with the terminals, Yet, program source can be moved unchanged
between machine types.

The biggest disadvantage in using C++ has been its mutability. In attempting to remain current
with the language design and fixes to the translator, one found that legal code one week might be illegal
the next, and maybe legal again the week after. In addition, as useful new features appeared, it had to
be decided if, when and how they could be incorporated into the design.

6. Conclusions

The Iris library presents a flexible and simple model for constructing bitmap graphics interfaces.
The model is general enough so that many graphics interfaces could be built using Iris. This generality
is tempered by the object-oriented nature of Iris, especially as it is supported by C++. This nature
encourages the construction of interfaces using *‘graphical objects’’, components whose reuse, extension
and combination are facilitated by the C++ class and Iris window hierarchies. In this context, Iris
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provides a good example of the desirability of building object-based systems using a language that
supports an object paradigm. Finally, we note that Iris blends well with the standard UNIX tools and
techniques.
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Lexical Closures for C++

Thomas M. Breuel *

Abstract

We describe an extension of the C++ programming language that allows the nesting
of function definitions and provides lexical closures with dynamic lifetime.

Our primary motivation for this extension is that it allows the programmer to define
iterators for collection classes simply as member functions. Such iterators take function
pointers or closures as arguments; providing lexical closures lets one express state (e.g.
accumulators) naturally and easily. This technique is commonplace in programming
languages like Scheme, T, or Smalltalk-80, and is probably the most concise and natural
way to provide generic iteration constructs in object oriented programming languages.
The ability to nest function definitions also encourages a modular programming style.

We would like to extend the C++ language in this way without introducing new
data types for closures and without affecting the efficiency of programs that do not use
the feature. In order to achieve this, we propose that when a closure is created, a short
segment of code is generated that loads the static chain pointer and jumps to the body
of the function. A closure is a pointer to this short segment of code. This trick allows
us to treat a closure the same way as a pointer to an ordinary C++ function that does
not reference any non-local, non-global variables.

We discuss issues of consistency with existing scoping rules, syntax, allocation strate-
gies, portability, and efficiency.

1 What we would like to add... and why

We would like to be able to nest function definitions in C++ programs. In this section,
we will discuss a number of reasons why the ability to nest function definitions is desirable.
Almost all other modern programming languages such as Scheme, T, Smalltalk-80, Common
Lisp, Pascal, Modula-2, and Ada offer this feature.

To illustrate the utility of this language feature, we have to agree on syntax. To indicate
that a function is defined inside another function, we will simply move its definition inside
that function but otherwise write it the same way we would at global level. For example,
the following fragment of code defines function2(int) inside functioni(int):

functioni(int x) {

/] ...

function2(int y) {
/...

}

/1 ...

* Author’s address: MIT Artificial Intelligence Laboratory, Room 711, 545 Technology Square, Cambridge,
MA 02139, USA. The author was supported by a fellowship from the Fairchild foundation.
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Unless function2 declares the identifier x itself, any mention of x inside function2 will
refer to the argument of functioni.

To allow the definition of mutually recursive functions at inner lexical levels, it is nec-
essary to provide some way of declaring functions that are not defined at global level. We
suggest that this is done by prefixing the function declaration by the keyword auto. Cur-
rently, it is illegal to use the keyword auto before a function declaration. This extension is
therefore compatible.

1.1 Nesting and Modularity

The ability to nest function definitions encourages modular design of programs. It allows
the programmer to keep functions and variables that are only used by one function local
to that function. In C, such modularity is only possible at the level of files: the scope
of the identifier of a function can be limited to a file by declaring it static. The scope
of a variable’s identifier that is to be shared among functions must encompass at least a
compilation unit since it must be declared at global level. C++ supports limiting the scope
of certain kinds of identifiers for functions and variables to member functions by making
those functions and variables members of a class.

However, it is often not natural to introduce a new class simply to limit the scope of
an identifier. Consider, for example, the heapsort algorithm{Wir79). It consists of a sort
function that repeatedly calls a sift function to insert elements into a heap. In C or C++,
we would express this as follows:

sift(int* v,int x,int 1,int r) {
// insert x into the heap
// formed by elements l...r of v

}

// sort an array of integers v
// v is n elements long

heapsort(int* v,int n) {
// code that calls sift
}

This is unsatisfactory, however, because the function sift is unlikely to be of any use
anywhere else in the program. The function sift ought to be visible only inside the function
heapsort. Furthermore, we would like to refer to the variable v inside sift without having
to pass it as a parameter. Nesting allows us to rewrite this as:

// sort an array of integers v
// v is n elements long

heapsort(int* v,int n) {
sift(int x,int 1,int r) {
// insert x into the heap
// formed by elements 1...r of v
}
// code that calls sift
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Notice in particular that any use of the identifier v inside the function sift refers to
the argument v of the lexically enclosing function heapsort!t,

As another example, assume that we have a function integrate that integrates a given
function between two bounds and we would like to integrate a parameterized family of
functions. Again, the most natural way of expressing this is as follows:

integrate_all(int n,double* as,double *bs,double *cs,double eps) {
double integrate(double low,double high,
double epsilon,double (*f)(double));

double a,b,c;
double f(double x) {

return a*xxx+bkx+c;
}
for(int i=0;i<n;i++) {

a=as[i]; b=bs[i]); c=es[i];

printf("a: Y%g, b: %g, c: %g, i: %g\n",

a,b,c,integrate(0.0,1.0,eps,f));

}

1.2 Iterators

The ability to nest function definitions and to reference variables declared by enclosing
blocks is particularly useful together with iterators over collection classes. Consider the
following simple collection class:

class Bag0fInts {

public:
// add an int to the collection
void add(int);

// test whether an int
// is in the collection
int member(int);

// apply a function to every
// element in the collection
void walk(void (*)(int));

};

For example, to print all the elements in a bag, we would write in standard C++:

printit(int x) {
printf("integer in bag: %d\n",x);
}

main() {
Bag0fInts aBag;

Uynless sift declares or defines another identifier v
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aBag.walk(printit);
}

Note that we are forced to define the function printit far away from the place where it
is actually used. The reason why we made printit a function in the first place is not that
it is a useful abstraction of some process or that we are going to use it in several places, but
simply because the member function walk demands a function pointer as its argument.

Even more disturbing is that in standard C++ the only side effects a function that is
passed as an argument to the iterator can have are to static variables or global variables.
If we would like to use the iterator walk to sum all the elements in a bag, we would have
to use a global variable:

int xxx_counter;

int xxx_count(int x) {
XXX_counter+sx;

}

fizzle() {
BagOfInts aBag;
xxx_counter=0;
aBag.walk(xxx_count);
int sum=xxx_counter;

}

If we were allowed to nest function definitions, we could express this simply as:

fizzle() {
BagOfInts aBag;
int sum=0;
count(int x) {
sum+=x;
}
aBag.walk(count);

}

Now, all the identifiers are declared and defined exactly where they are used. No iden-
tifiers appear at global scope that should not be visible at global scopel?. And, no global
data space is wasted for the counter; the space for the counter exists only while function
fizzle is active.

This approach to writing iterators for user-defined classes is actually very commonly
used in Smalltalk and Lisp-like languages. For example, it Smalltalk-80{GR83], we would
express the function fizzle as follows:

It s still disturbing that we had to invent a name for the function count. We will suggest syntax to
define unnamed functions in later sections. We used the named version here in order to avoid getting into
questions of syntax at this point.
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fizzle
| sum |

sum <- 0.
aBag do: [x | sum <- sum + x].

And in CommonLisp[Ste84] we might write:

(define fizzle ()
(let ((aBag ...)
(sum 0))

ir;;.p nil #°’(lambda (x) (incf sum x)))
ced))

The reader might ask whether there are alternative approaches to iteration just using
standard C++ constructs. We will describe one of them shortly. Let us first remind
ourselves, though, what we ask of an iteration construct in any language.

An iterator is basically a construct that takes a piece of code and invokes it repeatedly
and changes the values of some bindings in the environment of that piece of code. From
the built-in iterators of C and C+4 we are used to being able to do the following.

1. We can write down the piece of code that is to be executed repeatedly at the point in
the source code where the iteration is performed.

2. The code that is executed repeatedly can reference identifiers whose scope is limited
to the enclosing function.

3. The names of variables modified by the iteration construct can be chosen freely.

These properties are very useful features of built-in iterators, and it would be most unfor-
tunate to have to give up any one of them for user-defined operators.

One way to achieve these goals it to introduce a new class together with a macro, as
follows:

class BagOfIntsStepper {
public:

int more();

int next();

};

#define iterateBag0fInts(bag,var) \
for(Bag0fIntsStepper stepper=bag.makeStepper(); \
stepper.more(); \
var=stepper.next())

This construct does not violate any of the above constraints. However, it has several
disadvantages. It requires us to introduce a new class for the purpose of expressing iteration,
it requires two calls to member functions per iteration step, and it requires us to define a
macro. Most of all, however, we dislike about it that it is difficult to extend to the case when
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we want to iterate over different collection classes with the same base typel®l. For example,
we might also have a class Set0fInts. If we used the walk style iteration construct, we
could simply make Bag0fInts and Set0fInts subclasses of a class Collection0fInts and
declare walk to be virtual. To achieve the same effect with a stepper class is much less
straightforward and might also require the extra overhead of two virtual function call for
each iteration step.

2 How to Implement It

In order to implement nesting and lexical closures in C++, we have to introduce a static
link chain that links each activation record to the correct activation record for the lexically
enclosing function (see [AU79] and [Wir77] for terminology). When we invoke a function,
we not only have to know its address, but we also have to pass along a pointer to the correct
activation record for the lexically enclosing function. There are two exceptions to this rule,
however.

No space for a static link pointer needs to be reserved in the activation record of a
function defined at global level because its lexical environment is known to be the global
environment and because it is clear at compile time whether an identifier refers to a global
variable.

Furthermore, a function defined at global level does not need to be passed a pointer
to the lexically enclosing environment, because the lexically enclosing environment is the
global environment which is unique and has a known address.

These two exceptions together with the fact that C++ allows functions to be defined
only at global level make it possible to implement lexical scoping in C++ without using a
display, a static link chain, or passing around pointers to environments.

Adding space for the static link chain to the activation record of functions that are not
defined at the global level is trivial (they can be thought of simply as additional automatic
variables). Since the compiler always knows which absolute lexical level an activation record
corresponds to, it is not a problem that the activation record for functions at the outermost
lexical level differs from that of activation records of functions at other lexical levels.

What does present a significant problem is the fatt that instead of just a pointer to
code, the invocation of a function at an inner lexical level in addition requires a pointer to
the proper activation record of the lexically enclosing function.

If we want to be able to pass around pointers to functions at inner lexical levels freely,
this information must be passed around together with the pointer to the code of the function,
since this information cannot be derived in any other way.

As long as we are not using functions as arguments to other functions or assign functions
to variables, the compiler can silently take care of making sure that the information about
the proper lexical environment is passed along to the callee. However, as soon as we try to
pass around functions as data, we encounter a problem. In C++, only enough space for one
pointer needs to be reserved and passed around when defining and using a function pointer.
However, a closure, i.e. a function with an environment requires two pointers in general, as
we have just seen.

Changing the representation of a C++ function pointer to be two pointers large rather
than one pointer is unacceptable. This would mean, for example, that a “function pointer”
could not be assigned to a variable of type void* without losing information.

BIThe base type of a collection is the type of the elements of the collection.
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An alternative might be to introduce a new data type, “closure”, that must be used to
express references to functions and their environment if those functions are not defined at
global level. Using implicit type conversions from function pointers to closures would allow
us to mix function pointers could be used in place of closures. However, closures could not
be passed to existing functions that expect function pointers. Furthermore, the language
becomes unnecessarily cluttered by two data types for essentially the same concept.

Clearly, neither of these alternatives is acceptable. Fortunately, there is a simple and
efficient solution. In fact, our solution is completely compatible with C++4 and C. In
particular:

1. our closures can be used anywhere a C or C++ function pointer can be used, even if
the code using the closure was compiled with a compiler that does not know about
closures

2. the code generated for functions that do not contain nested functions does not change
when closures are added to the compiler

The code segment that generates a closure does so by generating a short segment of
code that loads the static link pointer into some known register and jumps to the function
(lines 0043-0046 in the listing below). At the beginning of a function, the contents of the
register is moved into the static link field of the newly created activation record (line 0076).

In an assembly language similar to 68000 assembly languagel4, this would look something
like:

0000 ;;; source code:

0001 ;;;

0002 ;;; functioni() {
0003 ;;; function2() {
0004 ;;; oo
0005 ;;; }

0006 ;;; void (*x)();
0007 ;;; x=function2?;
0008 ;;;

0009 ;;; }

0010

0011 ;;; machine registers:
0012 ;;; FP: current frame
0013 ;;; SL: a register that is used to hold the static link pointer
0014 ;;; temporarily
00156
" 0016 ;;; instruction to load the SL register with constant
0017 INST_LOADSL equ Ox77777777

0018
0019 ;;; instruction for direct jump
0020 INST_JUMP equ 0x88888888
0021

) Agsume that all data and instructions are 32bits wide. Temporary labels begin with a “$”. The
instruction moveea moves the effective address of its first operand into a location. The 1ink instruction fills
in the “$d1” field of the activation record.
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0022 functioni:

0023 +3; allocate space for the following variables:
0024 ;3; void* $d1 -- dynamic link chain
0025 ;3: void* $s81 -- static link chain
0026 733 int $stub[4] -- space for machine code for closure
0027 ;33 int (*x)() -- a function pointer
0028 ;33 also sets up the dynamic link chain
0029

0030 $d1 equ -4

0031 $sl equ -8

0032 $stud equ -24

0033 functionl.x equ -28

0034

0035 link FP,28

0036

0037 ;35 set up the static link chain
0038

0039 move SL,$sl1(FP)

0040

0041 ;33 create closure for function2
0042 _

0043 move #INST_LOADSL,$stub(FP)

0044 move FP,$stub+4(FP)

0045 move #INST_JUMP,$stub+8(FP)

0046 moveea function2,$stub+12(FP)

0047

0048 133 x=function2

0049

0050 moveea stub(FP),functioni.x(FP)
0051

0052

0053 ;33 code using x

0054 :

0055 move functioni.x(FP),R1

0056 call (R1)

0057

0058

00569 ;3: finish up

0060

0061 unlink FP

0062 return

0063

0064 function2:

0065 ;53 function entry, as above
0066
0067 link 4
0068
0069 $d1 equ -4
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0070 $sl equ -8

0071

0072 333 set up the static link chain

0073 +3; register SL was set up by the studb
0074 ++3 code in functioni

0076
- 0076 move SL,$sl

0077

0078

0079 unlink FP

0080 return

The lifetime of the code array $stub is identical to the lifetime of the activation record
of function1. This is reasonable, since the static link chain implicitely defined by $stub
becomes invalid as soon as functioni exitsl®,

This is the basic idea. There are several compile-time optimizations possible, some of
which we have already mentioned. If functioni is defined at global level, for example, it
does not need to reserve space for a static link chain in its activation record. if function?2
does not reference any variables in the activation record of functioni, the compiler can
leave the activation record of function1 out of the static link chain handed to function2.
If function2 does not reference any non-local, non-global variables, its definition can effec-
tively be moved to the global level (except for the scope of its name), and neither 1 static
link field nor a code stub needs to be generated inside functioni. If function2 is only
used within functioni and no closure is passed around, the code generating the stub code
can be eliminated since the compiler can generate code to load register SL inline just before
calls to function2/€],

3 How Efficient is It?

To see how efficient this scheme is, we have to compare it with alternative implementations.
The two most straightforward implementations are to represent a closure as either a struc-
ture with two elements, a pointer to code and a pointer to the environment, or as a pointer
to such a structure. :

The additional space required by our scheme consists of only the two machine instruc-
tions contained in the stub code, and the two instructions inside functioni used to generate
the two machine instructions in the stub code. Assigning and passing closures is as efficient
as in the case where we use a pointer to a structure.

However, the overhead of closure creation is comparatively unimportant. As we have
seen above, the compiler has to create a closure only if a function pointer is to be passed
around. In our experience, a function pointer that is passed around.is usually used repeat-
edly, so the overhead of invoking a closure is much more important than the overhead of
creating one.

Let us look at the instruction sequences that are executed in each of the three different
implementations of closures. First, here is the instruction sequence for closures that are

[B)We will later discuss possible extensions to extend the lifetime of a particular static link chain beyond
the dynamic lifetime of the component activation records.

1)1n fact, a restricted form of nesting where we disallow taking the address of functions defined at an inner
lexical levels can be implemented without extending the compiler to generate code stubs.
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represented directly as structuresl’). The closure consists of two machine words (pointers)
at offset x in the current activation record [8l:

move x(FR),SL
move x+4(FR),R1
call (R1)

In the case of a pointer to a closure, the calling sequence becomes a bit more complex.
Assume that px is the offset of the pointer to the closure in the current activation record!®):

move px(FR),R1
move (R1),SL
move 4(R1),R1
call (R1)

For our proposal, the sequence of instructions encountered is:

move px(FR),R1

call (R1)

move #staticLink,SL
jmp function

We see that the instruction sequences executed when a function pointer to a function
requiring a static chain pointer is called are not too different. The major differences in
efficiency will probably come from cache and instruction prefetch effects. Some simple
experimentation indicates that on the 80386 a call/return pair that passes a static link
pointer along takes about 1.5 times as long as a simple indirect or direct function call. If
we use our proposed instruction sequence, this figure is increased to about 1.8 times.

4 Issues of Portability

To implement our proposal, it is necessary for a piece of code to be able to generate short
pieces of code at runtime and execute them; the generated code does not necessarily have
to be placed on the stack, however.

This is possible and straightforward on most modern computer architectures like the
68000 series of microprocessors[Mot80], the VAX[Dig81b), and the 80386[Int87). Even on
the PDP-11 series processors with separate instruction and data space (“I and D spaces”),
the stack is ordinarily mapped into both I and D space to permit execution of instructions
on the stack (in the standard PDP-11 instruction calling sequence, the MARK instruction is
executed off the stack, see the PDP-11 processor handbook[Dig81a}).

There are, however, some architectures and/or operating systems that forbid a program
to generate and execute code at runtime. We consider this restriction arbitraryl!® and
consider it poor hardware or software design. Implementations of programming languages

"1These are not assembly language program fragments but traces of the assembly langnage instructions
executed during invocation of a closure.
IRy is some general purpose register.
[®1The contents of locations (R1) and 4(R1) in the following example could conceivably be cached.
(10lgych systems usually provide operating system calls to move data into the instruction space, for example
for the benefit of a loader; however, the overhead of an operating system call is too high for the creation of
a closure.
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such as FORTH, Lisp, or Smalltalk can benefit mgmﬁcantly from the ability to generate or
modify code quickly at runtime.

We can use another trick to implement lexical closures even on these architectures. We
pre-allocate in instruction space an array of instruction sequence of the form:

stub_n move location_n,R1
move (R1),SL
move location_n+4,R1
jmp (R1)

We use this array as a stack to allocate and deallocate closure stubs. A corresponding
array of locations in data space holds the actual pointers to the code and the static link
chain of the closures. These two new stacks behave essentially like the runtime stack. In
particular, longjmp must be modified to restore the two stack pointers for the stub stack
and the location stack appropriately.

5 Further Extensions

We observed in some of the above examples that often there is no need to name a function
explicitly. This is particularly so when we use iterators that take function pointers as argu-
ments. The examples of Lisp and Smalltalk code given above involve unnamed functions.
We suggest to express an unnamed function as a cast of a compound-statement to a function
pointer. For example, the value of the following ezpression is a function pointer or a closure
(depending on the context):

(int (*)(int x)){ return x+1; }

Alternatively, we could introduce a new keyword, unnamed, and write the same construct
as

(int unnamed(int x){ return x+1; })

We prefer the first form slightly, but the second form may be easier to parse and allow
better syntax error detection and recovery.

The way we have proposed to implement closures limits their lifetime to that of the
activation record in which they were created. In order to make closures a data type of
the same standing as any other data type in C++, it should be possible to allocate and
deallocate closures. There are good reasons to provide closures that can be treated as data
structures. Abelson and Sussman[AS85] argue strongly for this feature, and in the Scheme
programming language[RC86] they are often used to build complex data types. However,
classes and structures provide much of the functionality of heap-allocated closures.

6 Conclusions

The ability to nest function definitions and to create lexical closures with at least dynamic
lifetime is an important part of many modern programniing styles. Most modern program-
ming languages provide it, and it can be incorporated into the C++ (and C) programming
language without affecting the efficiency of execution or meaning of programs that do not
take advantage of the feature. We would therefore like to see nested function definitions
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and lexical closures to be incorporated into the C++ language definition. We are currently
working on extending the GNU C[Sta88a][Sta88b] and C++[Tie88) compilers to provide
nested function definitions and closures. The availability of a good, free compiler with
source level debugger should encourage more people to use this feature.

Acknowledgements

I would like to thank Richard M. Stallman, Robert S. Thau, and many others who have
made useful comments on the proposal and the paper.

References

[AS85] Harold Abelson and Gerald Jay Sussman. Structure and Interpretation of Computer
Programs. MIT Press, 1985.

[AU79] Alfred V. Aho and Jeffrey D. Ullman. Principles of Compiler Design. Addison-
Wesley, 1979.

[Dig81a] Digital Equipment Corporation. PDP-11 Processor Handbook, 1981.
[Dig81b] Digital Equipment Corporation. VAX Architecture Handbook, 1981.

[GR83] Adele Goldberg and David Robson. Smalltalk-80: The Language and its Implemen-
tation. Addison-Wesley, 1983.

[Int87] Intel Corporation. 80886 Programmer’s Reference Manual, 1987.

[Mot80] Motorola Semiconductors Products, Inc. MC68000 16-bit Microprocessor User’s
Manual, 1980. ’

[RC86] Jonathan Rees and William Clinger. The Revised® Report on the Algorithmic
Language Scheme. Technical Report 848a, MIT Artificial Intelligence Laboratory,
September 1986.

[Sta88a] Richard M. Stallman. Internals of GNU CC, April 1988.

[Sta88b] Richard M. Stallman. The GNU Debugger for GNU C++ Free Software, April
1988.

[Ste84] Guy L. Steele Jr. Common LISP: The Language. Digital Press, 1984.

[Tie88] Michael D. Tiemann. User’s Guide to GNU C++, May 1988.

[Wir?7] Niklaus Wirth. Compilerbau. B. G. Teubner, Stuttgart, 1977.

[Wir79] Niklaus Wirth. Algorithmen und Datenstrukturen. B. G. Teubner, Stuttgart, 1979.

304

1988 USENIX C++ Conference



Pointers to Class Members in C+-+
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ABSTRACT

This paper discusses the syntax, semantics, implementation and use of
pointers to members. Pointers to members are necessary for the
completeness of the C++ type system and relate directly to key design
and implementation issues. This paper shows how the design and
implementation of pointers to members is determined by the strategy for
object layout, by the implementation of virtual functions, and by the
need for an efficient function call mechanism.

1. Introduction

The introduction of a type-safe construct for expressing pointers to class members cleared up
one of the remaining holes in C++l. Prior to this, there was no implementation-independent
way of declaring and using pointers to class member functions. In practice, the programmer
would hand translate a class member function into its internal non-member representation.
That is, the programmer was forced to trick the type system.

The trick involved making the assumption that a member function was an ordinary C function
with an added first argument representing the this pointer (as explained and warned against
on page 154 of reference 2 ). This assumption had to be ‘“wired into” the user’s code with casts
to override the type system. For example:

class X {
public:
void £( int );
};
typedef void (*pf)(...):; // bad style
10 {
pf fake = (pf)aX::f; // assume a lot
X a;
(*fake) (&a,2); // take call
}

As with most uses of casts, this obscures what is going on; the compiler (and often the human
reader) cannot spot errors. Worse, by considering this code legal, the compiler is constrained to
generate working code for it — and this will in many cases mean sub-optimal code. In particular,
this code would not work were a C++ compiler to take advantage of the special status of this
in member functions in order to generate a calling sequence that puts this into a register.
Another weakness of this style of “faking” function calls is that it does not cleanly extend to
cope with virtual member functions.

This paper discusses what is needed in C++ to ensure that a programmer will never have to
make this kind of unsafe assumption, write code this ugly, or force sub-optimal implementation
strategies on compilers. Naturally, the solution enables the usual pointers to function
techniques to be used for pointers to member functions without breaking the type system,
having to write spurious code, or sacrificing run-time efficiency or space.
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2. A Very Simple Object Model

Consider a perfectly abstract and general model of an object, such as might be used for a C++
implementation designed to minimize the complexity of the compiler at the expense of space at
run-time. Consider this class:

class X { i
.publiec: _

int &;

char *pc;

double d;

static si;

void mf( 4int );
) virtual void v£( int );

An object is a sequence of slots; each slot points to a member. The elements appear in order.
There is an element for each data or function member.

In this simple model we do not put the members themselves in the object, only pointers to the
members. This is to avoid problems stemming from the fact that the members are of quite
different types and require different amounts (and sometimes different types of) storage. The
first slot is left empty so that we can represent a pointer to no member as a plain zero.

]
=
' uf()
. R ‘ ] ~
i)

Figure 1. Simple Object Model

We can now address a member within an object by its index. For example 1's index is 1 and
mf’s index is 5. Given such an index and an object we can apply the operation indicated by
the index on the object (ignoring type problems for the moment).

This simple concept of a “index” or “‘slot number” is the one that has been developed into the
O++ pointer to member concept. In essence, everything else is simply syntax and
implementation details: A pointer to member is a representation of a position in an object.

3. The C++ Object Model

The C++ object model is derived from this model by optimizing for space and access time.
Data members are allocated directly in the object so that a pointer to a data member can be
represented simply as the member’s location in the object, that is its offset in bytes from the
start of the object:
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inti

char *pc

double d

16

Figure 2. The C++ Object Model

The representation of a pointer to X::1 will be something akin to O; the representation of
X::d will be something akin to 8. We need to preserve O as meaning ‘“‘pointing to no
member”. This can be accomplished either by “wasting” a byte of storage at the beginning of
each object or by subtracting 1 at each access. Since there are typically many objects and few
member pointer accesses, the latter technique is used, so that a pointer to X: :1 is represented
by 1 and a pointer to X: :d is represented by 9.

Instead of placing virtual functions in each object, we place a single pointer (the virtual table
pointer, or “vptr”) to a table of pointers to virtual functions in each object (the virtual table, or
“vtbl””). Such virtual function tables can be shared by all objects of the same class:

=

int i

char *pc Xavf(){ )

double d

tnt (**vpir))

one_object

vtbl

int i

h L]
eepe Xzmf(( )

double d

In¢ (**vptr)) JRS—— int X::ei

another_object

Figure 3. The C++ Object Model with Virtual Table

A pointer to X: :vf should therefore be something akin to its index in the vtbl. Note that the
first entry in the vtbl is left unused to allow O to represent “not pointing to any virtual
function®.

Pointers to non-virtual member functions are not allocated in the object at all; nor are static
data members.

Other optimizations of the general object model could be used for C++ implementations. The
general model itself might even be ideal for some purposes. Naturally, the implementation
details for pointers to members will differ from implementation to implementation. We find it
useful, though, to base our discussion on a concrete example: The object model used for the
cfront (a.k.a the AT&T C++ Translator) implementations of C++.
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4. Pointers to Class Members: Type and Syntax

Consider
class X {
pudblic:
int &;
}:

The complete type of X::1 is “int member of class X”. Consequently the complete type of a
pointer to X::1 must be “pointer to int member of class X”. In C++ this type is written as
follows:

int X::*

A declaration of a pointer to member of class X of type 1int looks like this:
int X::*pmXi;

and can be initialized like this:
int X::* pmXi = &X::1;

The notation for pointer to member parallels the class-name::member-name notation used for
explicit qualification of class members and appears minimal for the amount of information it
needs to convey. In the C++ syntax class-name::x is a component of a declarator exactly like *.
Here is a simplified grammar showing pointers to members:

declarators
s declarator
& declarator
class-name 13 » declarator
declarator | ezpression |

and similarly for abstract declarators:

abstract-declarators
emply
s absiract-declarator
class-name 3t = abstract-declarator
abatract-declarator | ezpression ]

Let us consider a larger example in detail:

class X {

public:
inv 1;
char *pc:
const ci;
doubdble d;
static s81;
void foo( int );
void bar( double );
int foobar( int );
virtual void vf( int ):
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int &;
class Y { pudblic: int 1; };

int X::*pmXi = &X::1; // ok: legal initialization

// each of the following assignments is a type violation
// pmX1i is of type int X::*

poXi = &1; // errori! &1 is of type int *

pmX1i = &Y::i; // error!! &Y::1 is of type int Y::»

poXi = &X::d; // errori! &X::d is of type double X::*

paXi = &X::cl; // error!l &X::ci is of type comst int X::*

puXi = &X::pe; // errortl &X::pc is of type char X::»

poXi = &8X::si1; // error!l &X::si is of type int * (!! see Section 7.1)

All these errors are caught at compile time.
4.1 Pointers to Member Functions: Declaration

The most common form of a pointer to member is a pointer to member function. The type
resulting from taking the address of the member function void X::foo(int) is that of a
pointer to a member function of class X that takes one argument of type int and has a return
value of type void; that is,

voia (X::») (int)
Declarations of a pointer object with this type can look like this,

vold (X::*pmfXVii)( int ) = &X::vf;
void (X::*pmfXV12)( int ) =
/.

puixXvVii = pmfXVi2;

The following assignments to pmfXV11 all result in compile-time type violations:

extern void foo( int ); :
class Y { public: void foo( int ); };

// each of the following assignments is a type violation
// pmfXVii is of type void (X::*)(int)

pRIXVil = &fo0; // error!! foo is of type void (*)(int)

pRIXVil = &Y::foo; // error!! Y::foo 18 of type void (Y::*)(int)
prIXVii = &X::bar; // error!! X::bar is of type void (X::*) (double)
pmIXVil = &X::foobar; // error!! X::foodbar is of type int (X::*) (iat)

Like pointers to functions, pointers to member functions are often declared as arguments to
functions. For example,

extern int £( int (X::¥) () );

declares a non-member function f to take ore argument of type pointer to member function of
X taking no arguments and with a return value of type int.

Declarations of pointers to ‘“‘ordinary” functions are often hard to read; as one would expect,
declarations of pointers to member functions are no better. As usual, this problem can be
ameliorated by using typedef declarations.
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typedof int (X::*pmfi X)Q);
extern int f( pmfi X J;

Pointer to member function arguments may take default argument initializers. For example,

class Example {
pubdblic:
vold mf_1() { cout << "Example::mf_1 called*; }

void mf_2() { cout << "Example::mf T2 called®; }
};

typedef void (Example::*PMFv_Example) ();
PMFv_Example pmf = &Example::mf_1;

extern void f( PMFv_Example = RExample::mf 1 );

10 // Example::mf i called (default argument used)
1( pot ); // Example::mf 1 called
£( &Example::mf_2 ); // Example::mf_2 called

Class member function pointers may be class members themselves. For example,

class Screen {

public:
oenum { WIDTH, HEIGHT };
int (Screen::*pmf)();

goetWwidth() { return width; }
getHeight() { return height; )}

const Screenk operator=(const Screenk);
void pmfS8et(int=WIDTH);

/...

void Screen::pmfSet( int 1 ) {
:vitch (1)

case WIDTH:

puf = &Screen::getWidth;
break;

case HEIGHT:
prf = &Screon::getHeight;
break;

/7 ..
}
)}

MyScreen.pmfSet(); // MyScreen.pmf

&Screen::getWidth;
MyScreen.pnfSet(Screen: :HEIGHT) ; // MyScreen.pmf

&Screen: :getHeight;

Pointers to Class Members: Function Call

A member function must always be invoked for a specific object of its class. Consequently, to
invoke a member function through a pointer to member, an object must also be supplied. To
accomplish this, two new operators (.* and ->%) have been introduced. For example,
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int (Screen::*pmfi) () = Screen::gotHeight;
const Screen& (Screen::*pmfv)(const Screend&) = &Screon::operator=;

Screen MyScreen, *BufScreen;

// direct invocation of member function
if ( MyScreen.getHeight() == BufScreen->getHeight() ) *BufScreen = MyScreen;

// same invocation through pointers to members
1t ( (MyScreen.*pmfi) () == (BufScreen->*pmfi)() ) (BufScreen->*pmfv) (MyScreen);

The calls (MyScreen.*pmfi)() and (BufScreen->*pmfi) () require the parentheses
because the precedence of the call operator () is higher than the precedence of the .=*
operator. Without the parentheses MyScreen.*pmfi() would be interpreted to mean:
MyScreen.*(pmfi()). The .* and ->* operators have a precedence higher than binary *
but lower than . and ->:

Like most C++ operators, .* and ->#* are left associative. Both .* and —-># are treated as
single tokens.

Within 2 member function, the class object that has invoked the member function is available
through the explicit use of the this pointer. For example,

class Y {
public:
typedef int (Y::»PMFi_Y)();

// oxplicit use of this pointer
int mf _2( PMFi_Y pmf ) { return (this->*pmf)(); )

int of_£10) { return ++1; }
YO {1=nf_1(Y::nt_11); )
private:
static 1int i;
Y
Y a; // Y::1 =1,
main() { Y z; ) // Y::4 = 2;

A pointer to member function passed as an argument to a non-member function can bind its
call to a class object in a number of ways:
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// Example is defined on page 6
Example global;

:oid f(Example& obj, PMFv_Example p = RExample::mf_1)

Example local;
Exanplek ££();

(global.*p) (); // call through a global class object

(local.*p) O; // call through a local class object

(ob].*p) () ; // call through class object passed as reference
(120 .*p) O ; // call through a returned class object

Names of pointers to class member of course obey the usual constraints of information hiding.
For example,

class X;
typedef int (X::*pmf X)():

class X
{

friend Foo02();
public:
mf_pub();
protected: .
nf_prot();

pof_X pp = &X::mf_prot; // illegal: X::mf_prot is protected!
Foo2()
{

) paf_X pp = &X::mf_prot; // ok within the friend member scope

8. Pointers to Class Members: Data Member Access

A data member of a class must always be accessed for a specific object of its class. This is also
true of a pointer to a class data member. Consider the following class:

class X {
public:
X0

X(XK x, int X::* p);
operator int X::*();

protected:
int 1;
double d;
).

The second constructor for X take a second argument of type pointer to a data member of class
X of type int. For purposes of illustration, it is defined as follows:

// x.*p ==> yields the value of x.i

X::X(X& x, int X::* p) : 1( x.*p )

{
// thig->*p ==> yields the value of this->1
d = doudle(thig->*p);

Conversion operators for pointers to class members may be defined. As an illustration, X
provides a conversion operator for int X: :*.

312

1988 USENIX C+ Conference



// timot: ( 1nt X::* )this->i;
X::operator int X::»() { return &X::i; )}

Let’s see how these may be used:

X a;

int X::* pi_ X = a; // ok: X::operator int X::*() called for a
Xb=X(a, p1.X);

X *px = nev X(a, b); // ok: X::operator int X::*() called for b

Here are some examples of accessing a data member t.hfough Pi_X.

10 {

2.%pl_X = 1024;

b.*pl_X = a.*pi _X;

*px.*pi_X = a.#pi X + b.*p1 _X: // evaluated as (*px).*»pi X

2.%pl X = px->*pi X * b.*¥pl X: // evaluated as (px->*pi X) * (b.¥pi X)
) 2.%pi_X = *px.»b; // evaluated as ((*px).*)b.operator int X::*()

Pointers to class members may be used to access a member of a specific object, cast (see Section
9) or, if they are of the same pointer to class member type, compared using the equality and
inequality operators. For example,

2120
{

double X::* pd X = ( double X::* ) pi_X;
1f ( pd_X != (double X::¥)pi X )

7. Implementation Details

Class membership comes in four flavors: data members, static data members, non-virtual
member functions and virtual member functions. We have seen how they are represented in
memory (see Figure 3). In this section, we will look at how the program text might be
transformed to reflect the internal class representation. (A highly portable method of code
translation is the generation of C. This is reflected in our examples.)

7.1 Static Class Members

Only one instance of each static member exists for a given class. A pointer to a static member
is treated outside the pointer to member class syntax. Consider:

class X {
public:

static si;
)

int *pi = &X::si;

Applying the address-of operator, &, to X::81 yields a value of type int* and not int
X: :#, This directly reflects the underlying implementation and allows optimal code generation,
but it does except pointers to static members from the usual rules for pointers to class members.
One reason for this ‘“‘abnormality’’ is that it would allow the concept of a static member to be
extended to include static function members. A static function member would be a non-
member function within the lexical scope of a class. Such functions could be quite useful.
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7.2 Class Member Functions

The following is a simplified definition of a general Screen class:

class Screen {

public:

// cursor functions
voild move(int x,int y) { cursor = screen + ( x*width + y-1; )}
void home() { move(0,0); )

private:
short width;
short height;
char *screen;
N char *cursor;

Screen MyScreen;

How is code generated for the member functions of Screen? A generally portable internal
translation of Screen::home and Screen::move might look like this,

move__Screen( this, x, y ) /% C code */
register struct Screen *this;

int x, y:

{

this->cursor = this->gcreen + x+thig->width + y;
home__Screen( this )
:truct Screen *this;

move__Screen( this, 0, 0);

Each member function is translated by the compiler into an equivalent uniquely named non-
member function. Membership is an asscciation the compiler maintains between a class type
and its member functions. One link in this association is a class pointer argument the compiler
adds to the argument list of each of :ts translated member - :ctions. The name given to the
argument is this.

The this pointer provides the binding of the the member function and the object for which it
is called. The this pointer holds the object’s address. To achieve this, the compxler translates
each member function call. For example,

MyScreen.home () ;
becomes
home__Screen( &MyScreen ), /% C code %/

while

Screen *TmpScreen = &MyScreen;
TmpScreen->move( x, y );

becomes
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struct Screen *TmpScreen = &MyScreen; /* C code */
move__Screen( TmpScreen, x, y );

7.3 Virtual Functions under Single Inheritance

Consider this simple inheritance graph,

class ZooAnimal {

public:
void locate();
virtual void draw();
virtual void debug( int );
virtual isOnLoan();
/...

>

class Bear : pudlic ZooAnimal {
public:
void drav();
void debug( 1int );
virtual Date& hibernates();
/7 ...

.

ZooAnimal defines three virtual functions, draw(), debug and i1s0nLoan(). Bear, derived
from ZooAnimal, will supply its own instance of draw() and dedbug() but wishes to share
ZooAnimal’s 1s0OnLoan() function. In addition, Bear introduces the virtual function
hibernates().

The pointer to the virtual table is present in the base class (see Figure 3) and in inherited by
subsequent derivations. The address of each virtual function is stored at a fixed index into the
table. (The function draw(), for example, is always the first entry, debug() the second, and
so on.) If a derived class defines its own instance of the virtual function, such as Bear’s instance
of draw(), the address of that instance is entered into the virtual table; otherwise, by default,
the address of the base class instance is entered.

Each call of a virtual function is translated by the compiler. The virtual function name serves
as an index into the virtual table. (The function draw(), for example, indexes table slot 1,
debug () table slot 2, and so on.) The internal function call is the indirect invocation of the
function whose address is present in the slot at run time. For example,

for ( ZooAnimal *p = pZ; p; p = P->n_list ) p->draw();
becomes

struct ZooAnimal *p;

// vptr 1s the object’'s pointer to its table of

// virtual functions (see Figure 3).

for ( p = pZ; p; p = p->n_l1st ) /* C code */
(+p->vptr1]) (p);

7.4 An Implementation of Pointers to Member Functions for Single
Inheritance

A pointer to a class data member will hold the byte offset into the class object. What will a
pointer to a class member function hold? It will hold either an address of a non-virtual member
function or an index into the virtual table for that class. On most machine architectures, a
simple trick can be used to distinguish between the two flavors without the use of a
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discriminant. For example, given the declarations

ZooAnimal *pz;
void (ZooAnimal: :*pmfv) ();

prfv may point to either the virtual function ZooAnimal::draw or the non-virtual
ZooAnimal::locate. Its invocation

(pz->*pntv) () ;

needs to distinguish between a function address and virtual table index if not to invoke a run-
time disa;ter. It can do so by the following general translation:

(((int) pmtv) & (~127))
? (»potv)( pz ); ) // a real function address!
: (*pz->vptr[ ((int) pmtv)]) ( pz ); // an index into the virtual table

Of course, this implementation assumes a limit of 128 virtual functions to an inheritance
graph. This is not desirable but in practice it has proved viable. The introduction of multiple
inheritance, however, requires a more general implementation scheme and provides an
opportunity to remove the limit on the number of virtual functions.

8. Derived and Base Class Member Pointers

A predefined, standard conversion guarantees that a pointer to an object of a derived class is
implicitly converted to a pointer to a public base class. This holds even if the base class is
virtual. For example, given the following simplified inheritance chain:

class Endangered { public: int adjustPopulation(int); );
class ZooAnimal { public: void draw(); int pz; };
class Bear : public virtual ZooAnimal { public: void draw(): int pdb; };
class Raccoon : virtual public ZooAnimal <{ pudblic: void draw(); };
class Panda : public Bear, public Raccoon, public Endangered

{ pudblic: void draw(); int pp; };

pointers to objects of type Bear, Raccoon and Panda may all be assigned to a pointer of
type ZooAnimal. This flavor of implicit conversion is safe because each derived class is
guaranteed to contain a base class object. (A discussion of the implementation of derived class
objects can be found in 18])

The opposite conversion, however, is not safe and requires an explicit cast on the part of the
user. For example,

Bear *pb = nev Panda; // ok: implicit conversion
Panda *pp = nevw Bear; // error: requires explicit conversion
Panda *pp = (Panda *) new Bear; // ok: but dangerous

A Panda object will always contain a Bear part. However, a Bear object may or may not
contain a Panda part depending on what it has been set to last. The following sequence
assigns 1024 to an undefined location in memory:
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Bear b;

Bear. *pb = nev Panda; // ok: implicit conversion
pb = &b; // pb no longer addresses a Panda object
Panda *pp = (Panda *) pb; // oops: no Panda part
PP->pp = 1024; // disaster!

Users familiar with this behavior by habit extend it to pointers to class members. They assume
a derived class member may safely be assigned to a public base class pointer to class member. A
moments thought, however, reveals that this is not the case.

The class member pointer is dereferenced for a specific object of its class. This means that the
base class pointer to class member will be bound to a base class object. This object may or may
not contain a derived class part depending on what it has been set to last. If it does not contain
a derived class part, the dereference is not safe. All references to memory allocated to the
derived class part are undefined.

On the other hand, a derived class object is guaranteed to contain a base class part. Therefore,
it is always safe to assign a member of a public base class to a derived class pointer to class
member. The behavior of pointers to class members is the reverse of the predefined, standard
conversion. For example, it is safe to assign a Panda pointer to class member a class member

of ZooAnimal, Bear or Raccoon. The reverse assignments, however, will require an explicit
cast. For example,

int Panda::* poP

&ZooAnimal::pz; // ok: implicit conversion
int Bear::* pmB

&ZooAnimal::pz; // ok: implicit conversion

2( Bear &b ) { if ( b.*pmP I= b.*pmB )./* oo %/ )

void (Panda::*pmfP1)() = &Bear::draw; // ok: implicit conversion
void (Panda::*pmfP2) () = RRaccoon::draw; // ok: implicit conversion

2( Panda &p )

switch ( p.*poP ) {

case GIANT_PANDA: (p.*pmfP1)(); break;
case RED_PANDA:  (p.*pmfP2) (); dreak;
/...

}

9. Casting

Pointers to class member functions may be explicitly cast to a pointer to any non-member
function type. The reverse cast, however, is not legal. A pointer to a non-member function may
not be cast to a pointer to class member function. For example,

extern f( vo1d(x) () );
void (*pftv) ();
void (Panda::*pnf_Panda) ();

£( (void (*) (O)pmf_Pande ); // ok: requires an oxplicit cast
ptv = (void (*) ())pmf_Panda; // ok: requires an explicit cast

// illegal: may not cast to a pointer to class member
paf_Panda = (void (Panda::*)()) ptv;

Each explicit cast of pmf_ Panda tests for whether it contains an address or index, and assigns
the proper field to pfv. When there is no possibility of pmf Panda addressing a virtual
function, the test is not generated and the f part is assigned directly. This sort of explicit cast
is unsafe but is necessary to avoid breaking existing code.
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Pointers to class member functions may be explicitly cast to a pointer to void. The reverse cast,
however, is illegal since information is lost in the cast of a void#. For example,

extern f( voids );
void *pv; )
void (Panda::*pmf_Panda) ();

£( (void *)pnf_Panda ); // ok: requires an explicit cast
pv = (void *)pmf_Panda; // ok: requires an explicit cast

// illegal: may not cast to a pointer to class member
pnf_Panda = (void (Panda::*)()) pv;

The explicit cast of a class member address must include both the class and data type of the
conversion. For example,

// casting a pointer to a derived member to a

// pointer to a base member requires an explicit cast
int ZooArimal::* pmZ = (int ZooAnimal::#*) RBear::pb;
£( Bear.&p ) { return ((ZooAnimal)p) .*pmZ; }

void (ZooAnimal::*pmfZ)() = (void (ZooAnimal::*)()) &Bear::dravw;
void £1( Bear &p ) { (((ZooAnimal)p).¥pmfZ)(): }

Recall, the value of a pointer to a class data member is the member’s byte offset into the class
object. It is stored as a short. A pointer to a class data member may be explicitly cast to any
data type a short value may be cast to. It is illegal to cast a non-pointer to class data
member into a pointer to class data member. An attempt to do so will result in a compile-time
error.

10. An Implementation of Pointers to Member Functions for Multiple
Inheritance

Consider this multiply derived inheritance graph:

class Endangered {

pudblic:
void adjustPopulation(int);
virtual void highlight();
virtual void inform();

R /7 ...

// Bear and ZooAnimal are defined on page 11.
class Panda: public Bear, public Endangered {

public:
void onDisplay(); // non-virtual member
void drav(): // redefines Bear::drav
void debug(int); // redefines Bear::debug
void infora(); // redefines Endangered::inform
virtual Timek feedingHours();
y /" ... :

In a portable implementation of virtual functions under multiple inheritance, it is no longer
enough to have the index into the virtual table.’l. For example, an invocation of the
highlight() virtual function will require an additional offset. Since Panda has not defined
its own instance, the Endangered instance will be called. highlight() expects a pointer to
an Endangered class object. This additional offset will locate the Endangered this pointer
within a Panda class object. (This is illustrated in Figure 4.)
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s» | Pandaidraw(){ }

o Panda::debug(){ }

Panda/Bear vtbl —e ZooAnimal::isOnLoan(){ }
Bear part
)
0 (] -t
0 0
vpir__Pands_Bear — 0 )

Endangered part 0 0 s» | Bear:hibernates(){ } .

0 0

o
[}] 0
_vptr__Endangered — 3

Panda part

Endangered vtbl = Panda::feedingHours(){ }

Panda: Bear, Endangered

> Endangered::highlight(){ }

Panda::inform(){ }

Figure 4. Multiple Inheritance Virtual Function Layout

A pointer to member function, in order to handle non-virtual functions, virtual functions and
possible multiple virtual tables, requires three elements:

o an offset, or delta, 4, to permit computing the appropriate this pointer,
e an index, 1, into the virtual table, and

o an address, f, of a non-virtual function address, or an offset, d2, of the vptr in the object
identified by d.

In addition, there needs to be some discriminant to determine if the pointer contains an index
or an address. However, since an index is only valid as a non-negative value, a negative index
can be used to flag the presence of a non-virtual function address. This allows the
representation of a pointer to no function to have the traditional "all zeros" representation.

A pointer to class member function, therefore, is defined as a structure of the form
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typedef 1nt (* wvptr)();
class Memptr {

public:
short 4;
short i;
) union { vptr f; short d2; }

Note that the virtual table itself is simply an array of pointers to members (Memptr [1). The
virtual table pointers inserted within a class object are pointers of type Memptr, and of course
are set to point to the first entry of the virtual table (See Figure 4).

For example, here is how an initialization of a virtual member function address to a pointer to a
class member function is handled:

void (Panda::*pmfv) () = 2Panda::feedingHours;

becomes

struct Memptr pmfv = {

0, // pmtv.d, offset, finds a base class this pointer
4, // pomtv.i, Bth entry in Panda/Bear virtual table
0 // pufv.f, address, set for mon-virtual member functions

)

Similarly, an initialization of a non-virtual member function to a class member function is
handled as follows:

void (Panda::*pmfv) () = &Panda::onDisplay;
becomes

gtruct Memptr pmfv = {
o, // putv.d, offset, finds a base class this pointer
-1, // putv.i, negative entry means address of function 1s stored

onDisplay__Panda // pafv.f, address set to program function instance
};

The most complicated example is a virtual function declared in a second (or subsequent) base

class:
void (Panda::*pnfv) () = &Panda::highlight;
becomes
struct Memptr pafv = {
12, // pmtv.d, offset of Endangered part of Panda object
1, . // putv.1, highlight's entry in Endangered’s vtbl
4, // pagv.d2, offset of Endangered’s vptr
}:
Finally,
void (Pandsa::pmfv)() = 0;
becomes
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struct Memptr pmfv = { 0, 0, 0 };
A call of the member class pointer switches on a test of the index, as follows:

Panda * pp;
(pp->*pntv) ) ;

becomes

struct Panda * pp; /* C code */
char* temp = ((char*)pp)+pmfv.d;
(pmfv.1 < 0 )
? (*pmfv.£) ( temp ); // non-virtual member function call
: // virtual function call using virtual table
(*(((moemptr+*) (temp+pmfv.d2)->vptr[ pmtv.1 ].f) (tomp + pp->vptri priv.i ].d));

Conversions between pointers to class members of a derived class and a 2nd or subsequent base
class need to adjust member offsets. For a pointer to class data member, this means adjusting
the physical offset by the sizeof the intervening base classes. For example, in a conversion
between Panda and Endangered, the combined sizes of Bear and Reccoon must be either
added or subtracted:

int Endangered::*p_Endangered;
int Panda::* p Panda;

// p_Endangered ==
p_Endangered = REndangered::pe;

// ok: implicit comversion
// p_Panda ==> p_Endangered+sizeof (Bear)+sizeof (Raccoon)
p_Panda = p_Endangered;

// requires explicit cast
// p_Endangered ==> p_Panda-sizeof (Bear)-sizeof (Raccoon)
p_Endangered = (int Endangered::*)p_Pands;

For a pointer to a non-virtual class member function, the d offset will be set plus or minus the
combined size of the intervening base classes. For example,

void (Endangered::*pmf_Endangered) (int);
void (Panda::*pmf_Panda) (int);

// panf_Endangered == { 0, -1, &adjustPopulation }
pmf_Endangered = &Endangered::adjustPopulation;

// ok: implicit conversion;
// pmf_Endangered ==

// // offset of Endangered part of Panda
// silzeof (Bear)+sizeof (Raccoon),

// -1,

/7 &adjustPopulation )

pef_Panda = pmf Endangered;

A pointer to a virtual class member function will also need to set d2 to offset into the relevant
vptr.
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The second offset d2 is necessary because it is not possible to assume that the vptr is in a
fixed position in every object. In particular, unless we make room for a vptr in every object, it
is not possible to make the vptr the first word of an object. For example:

struct 8 {
int s1;
int 82;
)

clasg D : pudlic 8 {
virtual £Q);
int d4i;

X,

The S part of a D may be used in a context where it is not known that it is a part of a D.
Therefore, D’s vptr must be allocated after s1 and s82.

Conclusions

Pointers to members are important because if they were left out of C++ they would leave a hole
in the type system. This would force people to ‘“cheat” and force implementors to use sub-
optimal techniques to allow such cheating. The design and implementation of pointers to
functions was determined by syntactic, semantic, and implementation details of other language
features to such an extent that it could be claimed that they were discovered rather than
invented. Pointers to members are most often used in ways that closely resembles the use of
pointers to functions; hence the name “pointers to functions.” The introduction of multiple
inheritance complicated the originally very simple implementation of pointers to members, but
also caused a unification of the concept of a pointer to member and an entry in a virtual
function table.
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EXCEPTION HANDLING
WITHOUT LANGUAGE EXTENSIONS

William M. Miller, Software Development Technologies, Inc.

. ABSTRACT

Exception handling is defined and its relevance to an object-
oriented programming language such as C++ is explored. Design
goals for exception handling methods are discussed, and an
implementation of one sucli method not requiring extensions to the
C++ language is described.

1. Introduction

An exception is an event which derails the “normal” processing of a program.
Such events may arise from within the program (exceeding the bounds of an
array, for example), from services used by the program (no more memory is
available for allocation), from data used by the program (unsuccessful conversion
attempt), or from external causes (the user hit “break”).

In small programs, recovery from the failure of an operation can usually be
done most effectively at the point at which the problem was detected. As
program size and complexity increase, however, issues of modularity make error
recovery at the point of failure less and less appropriate. In a large program
the method of handling an error will typically depend more on the context from
which a general-purpose service routine was called than on the nature of the
function itself. Thus, the major challenge of exception handling is the transfer
of information and control from the code detecting the problem into a context
suitable for resolving it.

In languages such as Ada [1] and PL/I [2], exception handling is provided by
native features. C++, however, reflecting its origins in the “bare bones”
approach of the C language, currently affords no such assistance to the
programmer. Ironically, the other strengths of C++ make exception handling
almost essential. As an object-oriented language it is intended to facilitate the
development of software components which can be used without modification in
a wide variety of environments, and clearly the methods which should be used
for error recovery will vary in different applications. Furthermore, one of the
staple techniques used in other languages which do not provide built-in exception

! The work described in this paper was the subject of a previous article by
the author [3], who retains rights to the material published therein.
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handling — returning a completion status — is inappropriate for functions which
are invoked via overloaded operators.

Although the seriousness of this deficiency in C++ has been recognized and a
proposal to extend the language to include exception handling has been
outlined [4], at this writing the proposal is still in embryonic form and the date
at which such a feature might become available is unknown. The remainder of
this paper presents an approach which, though not without weaknesses, can be
implemented to address the problem in the short term.

2. Design Considerations

The major function of an exception handling mechanism as described above is
to pass information and control from the point at which a problem is detected
to a context in which the correct recovery strategy may be applied. In more
concrete terms, this means that a given function or block can establish a handler
which will be invoked if an exception is subsequently raised in that block or in
one of its direct or indirect dynamic descendants. The following design goals
should be kept in mind in considering any approach to exception handling:

2.1. Flexible Recovery Actions

There are at least three possible actions a handler ought to be able to take when
invoked by an exception:

® abort the operation currently in progress and transfer control to some
location within the context of the block which established the handler
(this option is the only one allowed in the current proposal for built-
in exception handling)

® retry the operation, presumably after repairing the condition which
led to the problem

® abdicate handling the exception, allowing it to propagate to a handler
established earlier in the stack

2.2. Transparency

This criterion requires that intervening code between the handler and that
raising the exception need take no special action to facilitate transfer of
information and control to the handler. In particular, code should not have to
check for completion values and do manual cleanup and propagation of error
conditions.

It is this latter consideration which causes the most trouble for C++ The setjmp
and longjmp functions are available to perform the abort action described in the
preceding section; however, these functions were inherited from C and have no
way of detecting that the stack frames being discarded may contain objects with
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destructors.  This failure to invoke destructor code makes setjmp/longjmp
unsuitable by themselves for use in a C++ environment.

2.3. High Information Bandwidth

This requirement refers to the ability of the code detecting an exception to
exchange information with the handler and is actually implicit in the first
design goal. For example, the decision to abdicate from the processing of an
exception would almost certainly be based on details concerning the exact nature
and cause of the exception, else why would the handler be present at all?
Similarly, the decision to retry an operation would usually involve communicating
some modified information back to the exception-producing code, lest the same
problem cause another exception.

2.4. Low Performance Overhead

Although good performance is an obvious requirement for any design, the
particular emphasis in exception handling must be to reduce the overhead
encountered when an exception is not raised. In the vast majority of cases,
processing will be normal and exceptions will not be encountered, so the penalty
for having the feature and not using it must be reduced as far as practical.

2.5. Portability

Any proposal must not rely on intimate knowledge of machine-specific informa-
tion such as the format of stack frames; otherwise the availability of the
approach will be limited to gurus and those with access to them.

3. An Interim Approach

Although the ideal solution would be to have exception handling implemented
as an integral part of the language, it is possible to satisfy the listed design
goals to a large degree within the current definition of C++. In brief, the
approach described below utilizes a stack of all objects with destructors which
grows and shrinks in parallel with the call stack and which is used to destroy
objects prior to invoking longjmp to perform an abort operation. Exception
handlers are implemented as a function containing the code of the handler and
an object which associates the function with a given block.

The design is described below in four parts. The first part discusses a class
which maintains the parallel stack and provides the necessary hooks for cleaning
up prior to an abort operation. The second part covers issues related to transfer
of information to and from exception handlers. The third describes the class
used to establish an exception handler. The final section discusses the code
necessary to raise an exception.
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3.1. The cleanwp__obj Class

As mentioned above, the major problem in C++ with respect to exception
handling is the fact that longjmp is not capable of invoking the destructors of
objects created in the stack frames it discards. This design addresses the issue
via a class which implements the stack of objects with destructors (see Listing 1
below). The cleanup_obj class provides a base from which may be derived
classes requiring cleanup in the event of an abort.

The stack is implemented as a doubly-linked list. The simpler singly-linked
organization is not adequate because strict LIFO removal is not guaranteed; for
instance, current implementations of cfront invoke both constructors and
destructors of array members in increasing order of subscript. Also, this
mechanism can be used for objects created with the new operator, which allows
for arbitrary order of removal.

Two constructors are provided for the cleanup_obj class. The first takes no
arguments and simply pushes the object unconditionally on the stack. The
second takes an integer argument which, if non-zero, causes the object not to be
pushed. This second constructor is included to facilitate the use of cleanup_obj
with objects created via new. In some circumstances objects allocated in the
heap are to be used as local temporaries and should be cleaned up in the event
of an abort; other such objects may be intended for longer duration and should
survive an abort. The second constructor allows this flexibility at the expense
of a bit more execution time overhead.

Because C++ does not allow invoking destructors directly in an implementation-
independent fashion, classes derived from cleanup_obj must not supply their
own destructors. Instead, code which would ordinarily have occurred in a
destructor should instead be placed into the cleanup() member function, allowing
it to be invoked both during an abort and by the cleanup_obj destructor. In
addition to the class-specific actions normally performed by the destructor, the
derived cleanup() function must invoke cleanup_obj::cleanup() at some point in
its processing in order to remove the object from the stack.

A further responsibility of the derived class, and particularly the cleanup()
function, is to manage the storage used by the object itself. If the object was
allocated in the heap via new, that storage will not be freed automatically
during an abort operation because the destructor is not invoked. If a
cleanup_obj class is to be used with new, the derived class constructor must set
a flag in the object indicating whether the storage is in the heap or otherwise
(testing the value of this for zero upon entry to distinguish these cases and then
setting it explicitly). The cleanup() function is invoked with an argument which
is non-zero to indicate that the object is being destroyed as the result of an
abort operation, and if both an abort is in progress and the storage was allocated
in the heap, the object should be deleted as the last operation before returning.
Unfortunately, this storage management cannot be relegated to’' the base class
because there is no implementation-independent way for the base class construc-
tor to determine whether the allocation is static, automatic, or in free store.

There are two features of the new language definition (reflected in cfront
version 2.0) which will improve cleanup_obj. The first is the class-specific new
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operator, which will allow the base class to assume the burden of storage
management described in the preceding paragraph. The second is multiple
inheritance. It may be awkward or even impossible to have to derive classes
from cleanup_obj because they actually need to be derived from a different base
class. With multiple inheritance, that will no longer be a problem.

3.2. Exception Types

One of the design goals mentioned earlier was to allow unlimited bandwidth
into and out of an exception handler. This feature is provided by the
exception__type class and its derivatives (see Listing 2). In its simplest form, an
exception__type object contains information about the exception to be communi-
cated to the handler. The member exc_num can be used to identify the kind
of exception which occurred (e.g., subscript out of bounds, heap full, etc.), while
msg__fmt and the virtual member function msg_ text() give access to a printable
message describing the problem. In addition, return__allowed determines whether
or not an exception handler can request a retry or continuation of the processing
which raised the exception. :

Classes derived from exception_type can provide much more information to the
handler about the details of the exception, including a version of msg_text()
which uses the additional information in constructing the printable message.
Furthermore, members can be included to allow the exception handler to
communicate information back to the point of the error for use in a retry of
the failing operation. The msg_ fmt_args class is provided so that classes
requiring use of sprintf() to generate a message utilizing some or all of the
additional information will have a buffer to use.

An alternative implementation of exception_type was considered before settling
on the version reproduced in Listing 2. This alternative used one derived class
for each kind of exception. This approach was rejected for two reasons. First,
in view of the fact that there might be literally hundreds of kinds of excep-
tions, it seemed to be an unnecessary strain on the compiler’s symbol table,
potentially rendering the method unusable on small systems. Having separate
classes only for the different kinds of information communicated to and from
exception handlers seemed much less likely to overwhelm the capacities of small
systems.

The second problem with a class per exception approach is that exception
handlers will frequently be specialized only to be able to respond to a small
range of exceptions, abdicating responsibility for all others to a more inclusive
handler earlier in the stack. C++ intentionally does not allow discrimination
between sibling classes of this kind, necessitating a “type” field of some sort;
since explicit identification of the exception type is required anyway, the
additional type security afforded by having different classes for each kind of
exception is not worth the added complexity.
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3.3. Exception Handlers

There are two parts to an exception handler under this design, a function which
is invoked when an exception is raised, and a class which provides the linkage
between the function and a specific block. The type of the exception handler
function is declared by the type name exc__hdl_ func, and the linkage class is
exception__handler (see Listing 3).

The exception__handler class is derived from cleanup__obj because it also needs to
track the call stack (and thus provides an example of how to build derived
cleanup_obj objects). It implements a stack within a stack, allowing exceptions
to be propagated hierarchically from handler to handler. It also contains a
pointer to an exc__hdl_func which is to be invoked when an exception is raised
and a jmp_buf to which control will be transferred if the exception handler
chooses to abort the operation. ‘

The abort() member function implements the operation of the same name. It
simply walks the stack of objects to be cleaned up, invoking the cleanup()
function for each, until it reaches the exception handler which invoked the abort
operation. Note that any objects which were created after the exception__handler
object will be cleaned up, even if they are in the same block: caution regarding
block structure and order of execution is required. After all necessary cleanup
operations are complete, abort() calls longjmp() to transfer control to the location
indicated by the contained jmp_ buf.

Exception handler functions receive two arguments, an exception_type object as
described in the preceding section, and a pointer to the exception__handler object
on whose behalf the handler function was invoked. There are three ways to
terminate the execution of an exception handler function, corresponding to the
three actions described in the design goals above:

® gbort: invoke ehp->abort(). This call will never return.

© retry: return a non-zero value. This action is only permissible if
return__allowed has been specified in the exception__type.

® gbdicate: return zero.

Two actions are required to establish an exception handler in a given block.
First, simply declaring an automatic object of type exception__handler places the
linkage object into the stack, associating the block with the exception handler
function specified as the initial value (if none is given as an initial value, or
if the action to be taken changes at different locations in the code, the
overloaded assignment operator allows changing the association at any subsequent
point in the block). Second, the abort_label member must be initialized via an
invocation of setjmp(). It is imperative that this action be completed before any
code which might raise an exception.
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3.4. Raising an Exception

The raise__exception() function (see Listing 4) is passed an exception__type (or one
of its derivatives) which has been previously initialized to appropriate values for
the particular exception. It simply traverses the stack of exception__handler
.objects, invoking each associated exception handler function in turn, until one
either calls abort() or returns a non-zero value. The caller of raise__exception()
should treat a return of control as a request for either retrying or continuing
the operation, whichever is appropriate in terms of the semantics of the
processing involved.

4. An Example

Listing 5 provides a complete example program demonstrating the use of the
classes and routines of Listings 1-4. It defines the skeleton of a string class
which cleans up the storage allocated for the string data in the event of an
abort operation and which raises an exception in the event of an attempt to
access a character with an offset larger than the current length of the string.

To begin, we derive an exception__type which allows two integer arguments to be
passed into the exception handler and which allows the handler to return an
integer value for use in a retry attempt (exception__argll retl, conventionally
named to indicate the types of its arguments and return value). The msg_ text()
member function is also upgraded to use the two integer arguments in creating
the associated printable message.

Next, we define the outline of a string class by deriving it from cleanup_obj.
The constructor allocates space for the string data, so the cleenup() member
function, which replaces the normal destructor, deletes the storage. In addition,
the constructor sets a flag specifying whether or not the allocation was via new
so that cleanup() can determine whether to delete the storage for the object itself
in the event of an abort.

The subscript operator checks to see that the desired subscript is less than the
current length of the string. If it is not, it raises an exception by declaring an
object of type exception__argll_retl, initializing it with the appropriate values
to describe the problem and allow a return, and calling raise__exception(). If
that function returns, it tries the subscript operation again, using the return
value from the handler in place of the original subscript.

Next come two exception handler functions. The first is very simple and just
prints the message associated with the exception and .calls abort(). The second
attempts to recover from the error by using the maximum allowable subscript as
the new value. Since it is specific to subscript errors, it abdicates on all other
kinds of exceptions, and if there is no allowable subscript value (i.e., the string
length is zero), it aborts.

Finally, the main function establishes an exception handler using the use__max
handler function and initializes the abort_label member using setjmp(). Note
that if setjmp() returns a non-zero value, it is the result of an abort operation

1988 USENIX C+ Conference | 333



(the value returned is that passed to abort()), so the else clause contains the
normal processing after establishing the handler.

5. Conclusions

The design presented in this paper is an attempt to provide most of the benefits
of exception handling during the time before a built-in implementation is
available; it is not a claim that language extensions for exception handling are
unneeded or undesirable. In particular, two of the design goals described above
are not met fully. First, exception handling is not fully transparent to code
which is not directly involved. Objects which require cleanup must be derived
from the cleanup_obj class, and their destructors must be converted to cleanup()
functions. Although restricting the changes only to small parts of the class
declarations in this way is an improvement over ad hoc approaches to error
handling and cleanup, an implementation integrated with the language would
eliminate these “warts.”

Second, there is some performance overhead involved in maintaining the doubly
linked list for the stack of cleanup_obj objects. Whether or not this overhead
is a problem will depend completely on the nature of the application. In the
implementation used by the author, the overhead of linking and unlinking an
object proved to be about half the time required to allocate and free a data
item in the heap, which is probably one of the most common reasons cleanup
functionality would be required. If blocks do a relatively large amount of
processing compared with the time required to construct and destroy objects, the
penalty is probably negligible. If, on the other hand, functions are typically
small and each declares a number of objects requiring cleanup, the performance
degradation would be quite noticeable. Again, an integrated implementation
could keep track of objects requiring cleanup with substantially less overhead.

The approach described in this paper has, however, proved useful in the author’s

projects, and he presents it now in the hope that it will be helpful to others as
well.
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// Derive from cleanup obj to have objects cleaned up by
// exception_handler.abort()

class cleanup_obj {
friend class exception handler; // so abort() can destroy objects
// on the stack

static cleanup_obj* head;

cleanup_obj* prev; // points to newer object
cleanup_obj* next; // points to older object
protected:

// Vith no arguments, object is always pushed onto the stack

cleanup obj():
prev(NULL), next(head) {
if (next != NULL)
next->prev = this; // back-link from old head
head = this;
}

// Push onto the stack only if object is not to be permanent

cleanup obj(int permanent) {
if (permanent)
next = prev = this; // link to self (makes cleanup() safe)

else {

if ((next = head) != NULL)

next->prev = this;

head = this;

prev = NULL;

}
}

~cleanup_obj() {
cleanup(0);
}

// Pop object from stack

virtual void cleanup(int aborted) {
if (prev != NULL)
prev->next = next;
else head = next; // if nothing newer, this must be head
if (next != NULL)
next->prev = prev;
}

}s

LISTING 1: The cleanup__obj Class
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// Use exception_type for messages which have no arguments

struct exception_type {
int exc_num;
const char* msg fmt;
int return_alloved;

exception_type(const int exn, const char* fmt, const int retable):
exc_num(exn), msg_fmt(fmt), return_allowed(retable) {}

virtual const char* msg_text() {
return msg_fmt;

}
};

// msg_fmt_args is simply a base type for messages which have arguments,
// providing a buffer for use with sprintf().

const int MAX MSG_LEN = 160;

struct msg_fmt_args: public exception_type {
char buf[MAX MSG_LEN];

msg_fmt_args(const int exn, const char* fmt, const int retable): (exn,
fmt, retable) {}
}s

LISTING 2: Exception Types
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// Type for exception handler functions

typedef int exc_hdl_ func(exception_type& excp,
class exception_handler* ehp);

class exception_handler: public cleanup obj {
friend void raise exception(exception type& excp);
// friend to allow traversal of stack of exception_handlers

static exception_handler* top_of stack;

exception | handler* next; ~// points to older handler
exc_hdl _ func* func;

public:
jmp_buf abort_label;

exception_handler(exc_hdl_func* exc_func = NULL):
next(top_of_ stack), func(exc func) {
top_of_stack = this;

}

void cleanup(int aborted) {
top_of_stack = next;
cleanup_obj::cleanup(aborted);

}

void abort(int ret_val);

void operator=(exc_hdl_func* exc_func) {
func = exc_func;
}

};

// Code for abort() member function (not inline because the current
// cfront implementation does not allow loops in inline functions)

void exception_handler::abort(int ret_val)

vhile (cleanup_obj::head != NULL && cleanup_obj::head != this) {
cleanup_obj::head->cleanup(l);

}
longjmp(abort_label, ret_val);
}

LISTING 3: The exception__handier Class
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void raise exception(exception_type& excp)

{
// Valk the stack of exception handlers, invoking'handler functions
for (exception_handler* ehp = exception_handler::top_of_stack;
ehp != NULL; ehp = ehp->next) {
if (ehp->func != NULL && (*ehp->func)(excp, ehp)) {
// TRUE return => return to exception for retry or continue
if (excp.return_allowed)
return;
fprintf(stderr, "Illegal return to exception: Zs\n",
excp.msg_text());
exit(998);
}
}

fprintf(stderr, "Unhandled exception: Zs\n", excp.msg_text());
exit(999);
}

LISTING 4: raise_exception
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// Define an exception type with two integer arguments, returning
// a string from the exception handler

struct exception_argII retI: public msg_fmt_args {
int int_argl;
int int_arg?2;
int ret_val;

exception_argII_retI(const int exn, const char* fmt, const int retable,
const int il, const int i2): (exn, fmt, retable), int_argl(il),
int_arg2(i2) {
ret_val = 0; // default return value

}

const char* msg_text() {
sprintf(buf, msg fmt, int_argl, int_arg2);
return buf;

}
};

// Define a string class (skeleton only) as a cleanup_obj

class string: public cleanup obj {

int in_heap; // TRUE => allocated via "new"

int max_len; // maximum length string

int cur_len; // current length of string

char* data; // pointer to data of string
public:

string(int maxl): max_len(maxl), cur_len(0) {
if (this == 0) {
this = (string*) new char[sizeof(string)];

in_heap = 1;
}

else {
this = this; // needed to invoke base constructor
in_heap = 0;
}

data = new char[max len + 1];

}

void cleanup(int aborted) { // in place of destructor

delete data;
cleanup_obj::cleanup(aborted);
if (aborted && in heap) {

delete (char*) this; // cast to avoid recursion
}
char& operator[] (int sub);
}s
LISTING 5 (page 1 of 3)
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// Define subscript operator that raises an exception if the
// subscript is out of range

#define SUBSCRIPT RANGE EXCP 1000

char& string::operator[] (int sub) {
while (sub >= cur_len) {

exception_argll retl excp(
SUBSCRIPT_RANGE EXCP,
"Subscript (%d) too big (must be < %d)",
1, // Allow return
sub, cur_len);
raise_exception(excp);
sub = excp.ret_val;
}

return *(data + sub);

}

// An exception handler function which always prints the associated
// message on stderr and aborts

int do_abort(exception_type& excp, exception_handler* ehp) {
fprintf(stderr, "Zs\n", excp.msg_text());

ehp->abort(1); // arbitrary non-zero number
return 0; // never reached
-}

// An exception handler function (specific to subscript range error)
// which attempts to repair the error by using the maximum allowable

int use_max(exception_type& excp, exception_handler* ehp) {
exception_argII_retI* subscr_excp = (exception_argII retI*) &excp;

if (excp.exc_num != SUBSCRIPT_RANGE EXCP)
return O; // abdicate
if (subscr_excp->int_arg2 > 0) {
subscr_excp->ret_val = subscr_excp->int_arg2 - 1;

return 1;
}
do_abort(excp, ehp);
return 0; // never reached

}

LISTING 5 (page 2 of 3)
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int main() {
exception_handler eh(use max); // establish handler linkage

if (setjmp(eh.abort_label)) {
return 1234; // an exception was aborted

}

else {
string abc(100);
/

abe[10] = ’x’; // generates exception

LISTING 5 (page 3 of 3): An Example
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Solving the RPC problem in GNU C++-
Michael D. Tiemann'

Experimental Systems Project
Microelectronics and Computer Technology Corporation
3500 West Balcones Center Drive
Austin, TX 78759

ABSTRACT

The C+ programming language is being used in a number of projects
which implement some form of distributed execution model. While each
of these projects differ in their goals and implementations, all of them
ultimately depend on some kind of remote procedure call (RPC), a facility
which is not easily supported by C+. For this reason, many different
extensions to C+ have been implemented, each one coping with this
problem in its own, unique way. This paper presents a new construct,
called a “wrapper,” which provides a more general solution to the problem
than previous work, and in some cases, provides greater efficiency as well.

Wrappers are a highly experimental feature, implemented in the GNU
C+ compiler; this paper represents the start of their evolution. GNU C++
is a highly optimizing native code C+ compiler for the Sun3 and the VAX
running BSD 4.[23]. The compiler, as well as a C+ source level debugger,
GDB+, a linker, documentation, and library support, is available as free
software, under the terms of the GNU General Public License.

1. Introduction

The Experimental Systems (ES-Kit) research at the Microelectronics and Com-
puter Technology Corporation (MCC) is focused on development of rapid imple-
mentation technologies applicable to low cost prototyping of parallel computing
systems. The architecture of these systems will be based on hardware modules,
linked together via bus and/or message communication channels. These modules
will provide system-level functionality such as disk, memory, processor, etc.,
allowing a variety of architectural configurations to be assembled and measured
without great expense. The operating system for a machine comprised of these
modules must support parallel applications, and it must provide a convenient
interface to UNIX. The software language platform must support rapid
reconfigurability to match the hardware, software module reusability, and great
enough efficiency that high-performance designs can be reasonably proven against
more traditional systems.

Such requirements immediately qualified the C+ programming language.
Using the object oriented programming model to separate program functionality
into logical blocks (of both code and data), generic operations can be implemented,

t On leave at INRIA. B.P, 105, 78153 Le Chesnay Cedex, France.
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and interfaced in a number of different ways, all in a consistent manner. Reusabil-
ity is one of the keys to rapid prototyping. By allowing the user to define the
semantics relating to such operations as type conversion and even the operators in
expressions, code can be written that looks natural, while in fact its operations
may be quite complex. The abstract data typing facilities of C++ make it possible
to design from a very high level, and then refine the implementation by substitut-
ing functionality and/or behavior where desired. Yet C+ can still be compiled
into very efficient code, usually as efficient as normal C code would be.

For all of its strengths, C+ has some notable shortcomings as well. Just as a
user on a single processor system would like control over the type abstractions of
their application, users of parallel systems need to gain control over the program-
ming languages semantics as control and data moves across logical and physical
machine boundaries. C+ fails to provide any mechanism for this requirement, and
few general purpose languages do. The absence of a good way to specify RPCs in
C++ has led some groups away from the language ([Cap87]), and others to extend it
in differing, incompatible ways ([Gri87],[Cal187],[Gau87],[Lin871).

The ES-Kit project, too, has developed some extensions to the C+ program-
ming language which give programmers control at these boundary conditions, and
preserve, in a very substantial way, all the efficiency one could expect using a
language like C. The baseline compiler for these extensions is the GNU C+
compiler, a highly optimizing, native code C+ compiler, largely compatible with
C+ V1.2 from AT&T.! The compiler also has a C+ source level debugger, GDB+,
and a linker which supports incremental linking with correct C+ semantics.

This paper will begin with a presentation of the ES-Kit software environment,
as a motivation for the implementation goals which resulted. A section on related
work gives this work context, and suggests that the approach, while well suited to
C++, is relatively language-independent. The implementation of wrappers is then
presented, along with their semantics and a suggested syntax. The implications
(and limitations) of wrappers are then discussed, and future areas of research are
outlined. The paper finishes with a discussion of other uses to which wrappers can
be put.

2. Requirements and Goals

Remote procedure calls form the basis of the ES-Kit parallel execution model.
Unlike the serial environment, where procedure calls are mainly used to enhance
maintainability of software through modularity, the ES-Kit programming model
uses them to create parallelism. When a (remote) procedure call is made, control
forks, with one thread acting on the procedure call, while the other returns to the -
caller. It is at the option of the caller whether to block the caller thread until the
call has completed, or to continue. It is absolutely essential that the programming
language provide the user with a convenient way of manage this execution model,
or better yet, forgetting about it, just as a procedure-call oriented environment
makes the use of its call stack simple and painless, and something which can
almost always be ignored.

! All C#++ 2.0 features are implemented except for multiple inheritance.
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The basic problem in implementing a system which abstracts procedure calls
in C++ is that, like C, C+ does not provide any operations on function calls except
to execute them. It is possible to say sizeof (int), and the C+ compiler will return
the system’s integer size in bytes, but one cannot ask for the length of an argument
list, or reliably get the number of arguments passed, their types, their positions
and dispositions on the stack, etc. Thus, it is extremely difficult for the systems
programmer to extend an abstraction when one hardly exists.

For reasons that were not immediately obvious, it was decided that the
compiler would handle this problem in as general a fashion as possible, subject to
the following constraints:

(1) any C+ member function call can be an RPC,

(2) the client source code should not reflect whether the member function call
is local or remote,

(3)  the solution must be portable (preferably implementable within the limita-
tions of a C virtual machine),

(4) there should be minimal (if any) change to the GNU C+ compiler,

(5) it easily supports existing RPC environments (such as Sun RPC),

(6) it is easy to implement blocking vs. non-blocking semantics,

(7)  itis easy to describe how objects should be passed (migrated) for the call.

3. Related Work

The parallel execution model of the ES-Kit environment is derived from
Halstead’s work on fizures[Hal85]. One of the main differences between the ES-Kit
environment[Led88] and Halstead’s Multilisp environment is that C++ is statically
typed, hence futures can have specific future types, leading to somewhat improved
efficiency and safety. This realization was also made by Liskov in her presentation
of promises[Lis88]. The ES-Kit future is like Liskov’s promise, though we have not
implemented other features of her work, such as call-streams.

The CLAM system[Mi186] provides an RPC facility which relies on a bundler.
Bundlers are attached to parameters when passing explicit pointers does not have
the desired semantics. For example, if a routine wanted to send a string as an
argument to a remote procedure, passing the address of the string on the local
machine does little good. A bundler can format the string into a parameter that is
suitable for interhostal transit. Bundlers must be explicitly placed with each
parameter in need of bundling.

The Sun RPC library[Sun88] is a collection of procedures which provide
remote argument passing for certain builtin types, and a stub generator (rpcgen)
while builds the RPC interface. rpcgen accepts a language that looks like restricted
C declarator syntax, with a dash of Pascal-style variant records. If the user
wishes to pass structures or other types which are not among the builtin types,
s/he can declare these types in the XDR language, and argument passing functions
will be automatically generated. The user must change the program interface to
use rpcgen by only passing references (pointers in C) as arguments to possibly
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remote functions. Sun’s RPC protocol also requires that the procedure call com-
plete before control is returned to the user.

On the SmallTalk front, Paul McCullough[McC87] has implemented some-
thing he calls “Transparent Forwarding.” There is a striking similarity between
the structure of his work and the work being presented here. In fact, there is
almost a direct correspondence between the three classes he needed to add to
SmallTalk and the three pieces which I will present as being necessary components
of an interesting wrapper design. Perhaps this similarity is a direct result of the
similarity of the initial goals, and specifically, the transparency requirement.

A GNU C++ wrapper should not be confused with Zeta-Lisp wrappers. Zeta-
Lisp wrappers were a more primitive idea which evolved into whoppers, a
mechanism very similar to GNU C+ wrappers. It is hoped that the reader will
excuse the author from not adopting the whopper nomenclature.[Gum88]

An alternative which was not investigated was extending C+ to incorporate
reflection. Reflection is a very powerful technique which, in essence, allows the
system to encapsulate itself and then perform computation on that encapsulation.
The inverse operation, reification, allows the system to then ‘“become’ that system
which the reflection captured. Reflection and reification are mentioned here because
they are interesting concepts, and because the wrapping of a function call is, in a
very limited way, a reflective operation.

More detailed comparisons with related work will be expanded inline.

4. Implementation of Wrappers

In the ES-Kit kernel, parallelism is achieved by using “futures.” When an
application makes a RPC, the ES-Kit kernel intercepts the call, creates a new
process which will carry out the computation, and returns to the caller a “future”
(typically a more refined type, such as a future_int, a future_char_star, etc.). A
future is essentially a reference to the result of the function call which will be
available “some time in the future.” As long as the caller does not attempt to
evaluate the future, it will not block. When the caller does try to evaluate it, if
the future has not yet completed, the kernel puts the caller to sleep, and wakes it
up when the future is ready. If the future had completed by the time the caller
attempted to evaluate it, the caller gets the value of the future, and proceeds nor-
mally. This model of parallelism is natural, largely transparent, and centers
around being able to translate what look like normal function calls into requests
for computation to be scheduled by the kernel.

As soon as a preliminary version of the GNU C+ compiler was available, it
became evident that in order to make life bearable for application programmers,
these requests for computation must be as easy to write as a normal function call.
To make it easier to port “normal” C+ programs into the ES-Kit environment, the
more these requests could resemble normal function calls, the better.

4.1. Introduction to Wrappers

The problem of implementing a transparent, user-definable RPC mechanism is
handled by adding a construct called a wrapper to the compiler. A wrapper is a
new syntactic construct that allows the programmer to specify an alternate
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implementation of member function calls. An RPC handler can then just be seen
as a special case of this. The basic idea behind a wrapper is the notion that in order
to execute a member function call, it is necessary only to know the object for that
call (which will become the this pointer), the member function for that object
being called, and the arguments to that function. A wrapper abstracts procedure
calls by having the compiler translate member function calls into encapsulations of
member function calls, and passing these encapsulations to the wrapper.

First, an example of their syntax will be presented, followed by a description
of their semantics.

?truct foo
foo (): /[ foo constructor
“foo (): /[ foo destructor
virtual ()foo (int (foo::*)(...). ...);  // a virtual wrapper
int g (int): /[ foo member function g

virtual int h (int, int); // foo member function h

)

A wrapper has a very distinct syntactic form from operators, member func-
tions, constructors and destructors. Initially, the idea was to pun wrappers with
an overloaded operator (actually the combination of two overloaded operators,
yielding operator->() ()). Bjarne Stroustrup suggested starting from a clean syn-
tactic point, to avoid the kinds of ambiguity problems that such punning can pose.
He proposed the syntactic form seen here, of placing empty parenthesis just in
front of the declarator. This syntactic form permits one to specify many different
ways of encapsulating (or executing) member function calls.

As can be seen from the declaration of the wrapper (which in this case hap-
pens to be virtual), the wrapper has, as its arguments, all the information it needs
in order to wrap calls for either foo::g or foo::h. Wrappers are member functions,
and hence calls to the wrapper have a this pointer. They take a pointer to member
function argument which is initialized by the compiler to the value of the (possi-
bly virtual) member function being wrapped. The rest of its argument list, which
is left untyped for now, serves as the destination for the arguments of wrapped
function.

In these examples of syntax, the wrapper “wraps” all function calls, but the
user can specify whether to wrap the virtual or non-virtual function, and whether
-to wrap using a virtual or non-virtual wrapper:

{nain 0

foo *a;

a->g (100); /[ wrap ‘foo::g’ with virtual wr.
a->h (101, 102);  // wrap virtual ‘h’ with virtual wr.

a->foo::h (103, 104); // wrap *foo::h’ with virtual wr.

a->foo::() g (200); // wrap foo::g’ with foo's wr.
a->foo::() h (201, 202); /[ wrap virtual *h’ with foo's wr.
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a->foo::() foo::h (203, 204); // wrap ‘foo::h’ with foo's wr.
}

Now that ideas behind wrappers have been sketched, it is time to look at them
a little more deeply.

‘Wrappers are intended to encapsulate, and not necessarily substitute for, calls
to member functions. As a result, when a member function call is being compiled,
the compiler performs all conversions necessary on the arguments to that member
function. Once this has been done, but before the code for the call is emitted, the
compiler then computes the address of the member function that is to be wrapped,
and makes that address an additional argument at the head of the argument list.
The wrapper is then called with the resulting argument list, again converting any
arguments from this list to match the types specified by the wrapper.

4.2. Wrapper Issues

If all member functions of a class have the same type signature (numbers and
types of arguments, and return values), then writing wrappers for them is a very
simple task. Problems arise when one wishes to write a single wrapper to handle
member functions with distinct type signatures. In such a situation, the different
argument lists can be matched by using the C+ ‘...” notation, leaving the types
and number of arguments to the wrapper unchecked. This makes putting function
calls into wrappers very easy, but makes getting them back out rather difficult.

If wrappers were added to the language without any additional support, it
might leave more loose ends dangling than it tied up:

(1) How does one keep a specific function call from being wrapped?

(2) How does one keep a particular member function from being wrapped?

(3) What happens when passing a derived member function to a base wrapper?
(4) How does one handle type conversion in an argument list full of *...”?

(5) Should constructors be wrapped?

(6) Should wrappers be recursive? (can a call to a wrapper be wrapped?)

(7)  Should function calls within wrappers be wrapped? (where is the bottom?)

(8) How does one wrap a function call via a pointer-to-function (which may
be missing type information)?

(9) How should return values be handled? (overload based on return types?)

Such a list looks long, but when looking at recent work on this problem (in
LISP and SmallTalk, not just C+!), one sees that it looks familiar. After present-
ing our solutions to these problems for C++, a comparison will be made with
McCullough’s work on SmallTalk. The two are strikingly similar, both yielding
extensions which are easily implemented, have low impact of the efficiency of the
system as a whole, and provide great expressive power.
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4.3. Not Wrapping

The first two issues bring up the question of escape hatches. No matter how
wonderful a particular language feature is, there always appears to be some case
where it is more desirable to get around it. Sometimes one wishes to defeat the
feature at compile-time (such as calling a virtual function directly, rather than by
the virtual function table), other times on wishes to defeat the feature at run-time
(which is usually done with if-then-else control logic).

Distributed programs tend to have run-time behavior which is hard to predict
at compile time. In the context of RPC, the main reason not to go through an RPC
wrapper is because it is known (somehow ahead of time) that the call will be local,
and should therefore not go through the extra levels type conversions. Because
this locality information may be available at compile time or only at run time, the
means of getting the information to the compiler should be general enough to
produce an efficient solution in either case.

An attractive solution is to provide a wrapper predicate. A wrapper predicate
is a binary operator, which takes an object and a member function pointer, and
returns zero if the function should not be wrapped, and non-zero otherwise. An
example of the syntax is given in section 4.4. The syntax is defined in section 5.1.

A default wrapper predicate always returns the value 1 (indicating that the
function should be wrapped). Wrapper predicates are inherited, and may therefore
be required to handle member functions which are not members of the class that
the wrapper predicate belongs to. In that case, the wrapper predicate should
provide a “default” case (which normally would return a non-zero result).

Wrapper predicates, when they are necessary, can be defined to be inline, and
using standard constant-folding techniques, compile-time decisions can be made
based on their otherwise run-time semantics. This is not an unreasonable expecta-
tion of a C+ compiler, since such constant folding is already implemented in the
C+ compilers from AT&T and GNU.

Wrapper predicates provide both run-time and compile-time escape hatches
for wrapper users. They also seriously affect encapsulation (in the same way that
declaring a private function public in a derived class definition does), and should
probably be used only when necessary.

4.4. Making Wrappers Generic

Typically, the user would like all RPCs to be handled in a uniform fashion
(much as normal procedure calls are now). To that end, it is desirable to specify
one wrapper which will uniformly handle all procedure calls. In a strongly-typed
world, this is not always possible. The implicit conversion of a pointer to an object
to a pointer to a base class of that object is anti-symmetric with respect to
“pointers to member functions.” That is to say, we can only reliably convert
“pointers to member functions” from a “pointer to base class member function” to
a “pointer to derived class member function.” It is therefore not type-safe to pass
a pointer to a derived member function to a wrapper in a base class, as can be seen
in the following example:

struct B { virtual f (): ... };
struct D : public B { virtual f (); virtual g (): ... };
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):
):

int foo (B*, int QB::“)()
int bar (D*, int (D::*)()

int surprise ()

B bb: D dd:
oo (&bb, &B:: /[ ok
bar &bb, &B::f /[ error: B* does not convert to D*

// ok! f is in base class
foo (&dd, &D::f);

/[ error! int (D::*)() does not convert to int (B::*)()
} foo (&dd, &Drg):

The real problem with passing a pointer to a derived member function to a
wrapper expecting a pointer to a base member function is that type information is
lost. Fortunately, this problem can be solved with minimal overhead. If this and
the pointer to member function argument (call it pmf) are composed within a
wrapper, the compiler can know that combination to be type-correct. This is a
direct result of how the wrapper is called. An assignment to this and/or pmf, or an
implicit conversion of pmf (including the implicit conversion that occurs when pmf
is composed with another object, or further passed as an argument) means that
typewise, all bets are off. The compiler could insert code to test whether the
composition is indeed valid, relying on a run-time encoding scheme based on infor-
mation held in the virtual function table, or it could just simply disallow such
things from happening. It can also prevent assignments to this and the pointer to
member function argument within wrappers.

Passing pointers to member functions against the inheritance hierarchy grain is
the first (and by far the easiest) problem to handle. The second problem to handle
is making a single wrapper wrap all member functions, regardless of their argu-
ment lists. Wrappers are supposed to encapsulate a very simple, very powerful
idea, and it would be nice to specify the implementation of that idea as concisely as
possible. If a different wrapper must be declared for every different function, the
whole purpose of wrappers is defeated.

All argument lists can be matched by declaring a wrapper with an untyped
argument list, i.e., ‘.... However, this argument list may need to maintain type
information until the arguments can get to the ultimate target of the procedure
call. To accomplish this, we allow wrappers to specify a typing function. Types
are not values in C+, so it is not possible to specify the typing function directly.
However, the compiler can generate such a function which is generally useful in
P the two most important cases. The default typing function is the mapping of types

**  according to standard C promotion rules. All C and C+ compilers have such a
function built into them. A user-defined typing function can be synthesized by
specifying the result type that all arguments should be converted to if the value
appears within the untyped part of a function’s argument list. Such a result type
is called a synthetic type.
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A synthetic type should be designed in such a way that it can ravel and
unravel any kind of type that may be passed as an argument to (or from) a
wrapper. The compiler enforces such rules in a lazy fashion, i.e., when a type
conversion is impossible, the user will get an error message. It does not tell the
user whether his synthetic type is a priori complete.

Because C++ is primarily a statically typed language, there is not a great deal
of support for encapsulating type information in a representation that can be
stored, retrieved, and used to reconstruct a well-typed value at runtime. This
restriction also currently applied to types which appear to be run-time dependent,
but can actually be computed statically from the program’s control graph.
Although not well supported by C+, most distributed systems implemented in
C+ (at least all that this author has seen) implement some kind of type which
performs this magic by hand, usually with some extension to the compiler.
Fortunately, one such group taking a look at such extensions is Dr. Stroustrup’s.
His work on parametric types will be very influential on (and will hopefully
obviate the need for) synthetic types. In the mean time, here is an example of a

synthetic type:

istruct DT // a synthetic type
DT (int): /| encode an int
operator int (); // decode an int
DT (double): /[ encode a double
operator double (); // decode a double

\ DT (void): /[ encode a void typel!

struct Base

{

/| wrapper predicate (from section 4.3):
int ()?Base (int (Base::*)(...)):

/| wrapper w/ synthetic type:
} DT (DT...)Base (int (Base::*)(...). ...);

It is important to note the distinction between wrappers and stub generation.
Wrappers (and wrapper predicates and synthetic types) do not themselves
comprise a stub generator. However, they can be used to greatly simplify the
interface to one.

4.5. What Should Be Wrapped?

Until one has implemented a C+ compiler, it is difficult to appreciate what a
typed value is in C++. Object construction is a process of type elevation. Starting
with an untyped chunk of memory, a base constructor renders it typed with a base
type. Such an instantiation may involve the initialization an object’s virtual func-
tion table pointer, and initialization of some of its members. After the objects base
types have been initialized, each type in the lattice between the base types and the
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final type of the object will be initialized. It is not until this process of initializa-
tion has been completed that the object can say “I am.” Because of this, it makes no
sense to have a wrapper wrap calls to constructors, since the object has not been
completed, just as it makes no sense to stop initializing once an object has an opera-
tor= in its scope, and start using assignment semantics for the rest of the operation.

Suppose a user wished to define her/his own wrapper for purposes of either
augmenting and/or reimplementing wrappers derived from base classes. Should
that wrapper be wrapped by those from the base class, or should the wrapping stop
at the first wrapper? This is indeed a very hard question, since it essentially forces
the distinction between wrappers as an initialization of function-call objects, in
which case a recursive interpretation might be nice, and wrappers as an alternate
function-call implementation (or operator), in which case the first applicable
wrapper applies, and nothing more.

The wrapper extension is a large one, and one which should be evaluated care-
fully. To keep things manageable, the latter interpretation is the one which has
been implemented. If justifiable needs for the former develop, it would not be
hard handle them with a new, appropriate syntactic form.

4.6. Dealing With Return Values

Return values are a necessary evil in C+. Every machine (and almost every
compiler) handles return values in its own way. To make matters worse, return
values may come back in a register, or a set of registers, or sit atop the stack, or not
be returned at all, but may “fill in” an address handed to them by the caller; these
variations may all exist within the same compiler!

The C++ programming language does not allow overloading based upon return
type, and furthermore does not allow typeless return values (as it does allow for
its argument types). While these restrictions may seem unnecessary (and even an
annoying obstacle) for the task at hand, it is well to adhere to them nonetheless.
Portability reasons alone make it impossible to do otherwise: because a compiler is
required to do nothing more than create a coherent call/return interface, it is not
possible to predict ahead of time how many kinds of return values a wrapper will
need to implement.

A wrapper, therefore, is limited to accepting member functions which return a
certain type, requiring that new wrappers be written for functions that return new
types. Because of this, recursive wrappers are not necessarily desirable, since
wrappers of base types cannot wrap functions which return objects of derived
types. There is, however, no restriction that a wrapper must return the same type
as that of the function it is wrapping. Note that a wrapper need not return the
same type as the function that it wraps. Also note that the following two
wrappers are distinguishable as having different argument lists, and does not
constitute (to first approximation) overloading based on return type:

int  Xu()X(int  (X::*¥)(...). ...):
double X(:):()g((dougle ())((*))() )i
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S. Syntax and Semantics of Wrappers

S.1. Syntax

The syntax of wrappers is somewhat baroque, in keeping with C’s (and
consequently C++’s) notorious declarator syntax. A wrapper for class T has the
declarator name ()T. Its return value, argument list, virtual attributes, etc., are
declared just as they would be for normal member functions. The first argument
in the wrapper must be of type pointer to member function type, or type void *.

A wrapper predicate for type T has the declarator name ()?T. It takes only
one argument, which must be of type pointer to member function type. It return
type is integer.

A synthetic type T2 is associated with a wrapper for type T by placing it in
its wrapper parenthesis followed by ‘..., i.e., (T2...)T. The type T2 must be a
user-defined type, and it must be declared before use. Naturally, for this type to
be of any use, it must have at least one constructor.

5.2. Semantics
A wrapper is applied as follows:

Given a class B with a wrapper W, a class D with a member function F, and given
that D derives from B, P is a pointer to type D, and F is not a constructor or a
wrapper, then W may wrap the call to P->F (...) under the following conditions:

(1)  there is no wrapper predicate P in any class between B and D in the type
lattice, or

(2) the wrapper predicate P returns a non-zero result given arguments O and

Under no other conditions would an attempt be made to wrap the call to F.

Wrapping takes place as follows: all arguments to the original function are
converted according to the argument list of F (as per normal C+ (and ANSI C)
semantics). If the wrapper or the wrapper predicate do not satisfy normal C++
visibility rules, it is an error. If D derives from multiple base classes Bl and B2,
and both provide a wrapper, an ambiguity error is reported; similarly for wrapper
predicates. If there are no visibility or ambiguity problems, a function call is
wrapped by prepending a pointer to the member function being wrapped to the
argument list of the function, and passing the resulting argument string to the
wrapper. The wrapper treats the argument list as a normal function call would,
with the exception of its treatment of arguments which the wrapper converts to a
synthetic type.

If a synthetic type is specified for a wrapper, then
(1) it must be unique, and
(2) itmust convert any argument passed to it, and
(3) all conversions must satisfy normal C+ visibility rules, and
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(4)  all parameters which are not explicitly typed by the wrapper are converted
to the type of the synthetic type, and

(5) argument lists which contain synthetic types as a result of converting
arguments are terminated with a synthetic type encoding the void type.

It should be stressed again that synthetic types are a provisional measure until a
determination can be made as to how to (better) use parametric types, if they are
added to C++.

5.3. Implementation notes

The representation of pointers to member functions must be done in a host-
independent manner. By filling the virtual function table with all member func-
tions available to a given class, and distributing a class’s virtual function table to
each node which could host an instance of that class, a member function’s address
can be represented by its index in the (extended) virtual function table. This index
is, of course, host-independent.

Computing virtual function tables which permit explicit non-virtual function
calls is somewhat tricky. This is because an object of derived type must be able to
make explicit calls to member functions from either the derived or base classes.
Phillipe Gautron solved this problem with a simple algorithm [Gau87], and this
algorithm is incorporated in the GNU C+ compiler.

It is possible for a function to be called with a variable number of arguments.
Unfortunately, it is not also possible to build an argument list of variable size.
That is, one can make two calls to the same function, one call with five arguments
and another call with seven arguments, but each of the calls has a fixed number of
arguments (five and seven, respectively). For this reason, if a wrapper is to call a
function with the arguments it receives, and if it does not know (at compile time)
how many arguments with which to call this function, it is constrained to build an
argument buffer, and let the receiver of that buffer format a proper call stack.

A solution to this problem which would be the extension of varargs. The
varargs construct provides C programmer with the ability to process arguments
from an argument list, where the arguments have unknown size and type. These
arguments are accessed by a pseudo-function va_arg which takes a pointer to the
variable argument declaration and the type of the argument to get. Functions
which use varargs usually have some means of detecting when all arguments have
been processed. If one had pseudo-functions va_push and va__call, then one could
use the normal call stack (or register window parameter convention, or whatever)
to pass a variable number of arguments. This would be most useful when passing
an unknown number of arguments, all of the same type. Such an extension is
probably better left to the compiler. No extension of this kind has been imple-
mented in GNU C+- as of this time.

The GNU C+ compiler, for historical reasons, also prepends the length of the
argument list to the parameter list, so that pure value-passed argument lists can be
copied into message buffers efficiently. This argument is treated as a visible
“invisible argument,” hence a wrapper specified in GNU C++ look like
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class X { protected: int ()X (int arglen, int (X::*)(...), ...): ... };
When this hack is no longer needed, it will be removed.

5.4. Comparison with a SmallTalk model

The solution to the RPC problem using wrappers bears a striking resemblance
to work done by Paul McCullough at Xerox PARC to add similar (transparent)
features to SmallTalk.

His model starts out with a proxy class which implements only one method,
the universal method doesNotUnderstand:. This would correspond to the ES-Kit
approach of implementing a future which provides a wrapper. Transparency is
achieved because in both cases, all messages that involve the proxy (future) object
are trapped by that object.

To provide better performance (and provide greater flexibility) McCullough
has something called a PolicyMaker, which decides whether and what should be
sent where. A wrapper predicate provides almost the same functionality.

Finally, when an RPC is to be made in McCullough’s extended SmallTalk,
objects are sent via a TransporterRoom object, which takes care of communication
protocols between machines, as well at the linearization of messages and object.
This is clearly analogous to the possible behavior of synthetic types.

Other changes he needed to make, for example, to have his proxy objects
respond to some messages (like a PrintYou! method from a debugger), or to have
them interact with SmallTalk’s == operator, are language dependent implementa-
tion details. In fact, he had to reimplement the primitive == operator (which was
hard-coded for efficiency reasons) so that == could be used to test for equality of
remote objects via proxy. Because C+ is a compiled language, overloading opera-
tor== has no impact on efficiency, and consequently no extensions for this need to
be made. :

6. Other Uses For Wrappers

It was claimed at the outset of the paper that wrappers were a general exten-
sion to the C+ programming language. Besides RPC, to what other use, then, can
they be put? This question is answered by looking at other systems which make
the function-call abstraction a first-class item, and then making the obvious con-
nections.

6.1. before: and after: methods

It is occasionally desirable to specify function prologue code, or function
epilogue code, or both, for a class of functions. For example, a program profiler
might start each function being profiled with code to call a profiling routine, and
code at the end of the function to report that function has finished.

Instrumentation and debugging information is very often specified as things
which must be done before and/or after a function is executed. The Zeta-Lisp
system (and other Common Lisp systems, no doubt), provide before: and after:
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hooks.2 Wrappers provide the programmer with a means of executing hooks
without changing the code of the function being executed. For example, here is a
wrapper which profiles how often certain functions are executed:

inline void ()X(void (X::*pmf)(int, int), int i, int j)

start_call (pmf); /[ ::start_call or (*this-> start__call)
(*pmf)(i. j):
finish_call (pmf):  // :finish_call or (*this-> finish_call)

This example shows that wrappers can handle cases as general as any handled
by before: and after: methods, since the wrapper can execute its own, class-specific,
or instance-specific before: and after: methods.

One advantage of having before: and after: methods is that they are distinct
from the function call, so that the problems of building the called functions argu-
ment list within the wrapper need not be faced.

One could use a wrapper predicate as a before: hook, and always return O,
causing the wrapper predicate’s code to be executed without going through a
wrapper.

6.2. Memoization

Memoization is a technique which can save computation. For example, if one
knows that a particular function is functional (it contains and modifies no state),
then one can be assured that repeated calls to that function with the same parame-
ters will yield the same results. This can be very useful when a particular task
must be performed at some unknown point in a program, and its result used
subsequently.

Memoization is implemented in the GNU C+ compiler. The instruction recog-
nizer assigns an integer instruction code value to an instruction based on the (tree)
pattern of that instruction. The instruction code is needed in several different
places within the compiler, but none of those places can be sure that the results
have yet been computed. If the compiler were to eagerly compute these codes (as
soon as the instruction was generated), its work might be wasted, since the instruc-
tion may later be optimized: a three-address add instruction may become a two-
address add instruction, and later even just a move, or be optimized away com-
pletely! It is therefore undesirable to try to recognize an instruction until its code
value is needed. A function called recog__memoized recognizes the instruction, and
memoizes the result. The result remains valid unless the instruction is changed
(i.e., by the optimizer). Given this implementation, an instruction is recognized
only as many times as it needs to be. The small overhead of memoization is more
than offset by the savings of not having to recognize the same instruction more
than once. ° ‘

Simulators are also a good example of an application which can benefit from
memoization. Simulators tend to have large “functional” units; computing the

2 A hook is a slot in a program where one can deposit a function to be executed.
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value for one such unit may be expensive, but that value may not change if the
stimuli for that unit do not change (or vary more than a certain amount).

Wrappers provide a natural means to memoize functions. When a user has
isolated a function (or set of functions) which appear to be good candidates for
memoization, s/he can define a wrapper, and have the wrapper implement the
lookup/execute machinery of memoization. The memoization can be enabled or
disabled without interfering with the original function (being memoized) in the
least. An example of a memoized factorial function is distributed with the GNU
C++ library.

‘Wrappers can also be used to look for such functions: a memoization table
can be constructed, and at the end of the run, statistics on how stimuli variation
affected the “memoized” functions can be printed. C+ is already used in many
simulation systems; adding memoizing wrappers to these existing platforms will
preserve encapsulation, while possibly improving performance.

6.3. Synchronization

Remote procedure calls are useful for implementing formalisms in distributed
systems other than merely making procedure calls. For example, in Grass [Gra86],
a synchronization mechanism called mediators is presented. In the section of the
paper describing possible implementations, RPCs are used so that multiple clients
can exchange messages with a single mediator. As the paper states “In the percep-
tion of the client process, a remote procedure call appears to be no different than a
simple local procedure call.”

A provider of resources can implement a synchronization mechanism inside of
a wrapper, and have all calls which depend on these resources go through this
wrapper. All such resources can then be managed in a consistent manner by a sin-
gle wrapper, simplifying maintenance. When a new resource allocation procedure
is added, the provider need only concern herself/himself with the interface to the
resource, and not with the interface to the synchronization mechanism. The
wrapper automatically takes care of that.

‘7. Possibilities for future work

7.1. Handling Return Types

The handling of return types is currently very unclean. While a well-
designed synthetic type can allow wrappers to handle any argument type which
may appear in the argument list of a wrapper, a single wrapper cannot handle a
task as simple as wrapping both a function which return an int and a function
which returns a double.

This problem can be solved by making a reference to the return value avail-
able as one of the parameters of the wrapper. The compiler could choose whether
to pass the wrapper a reference to the object being initialized by the function call,
or a reference to a temporary, which could then be copied to presumably register-
resident object. Such a choice would make initialization by wrappers essentially as
efficient as returns from normal functions. This has the benefit of allowing the
implementor of the synthetic type to take advantage of building the return value
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where it will ultimately end up, rather than in a temporary buffer which will
have to be copied. C++ is good about letting class designers be smart about initializ-
ing arguments, but not about coordinating return values.

7.2. Types as Values

‘When a call to a function f gets wrapped, arguments are first converted to the
types which f expects, then to the types that the wrapper expects. The wrapper
may cause f to be executed, in which case the arguments that came into the
wrapper must eventually be re-converted to what f expects. All this converting
can be inefficient, especially if it is not desirable.

An inline wrapper may convert arguments directly to the type the wrapper
expects (bypassing f’s conversions completely). These arguments can then be
passed the function being wrapper (or any other function) using the type informa-
tion of the function being called. An inline wrapper permits parameters of a
wrapped call to undergo only two conversions instead of three.

John Rose presents a similar idea [Ros88], in a much more general framework.
The greatest problem with wrappers is the amount of type information one must
give up in order to encapsulate, within the language, something as general as user-
defined function calls. If there were some reasonable way for the user to compute
more directly with types, a lot of the complexity of designing a wrapper, a
wrapper predicate, and synthetic types would go away.

It also appears that Bjarne Stroustrup’s work on a implementation of
parametric types for C+ may help accomplish the same goal. Any extensions
made with respect to wrappers must be especially careful with regard to possible
implementations of parametric types. For example, it is even possible that if
parametric types are expressive enough, wrappers could become an operator like
‘&’, a purely polymorphic operator which is applied by the compiler in certain
cases. Rules for expressions of this type (type wrapper-of-function?) can then be
implemented by parametric type rules. '

7.3. Wrappers for Constructors

The SOS project [Sha87] provides an execution environment with dynamic
linking. The dynamic linking extensions which they have added to C++ make it
possible to migrate objects from one machine to another and/or from one address
space to another. It is implemented by having all member function calls (including
calls to constructors!) go through an extended virtual function table. When a new
object instance is created, a call is made to find (dynamically loading if necessary)
the extended virtual function table the object will need. The object is allocated,
and the constructor is called with the object, the virtual function table (as an extra
hidden parameter), and whatever other arguments the call to that constructor
specifies.

Since the call to the constructor is made via the virtual function table, and the
virtual function table is not a priori linked with the application, the code for the
constructor does not need to be linked until an object of that type is actually allo-
cated. At that time, all member functions that object needs are linked in.
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If it were possible to wrap calls to constructors, then the special function calls
needed to find the virtual function table, pass the virtual function table pointer to
the constructor, and the other vagaries of the system could be handled without the
need to make more specific compiler hacks.

8. Conclusion

Wrappers are an attempt to add flexibility to C++ where it is desperately
needed, while incurring minimal (possibly zero) runtime overhead. Wrappers
provide a very nice encapsulation of procedure-oriented computation, making it
easier to write self-scheduling parallel programs, given the right environment.
They can also be used to profile functions in a user-definable way, which can be

~ useful for finding optimization opportunities, such as memoization.

The current implementation of wrappers suffers from the lack of certain
primitives within the C++ language, notably the lack of an ability to construct and
manipulate parameter lists as first-class objects. It is hoped that the extensions
presented in this paper will help to further clarify more precisely what primitives
are lacking, and provide a context in which to implement them usefully.

This paper has presented a number of possible extensions to the C+ program-
ming language. While some of these extensions are implemented in the GNU C++
compiler, many are not, and some perhaps should not be. A language which
changes every day is no more useful than a language which never changes — a sen-
sible compromise must be sought which allows the language to evolve while
remaining stable enough to be usable.

‘Wrappers are not a new idea, at least not any more so than object-oriented
programming is new. Both have been around for a while, in various guises. A
comparison between a C+ implementation and a SmallTalk implementation of
transparent RPC showed the ideas underlying wrappers useful in both cases, and
even showed that their solutions were structurally very similar.

This paper presents implementation issues and strategies which make
wrappers a reasonable extension to the C++ programming language, and other issues
which show that there is still work to be done. Wrappers have been implemented
in GNU C++; however, their implementation should be expected to change if related
language features, such as parametric types, simplify or generalize their use.
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