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NAME
1ib2648 — subroutines for the HP 2648 graphics terminal

SYNOPSIS
#include <stdio.h>

typedef char bitmat;
FILE etrace;

cc file.c —12648

DESCRIPTION
Lib2648 is a general purpose library of subroutines useful for interactive graphics on the
Hewlett-Packard 2648 graphics terminal. To use it you must call the routine #yinit() at the
beginning of execution, and done() at the end of execution. All terminal input and output
must go through the routines rawchar, readline, outchar, and outstr.

Lib2648 does the necessary "E/"F handshaking if getenv(“TERM’) returns ““hp2648°°, as it will
if set by tset(1). Any other value, including for example *“2648”°, will disable handshaking.

Bit matrix routines are provided to model the graphics memory of the 2648. These routines are
generally useful, but are specifically useful for the update function which efficiently changes
what is on the screen to what is supposed to be on the screen. The primative bit matrix rou-
tines are newmat, mat, and setmat.

The file frace, if non-null, is expected to be a file descriptor as returned by fopen. If so, lib2648
will trace the progress of the output by writing onto this file. It is provided to make debugging
output feasible for graphics programs without messing up the screen or the escape sequences
being sent. Typical use of trace will include:
switch (argvi11[1]) {
case ‘T
trace = fopen("trace”, "w");
brezk;

if (trace)
fprintf(trace, "x is %d, y is %s\n", x, y);

dumpmat("before update”, xmat);

ROUTINES
agoto(x, y)
Move the alphanumeric cursor to position (x, y), measured from the upper left corner
of the screen.

a0ff0 Turn the alphanumeric display off.
aon() Turn the alphanumeric display on.

areaclear (rmin, emin, rmax, cmax)
Clear the area on the graphics screen bordered by the four arguments. In normal mode
the area is set to all black, in inverse video mode it is set to all white.

beep(O Ring the bell on the terminal.

bitcopy (dest, src, rows, cols) bitmat dest,
Copy a rows by cols bit matrix from src to (user provided) dest:.

cleara()
Clear the alphanumeric display.

clearg()
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Clear the graphics display. Note that the 2648 will only clear the part of the screen that
is visible if zoomed in.

curoff ()
Turn the graphics cursor off.

curon ()
Turn the graphics cursor on.

dispmsg (str, x, y, maxlen) char estr;
Display the message str in graphics text at position (x, ). The maximum message
length is given by maxlen, and is needed to for dispmsg to know how big an area to
clear before drawing the message. The lower left corner of the first character is at (x,
»).

done() Should be called before the program exits. Restores the tty to normal, turns off graph-
ics screen, turns on alphanumeric screen, flushes the standard output, etc.

draw(x, y)
Draw a line from the pen location to (x, y). As with all graphics coordinates, (x, y) is
measured from the bottom left corner of the screen. (x, y) coordinates represent the
first quadrant of the usual Cartesian system.

drawbox (r, ¢, color, rows, cols)
Draw a rectangular box on the graphics screen. The lower left corner is at location (7,
¢). The box is rows rows high and cols columns wide. The box is drawn if color is 1,
erased if coloris 0. (r, ¢c) absolute coordinates represent row and column on the screen,
with the origin at the lower left. They are equivalent to (x, y) except for being reversed
in order.

dumpmat (msg, m, rows, cols) char *msg; bitmat m;
If trace is non-null, write a readable ASCII representation of the matrix m on trace. Msg
is a label to identify the output.

emptyrow (m, rows, cols, r) bitmat m;
Returns 1 if row r of matrix m is all zero, else returns 0. This routine is provided
because it can be implemented more efficiently with a knowledge of the internal
representation than a series of calls to mar.

error(msg) char *msg;
Default error handler. Calls message(msg) and returns. This is called by certain rou-
tines in /ib2648. It is also suitable for calling by the user program. It is probably a
good idea for a fancy graphics program to supply its own error procedure which uses
setjmp(3) to restart the program.

gdefault()
Set the terminal to the default graphics modes.

goff() Turn the graphics display off.
gon() Turn the graphics display on.
koff() Turn the keypad off.

kon() Turn the keypad on. This means that most special keys on the terminal (such as the
alphanumeric arrow keys) will transmit an escape sequence instead of doing their func-
tion locally.

line(x1, y1, x2, y2)
Draw a line in the current mode from (xI, yI) to (x2, y2). This is equivalent to
move(x1, y1); draw(x2, y2); except that a bug in the terminal involving repeated lines
from the same point is compensated for.
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lowleft )
Move the alphanumeric cursor to the lower left (home down) position.

mat(m, rows, cols, r, ¢) bitmat m;
Used to retrieve an element from a bit matrix. Returns 1 or 0 as the value of the [r, ¢/
element of the rows by cols matrix m. Bit matrices are numbered (, ¢) from the upper
left corner of the matrix, beginning at (0, 0). R represents the row, and c represents
the column.

message(str) char estr;
Display the text message str at the bottom of the graphics screen.

minmax(g, rows, cols, rmin, cmin, rmax, cmax) bitmat g;

int srmin, scmin, *rmax, *cmax;
Find the smallest rectangle that contains all the 1 (on) elements in the bit matrix g.
The coordinates are returned in the variables pointed to by rmin, cmin, rmax, cmax.

move(x, y)
Move the pen to location (x, y). Such motion is internal and will not cause output until
a subsequent sync().

movecurs (x, y)
Move the graphics cursor to location (x, y).

bitmat newmat (rows, cols)
Create (with malloc(3)) a new bit matrix of size rows by cols. The value created (e.g. a
pointer to the first location) is returned. A bit matrix can be freed directly with free.

outchar(c) char c;
Print the character ¢ on the standard output. All output to the terminal should go
through this routine or outstr.

outstr(str) char estr;
Print the string str on the standard output by repeated calls to outchar.

printg )
Print the graphics display on the printer. The printer must be configured as device 6
(the default) on the HPIB.

char rawchar()
Read one character from the terminal and return it. This routine or readline should be
used to get all input, rather than getchar(3).

rboff() Turn the rubber band line off.
rbon() Turn the rubber band line on.

char erdchar(c) char c;
Return a readable representation of the character c. If c is a printing character it returns
itself, if a control character it is shown in the "X notation, if negative an apostrophe is
prepended. Space returns *', rubout returns "?.
NOTE: A pointer to a static place is returned. For this reason, it will not work to pass
rdchar twice to the same fprintf/ sprintfcall. You must instead save one of the values in
your own buffer with strcpy.

readline (prompt, msg, maxlen) char sprompt, *msg;
Display prompt on the bottom line of the graphics display and read one line of text from
the user, terminated by a newline. The line is placed in the buffer msg, which has size
maxlen characters. Backspace processing is supported.

setclear()
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Set the display to draw lines in erase mode. (This is reversed by inverse video mode.)

setmat(m, rows, cols, r, ¢, val) bitmat m;
The basic operation to store a value in an element of a bit matrix. The [r, ¢/ element
of m is set to val, which should be either 0 or 1.

setset O
Set the display to draw lines in normal (solid) mode. (This is reversed by inverse video
mode.)

setxor(Q
Set the display to draw lines in exclusive or mode.

sync(Q Force all accumulated output to be displayed on the screen. This should be followed by
fllush(stdout). The cursor is not affected by this function. Note that it is normally
never necessary to call sync, since rawchar and readline call sync() and ffush(stdout)
automatically.

togvid O
Toggle the state of video. If in normal mode, go into inverse video mode, and vice
versa. The screen is reversed as well as the internal state of the library.

ttyinitQ
Set up the terminal for processing. This routine should be called at the beginning of
execution. It places the terminal in CBREAK mode, turns off echo, sets the proper
modes in the terminal, and initializes the library.

update (mold, mnew, rows, cols, baser, basec) bitmat mold, mnew;
Make whatever changes are needed to make a window on the screen look like mnew.
Mold is what the window on the screen currently looks like. The window has size rows
by cols, and the lower left corner on the screen of the window is [baser, basec]. Note:
update was not intended to be used for the entire screen. It would work but be very
slow and take 64K bytes of memory just for mold and mnew. It was intended for 100
by 100 windows with objects in the center of them, and is quite fast for such windows.

vidinv(Q
Set inverse video mode.

vidnorm Q)
Set normal video mode.
zermat (m, rows, cols) bitmat m;
Set the bit matrix m to all zeros.
zoomn (size)
Set the hardware zoom to value size, which can range from 1 to 15.

zoomoff()
Turn zoom off. This forces the screen to zoom level 1 without affecting the current
internal zoom number.

zoomon ()
Turn zoom on. This restores the screen to the previously specified zoom size.

DIAGNOSTICS
The routine error is called when an error is detected. The only error currently detected is
overflow of the buffer provided to readline.

Subscripts out of bounds to sefmat return without setting anything.

FILES
/ust/lib/1ib2648.a
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SEE ALSO
fed(1)
AUTHOR
Mark Horton
BUGS
This library is not supported. It makes no attempt to use all of the features of the terminal,
only those needed by fed. Contributions from users will be accepted for addition to the library.

The HP 2648 terminal is somewhat unreliable at speeds over 2400 baud, even with the "E/"F
handshaking. In an effort to improve reliability, handshaking is done every 32 characters. (The
manual claims it is only necessary every 80 characters.) Nonetheless, I/0 errors sometimes still
occur.

There is no way to control the amount of debugging output generated on trace without modify-
ing the source to the library.
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NAME
plot: openpl, erase, label, line, circle, arc, move, cont, point, linemod, space, closepl — graph-
ics interface

SYNOPSIS
openpl )
erase()

label (s)
char sll;

line(x1, y1, x2, y2)
circle(x, y, r)

arc(x, y, x0, y0, x1, y1)
move(x, y)

cont(x, y)

point(x, y)

linemod (s)
char sll;

space(x0, y0, x1, y1)
closepl 0
DESCRIPTION
These subroutines generate graphic output in a relatively device-independent manner. See

plot(5) for a description of their effect. Openpl must be used before any of the others to open
the device for writing. Closepl flushes the output.

String arguments to /abel and linemod are null-terminated, and do not contain newlines.
Various flavors of these functions exist for different output devices. They are obtained by the
following /d(1) options:

—Iplot device-independent graphics stream on standard output for plor(1) filters
=1300 GSI 300 terminal

=1300s GSI 300S terminal

—1450 DASI 450 terminal

—14014 Tektronix 4014 terminal

SEE ALSO
plot(5), plot(1G), graph(1G)
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NAME

remd, rresvport, ruserok — routines for returning a stream to a remote command

SYNOPSIS

rem = rcmd (ahost, inport, locuser, remuser, cmd, fd2p);
char #eahost;

u_short inport;

char +locuser, sremuser, *cmd;

int «fd2p;

s = rresvport(port);
int port;

ruserok (rhost, superuser, ruser, luser);
char srhost;

int superuser;

char sruser, *luser;

DESCRIPTION

Rcmd is a routine used by the super-user to execute a command on a remote machine using an
authentication scheme based on reserved port numbers. Rresvport is a routine which returns a
descriptor to a socket with an address in the privileged port space. Ruserok is a routine used by
servers to authenticate clients requesting service with rcmd. All three functions are present in
the same file and are used by the rshd(8C) server (among others).

Rcemd looks up the host =ahost using gethostbyname (3N), returning —1 if the host does not ex-
ist. Otherwise *ahost is set to the standard name of the host and a connection is established to
a server residing at the well-known Internet port inport.

If the call succeeds, a socket of type SOCK_STREAM is returned to the caller, and given to the
remote command as stdin and stdout. If fd2p is non-zero, then an auxiliary channel to a con-
trol process will be set up, and a descriptor for it will be placed in */d2p. The control process
will return diagnostic output from the command (unit 2) on this channel, and will also accept
bytes on this channel as being UNIX signal numbers, to be forwarded to the process group of
the command. If fd2p is 0, then the stderr (unit 2 of the remote command) will be made the
same as the stdout and no provision is made for sending arbitrary signals to the remote process,
although you may be able to get its attention by using out-of-band data.

The protocol is described in detail in rshd(8C).

The rresvport routine is used to obtain a socket with a privileged address bound to it. This sock-
et is suitable for use by rcmd and sevral other routines. Privileged addresses consist of a port in
the range 0 to 1023. Only the super-user is allowed to bind an address of this sort to a socket.

Ruserok takes a remote host’s name, as returned by a gethostent(3N) routine, two user names
and a flag indicating if the local user’s name is the super-user. It then checks the files
letc/hosts.equiv and, possibly, .rhosts in the current working directory (normally the local user’s
home directory) to see if the request for service is allowed. A 1 is returned if the machine
name is listed in the ‘‘hosts.equiv” file, or the host and remote user name are found in the
‘“rhosts” file; otherwise ruserok returns 0. If the superuser flag is 1, the checking of the
“‘host.equiv’’ file is bypassed.

SEE ALSO

BUGS

rlogin(1C), rsh(1C), rexec(3X), rexecd(8C), rlogind(8C), rshd(8C)

There is no way to specify options to the socket call which rcmd makes.
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NAME

rexec — return stream to a remote command

SYNOPSIS

rem = rexec(ahost, inport, user, passwd, cmd, fd2p);
char =+ahost;

u_short inport;

char suser, *passwd, scmd;

int fd2p;

DESCRIPTION

Rexec looks up the host *ahost using gethostbyname(3N), returning —1 if the host does not ex-
ist. Otherwise *ahost is set to the standard name of the host. If a username and password are
both specified, then these are used to authenticate to the foreign host; otherwise the environ-
ment and then the user’s .netrc file in his home directory are searched for appropriate informa-
tion. If all this fails, the user is prompted for the information.

The port inport specifies which well-known DARPA Internet port to use for the connection; it
will normally be the value returned from the call ‘‘getservbyname("exec”, "tcp")”’ (see
getservent(3N)). The protocol for connection is described in detail in rexecd(8C).

If the call succeeds, a socket of type SOCK_STREAM is returned to the caller, and given to the
remote command as stdin and stdout. If f42p is non-zero, then a auxiliary channel to a control
process will be setup, and a descriptor for it will be placed in +fd2p. The control process will re-
turn diagnostic output from the command (unit 2) on this channel, and will also accept bytes
on this channel as being UNIX signal numbers, to be forwarded to the process group of the
command. If fd2pis 0, then the stderr (unit 2 of the remote command) will be made the same
as the stdout and no provision is made for sending arbitrary signals to the remote process,
although you may be able to get its attention by using out-of-band data.

SEE ALSO

BUGS

remd(3X), rexecd(8C)

There is no way to specify options to the socket cali which rexec makes.
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NAME
tgetent, tgetnum, tgetflag, tgetstr, tgoto, tputs — terminal independent operation routines

SYNOPSIS
char PC;
char *BC;
char «UP;
short ospeed;

tgetent (bp, name)
char *bp, ename;

tgetnum (id)
char »id;

tgetflag (id)

char eid;

char ¢
tgetstr(id, area)
char eid, searea;

char
tgoto(cm, destcol, destline)
char ecm;

tputs(cp, affent, oute)
register char scp;

int affent;

int (soutc) 0;

DESCRIPTION
These functions extract and use capabilities from the terminal capability data base termcap(5).
These are low level routines; see curses(3X) for a higher level package.

Tgetent extracts the entry for terminal mame into the buffer at bp. Bp should be a character
buffer of size 1024 and must be retained through all subsequent calls to tgetnum, tgetflag, and
tgetstr. Tgetent returns —1 if it cannot open the fermcap file, 0 if the terminal name given does
not have an entry, and 1 if all goes well. It will look in the environment for a TERMCAP vari-
able. If found, and the value does not begin with a slash, and the terminal type mame is the
same as the environment string TERM, the TERMCAP string is used instead of reading the
termcap file. If it does begin with a slash, the string is used as a path name rather than
letc/termcap. This can speed up entry into programs that call igetent, as well as to help debug
new terminal descriptions or to make one for your terminal if you can’t write the file
letcltermeap.

Tgetnum gets the numeric value of capability id, returning —1 if is not given for the terminal.
Tgetflag returns 1 if the specified capability is present in the terminal’s entry, 0 if it is not.
Tgetstr gets the string value of capability id, placing it in the buffer at area, advancing the area
pointer. It decodes the abbreviations for this field described in termcap(5), except for cursor
addressing and padding information.

Tgoto returns a cursor addressing string decoded from cm to go to column destcol in line destline.
It uses the external variables UP (from the up capability) and BC (if be is given rather than bs)
if necessary to avoid placing \n, "D or “@ in the returned string. (Programs which call tgoto
should be sure to turn off the XTABS bit(s), since fgofo may now output a tab. Note that pro-
grams using termcap should in general turn off XTABS anyway since some terminals use con-
trol I for other functions, such as nondestructive space.) If a % sequence is given which is not
understood, then fgoto returns “OO0PS”’.
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Tputs decodes the leading padding information of the string cp; qffcnt gives the number of lines
affected by the operation, or 1 if this is not applicable, outc is a routine which is called with
each character in turn. The external variable ospeed should contain the output speed of the ter-
minal as encoded by stty(3). The external variable PC should contain a pad character to be
used (from the pe capability) if a null (*@) is inappropriate.

FILES
/usr/lib/libtermcap.a —Itermcap library
/etc/termcap data base
SEE ALSO
ex(1), curses(3X), termcap(5)
AUTHOR
William Joy
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NAME
intro — introduction to compatibility library functions

DESCRIPTION
These functions constitute the compatibility library portion of libc. They are automatically
loaded as needed by the C compiler cc(1). The link editor searches this library under the
““—Ic”” option. Use of these routines should, for the most part, be avoided. Manual entries for
the functions in this library describe the proper routine to use.

LIST OF FUNCTIONS
Name  Appears on Page Description

alarm alarm.3c schedule signal after specified time

ftime time.3c get date and time

getpw getpw.3c get name from uid

gtty stty.3c set and get terminal state (defunct)
nice nice.3c set program priority

pause pause.3c stop until signal

rand rand.3c random number generator

signal signal.3c simplified software signal facilities
srand rand.3c random number generator

stty stty.3c set and get terminal state (defunct)
time time.3c get date and time

times times.3c get process times

utime utime.3c set file times

vlimit vlimit.3¢c control maximum system resource consumption

vtimes vtimes.3c get information about resource utilization
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NAME

alarm — schedule signal after specified time
SYNOPSIS

alarm (seconds)

unsigned seconds;
DESCRIPTION

This interface is obsoleted by setitimer(2).

Alarm causes signal SIGALRM, see signal(3C), to be sent to the invoking process in a number
of seconds given by the argument. Unless caught or ignored, the signal terminates the process.

Alarm requests are not stacked; successive calls reset the alarm clock. If the argument is 0, any
alarm request is canceled. Because of scheduling delays, resumption of execution of when the
signal is caught may be delayed an arbitrary amount. The longest specifiable delay time is
2147483647 seconds.

The return value is the amount of time previously remaining in the alarm clock.

SEE ALSO
sigpause(2), sigvec(2), signal(3C), sleep(3)
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NAME
getpw — get name from uid

SYNOPSIS
getpw (uid, buf)
char sbuf;

DESCRIPTION
Getpw is obsoleted by getpwuid (3).
Getpw searches the password file for the (numerical) wid, and fills in byf with the corresponding
line; it returns non-zero if wid could not be found. The line is null-terminated.
FILES
/etc/passwd
SEE ALSO
getpwent(3), passwd(5)

DIAGNOSTICS
Non-zero return on error.
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NAME
nice — set program priority

SYNOPSIS
nice(incr)

DESCRIPTION
This interface is obsoleted by setpriority(2).
The scheduling priority of the process is augmented by incr. Positive priorities get less service
than normal. Priority 10 is recommended to users who wish to execute long-running programs
without flak from the administration.
Negative increments are ignored except on behalf of the super-user. The priority is limited to
the range —20 (most urgent) to 20 (least).
The priority of a process is passed to a child process by fork(2). For a privileged process to
return to normal priority from an unknown state, nice should be called successively with argu-
ments —40 (goes to priority —20 because of truncation), 20 (to get to 0), then 0 (to maintain
compatibility with previous versions of this call).

SEE ALSO
nice (1), setpriority (2), fork(2), renice(8)
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NAME
pause — stop until signal

SYNOPSIS
pause()

DESCRIPTION
Pause never returns normally. It is used to give up control while waiting for a signal from
kill(2) or an interval timer, see setitimer(2). Upon termination of a signal handler started dur-
ing a pause, the pause call will return.

RETURN VALUE
Always returns —1.

ERRORS

Pause always returns:

[EINTR] The call was interrupted.
SEE ALSO

kill(2), select(2), sigpause(2)
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NAME
rand, srand — random number generator

SYNOPSIS
srand (seed)
int seed;

rand

DESCRIPTION
The newer random (3) should be used in new applications; rand remains for compatibilty.

Rand uses a multiplicative congruential random number g}enerator with period 2*? to return suc-
cessive pseudo-random numbers in the range from 0 to 2 -1

The generator is reinitialized by calling srand with 1 as argument. It can be set to a random
starting point by calling srand with whatever you like as argument.

SEE ALSO
random (3)
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signal — simplified software signal facilities

SYNOPSIS

#include <signal.h>

(eaignal(sig, func)) 0
void (sfunc) Q;

DESCRIPTION

Signal is a simplified interface to the more general sigvec(2) facility.

A signal is generated by some abnormal event, initiated by a user at a terminal (quit, interrupt,
stop), by a program error (bus error, etc.), by request of another program (kill), or when a pro-
cess is stopped because it wishes to access its control terminal while in the background (see
ny(4)). Signals are optionally generated when a process resumes after being stopped, when the
status of child processes changes, or when input is ready at the control terminal. Most signals
cause termination of the receiving process if no action is taken; some signals instead cause the
process receiving them to be stopped, or are simply discarded if the process has not requested
otherwise. Except for the SIGKILL and SIGSTOP signals, the signal call allows signals either to
be ignored or to cause an interrupt to a specified location. The following is a list of all signals
with names as in the include file <signal.h>:

SIGHUP 1  hangup

SIGINT 2 interrupt

SIGQUIT 3« quit

SIGILL 4+ illegal instruction

SIGTRAP Se trace trap

SIGIOT 6+ IOT instruction

SIGEMT T« EMT instruction

SIGFPE 8+ floating point exception

SIGKILL 9  kill (cannot be caught or ignored)

SIGBUS 10+ bus error

SIGSEGV 11+ segmentation violation

SIGSYS 12+ bad argument to system call

SIGPIPE 13 write on a pipe with no one to read it
SIGALRM 14 alarm clock

SIGTERM 15 software termination signal

SIGURG 16® urgent condition present on socket
SIGSTOP 17¢ stop (cannot be caught or ignored)
SIGTSTP 18¢ stop signal generated from keyboard
SIGCONT 19@ continue after stop

SIGCHLD  20@ child status has changed

SIGTTIN 211 background read attempted from control terminal
SIGTTOU 22% background write attempted to control terminal
SIGIO 23e i/o is possible on a descriptor (see fentk(2))
SIGXCPU 24 cpu time limit exceeded (see setrlimit(2))
SIGXFSZ 25 file size limit exceeded (see setrlimit(2))
SIGVTALRM 26 virtual time alarm (see setitimer(2))
SIGPROF 27 profiling timer alarm (see setitimer(2))

The starred signals in the list above cause a core image if not caught or ignored.

If func is SIG_DFL, the default action for signal sig is reinstated; this default is termination
(with a core image for starred signals) except for signals marked with ® or t. Signals marked
with @ are discarded if the action is SIG_DFL; signals marked with t cause the process to stop.
If func is SIG_IGN the signal is subsequently ignored and pending instances of the signal are
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discarded. Otherwise, when the signal occurs further occurences of the signal are automatically
blocked and func is called.

A return from the function unblocks the handled signal and continues the process at the point
it was interrupted. Unlike previous signal facilities, the handler finc remains installed after
a signal has been delivered.

If a caught signal occurs during certain system calls, causing the call to terminate prematurely,
the call is automatically restarted. In particular this can occur during a read or write(2) on a
slow device (such as a terminal; but not a file) and during a wait(2).

The value of signal is the previous (or initial) value of finc for the particular signal.

After a fork(2) or vfork(2) the child inherits all signals. Execve(2) resets all caught signals to
the default action; ignored signals remain ignored.

RETURN VALUE
The previous action is returned on a successful call. Otherwise, —1 is returned and errno is set
to indicate the error.

ERRORS
Signal will fail and no action will take place if one of the following occur:

[EINVAL) Sig is not a valid signal number.
[EINVAL] An attempt is made to ignore or supply a handler for SIGKILL or SIGSTOP.
[EINVAL] An attempt is made to ignore SIGCONT (by default SIGCONT is ignored).

SEE ALSO
kill(1), ptrace(2), kill(2), sigvec(2), sigblock(2), sigsetmask(2), sigpause(2), sigstack(2),
setjmp(3), tty(4)

NOTES (VAX-i1)
The handler routine can be declared:

handler (sig, code, scp)

Here sig is the signal number, into which the hardware faults and traps are mapped as defined
below. Code is a parameter which is either a constant as given below or, for compatibility
mode faults, the code provided by the hardware. Scp is a pointer to the struct sigcontext used by
the system to restore the process context from before the signal. Compatibility mode faults are
distinguished from the other SIGILL traps by having PSL_CM set in the psl.

The following defines the mapping of hardware traps to signals and codes. All of these symbols
are defined in <signal.h>:

Hardware condition Signal Code

Arithmetic traps:
Integer overflow SIGFPE FPE_INTOVF_TRAP
Integer division by zero SIGFPE FPE_INTDIV_TRAP
Floating overflow trap SIGFPE FPE_FLTOVF_TRAP
Floating/decimal division by zero SIGFPE FPE_FLTDIV_TRAP
Floating underflow trap SIGFPE FPE_FLTUND_TRAP
Decimal overflow trap SIGFPE FPE_DECOVF_TRAP
Subscript-range SIGFPE FPE_SUBRNG_TRAP
Floating overflow fault SIGFPE FPE_FLTOVF_FAULT
Floating divide by zero fault SIGFPE FPE_FLTDIV_FAULT
Floating underflow fault SIGFPE FPE_FLTUND_FAULT

Length access control SIGSEGV

Protection violation SIGBUS

4th Berkeley Distribution 15 June 1983 2



SIGNAL (3C)

Reserved instruction

Customer-reserved instr.

Reserved operand
Reserved addressing
Trace pending

Bpt instruction
Compatibility-mode
Chme

Chms

Chmu
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SIGILL
SIGEMT
SIGILL
SIGILL
SIGTRAP
SIGTRAP
SIGILL
SIGSEGV
SIGSEGV
SIGSEGV

15 June 1983

Manual SIGNAL (3C)

ILL_RESAD_FAULT
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NAME
stty, gtty — set and get terminal state (defunct)

SYNOPSIS
#include <sgtty.h>

stty (fd, buf)
int fd;
struct sgttyb ebuf;

gtty (fd, buf)
int fd;
struct sgttyb buf;
DESCRIPTION
This interface is obsoleted by ioctl(2).
Sty sets the state of the terminal associated with fd. Gty retrieves the state of the terminal
associated with fd. To set the state of a terminal the call must have write permission.
The sty call is actually ‘‘iocti(fd, TIOCSETP, buf)’’, while the gmy call is ‘‘ioctl(fd,
TIOCGETP, buf)”. See ioct!(2) and tty(4) for an explanation.
DIAGNOSTICS
If the call is successful 0 is returned, otherwise —1 is returned and the global variable errno
contains the reason for the failure.

SEE ALSO
ioctl(2), tty(4)
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NAME
time, ftime — get date and time
SYNOPSIS
long time(0)
long time(tloc)
long stloc;
##include <sys/types.h>
#include <sys/timeb.h>
ftime (tp)
struct timeb tp;

DESCRIPTION
These interfaces are obsoleted by gettimeofday(2).

Time returns the time since 00:00:00 GMT, Jan. 1, 1970, measured in seconds.

If tloc is nonnull, the return value is also stored in the place to which toc points.

The ftime entry fills in a structure pointed to by its argument, as defined by < sys/timeb.h>:
/+ timeb.h 6.183/07/29+/

/*

« Structure returned by ftime system call
./

struct timeb

time_t time;

unsigned short millitm;

short timezone;

short dstflag;
|5
The structure contains the time since the epoch in seconds, up to 1000 milliseconds of more-
precise interval, the local time zone (measured in minutes of time westward from Greenwich),
and a flag that, if nonzero, indicates that Daylight Saving time applies locally during the
appropriate part of the year.

SEE ALSO
date(1), gettimeofday(2), settimeofday(2), ctime(3)
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NAME
times — get process times

SYNOPSIS
#include <sys/types.h>
#include <sys/times.h>

times (buffer)
struct tms sbuffer;

DESCRIPTION

This interface is obsoleted by getrusage(2).

Times returns time-accounting information for the current process and for the terminated child
processes of the current process. All times are in 1/HZ seconds, where HZ is 60.

This is the structure returned by times:
/* times.h 6.1 83/07/29

/*

= Structure returned by times()

+/

struct tms {
time_t tms_utime;
time_t tms_stime;
time_t tms_cutime;

} time_t tms_cstime;

b

«/

/+ user time =/

/* system time */

/+ user time, children +/
/+ system time, children =/

The children times are the sum of the children’s process times and their children’s times.

SEE ALSO

time (1), getrusage(2), wait3(2), time(3)
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NAME
utime — set file times

SYNOPSIS
#include <sys/types.h>

utime(file, timep)
char efile;
time_t timepl2];
DESCRIPTION
This interface is obsoleted by utimes(2).
The utime call uses the ‘accessed’ and ‘updated’ times in that order from the timep vector to set
the corresponding recorded times for file.
The caller must be the owner of the file or the super-user. The ‘inode-changed’ time of the file
is set to the current time.

SEE ALSO
utimes(2), stat(2)
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NAME

vlimit — control maximum system resource consumption

SYNOPSIS

#include <sys/vlimit.h>
vlimit (resource, value)

DESCRIPTION

This facility is superseded by getrlimit(2).

Limits the consumption by the current process and each process it creates to not individually
exceed value on the specified resource. If value is specified as —1, then the current limit is
returned and the limit is unchanged. The resources which are currently controllable are:

LIM_NORAISE A pseudo-limit; if set non-zero then the limits may not be raised. Only the
super-user may remove the noraise restriction.

LIM_CPU the maximum number of cpu-seconds to be used by each process
LIM_FSIZE the largest single file which can be created

LIM_DATA  the maximum growth of the data+stack region via sbrk(2) beyond the end of
the program text

LIM_STACK the maximum size of the automatically-extended stack region
LIM_CORE the size of the largest core dump that will be created.

LIM_MAXRSS a soft limit for the amount of physical memory (in bytes) to be given to the
program. If memory is tight, the system will prefer to take memory from
processes which are exceeding their declared LIM_MAXRSS.

Because this information is stored in the per-process information this system call must be exe-
cuted directly by the shell if it is to affect all future processes created by the shell; limit is thus a
built-in command to csh(1).

The system refuses to extend the data or stack space when the limits would be exceeded in the
normal way; a break call fails if the data space limit is reached, or the process is killed when the
stack limit is reached (since the stack cannot be extended, there is no way to send a signal!).

A file i/o operation which would create a file which is too large will cause a signal SIGXFSZ to
be generated, this normally terminates the process, but may be caught. When the cpu time
limit is exceeded, a signal SIGXCPU is sent to the offending process; to allow it time to process
the signal it is given 5 seconds grace by raising the cpu time limit.

SEE ALSO

BUGS

csh(1)

If LIM_NORAISE is set, then no grace should be given when the cpu time limit is exceeded.
There should be limit and unlimit commands in s#(1) as well as in csh.

This call is peculiar to this version of UNIX. The options and specifications of this system call
and even the call itself are subject to change. It may be extended or replaced by other facilities
in future versions of the system.
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NAME
vtimes — get information about resource utilization
SYNOPSIS
vtimes(par_vim, ch_vm)
struct viimes *par_vm, »ch_vm;
DESCRIPTION
This facility is superseded by getrusage(2).
Vtimes returns accounting information for the current process and for the terminated child
processes of the current process. Either par_vm or ch_vm or both may be 0, in which case only
the information for the pointers which are non-zero is returned.

After the call, each buffer contains information as defined by the contents of the include file

fusrlincludelsysivtimes.h:

struct vtimes {
int vm_utime; /= user time (+HZ) */
int vm_stime; /+ system time (¢HZ) ¢/
/= divide next two by utime-+stime to get averages «/
unsigned vm_idsrss; /+ integral of d+s rss ¢/
unsigned vm_ixrss; /+ integral of text rss +/
int VIN_Maxrss; /+ maximum rss */
int vm_maijfit; /+ major page faults «/
int vm_minflt; /+ minor page faults «/
int vm_nswap; /= number of swaps +/
int vm_inblk; /= block reads «/
int vm_oublk; /= block writes +/

I3

The vm_utime and vm_stime fields give the user and system time respectively in 60ths of a
second (or 50ths if that is the frequency of wall current in your locality.) The vm_idrss and
vm_ixrss measure memory usage. They are computed by integrating the number of memory
pages in use each over cpu time. They are reported as though computed discretely, adding the
current memory usage (in 512 byte pages) each time the clock ticks. If a process used 5 core
pages over 1 cpu-second for its data and stack, then vm_idsrss would have the value 5+60, where
vm_utime +vm_stime would be the 60. Vim_idsrss integrates data and stack segment usage, while
vm_ixrss integrates text segment usage. Vm_maxrss reports the maximum instantaneous sum of
the text+ data-+stack core-resident page count.

The vm_majfit field gives the number of page faults which resulted in disk activity; the
vm_minflt field gives the number of page faults incurred in simulation of reference bits;
vm_nswap is the number of swaps which occurred. The number of file system input/output
events are reported in vm_inblk and vm_oublk These numbers account only for real i/o; data
supplied by the caching mechanism is charged only to the first process to read or write the data.

SEE ALSO
time(2), wait3(2)

BUGS
This call is peculiar to this version of UNIX. The options and specifications of this system call
are subject to change. It may be extended to include additiona! information in future versions
of the system.
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NAME
intro — introduction to special files and hardware support

DESCRIPTION
This section describes the special files, related driver functions, and networking support avail-
able in the system. In this part of the manual, the SYNOPSIS section of each configurable dev-
ice gives a sample specification for use in constructing a system description for the config(8)
program. The DIAGNOSTICS section lists messages which may appear on the console and in
the system error log /usr/adm/messages due to errors in device operation.

This section contains both devices which may be configured into the system, ‘‘4”’ entries, and
network related information, ‘““4N”, “4P”, and ‘‘4F”’ entries; The networking support is intro-
duced in intro(4N).

VAX DEVICE SUPPORT
This section describes the hardware supported on the DEC VAX-11. Software support for
these devices comes in two forms. A hardware device may be supported with a character or
block device driver, or it may be used within the networking subsystem and have a network inter-
face driver. Block and character devices are accessed through files in the file system of a special
type; c.f. mknod(8). Network interfaces are indirectly accessed through the interprocess com-
munication facilities provided by the system; see socker(2).

A hardware device is identified to the system at configuration time and the appropriate device
or network interface driver is then compiled into the system. When the resultant system is
booted, the autoconfiguration facilities in the system probe for the device on either the
UNIBUS or MASSBUS and, if found, enable the software support for it. If a UNIBUS device
does not respond at autoconfiguration time it is not accessible at any time afterwards. To
enable a UNIBUS device which did not autoconfigure, the system will have to be rebooted. If a
MASSBUS device comes ‘“‘on-line’’ after the autoconfiguration sequence it will be dynamically
autoconfigured into the running system.

The autoconfiguration system is described in autoconf(4). VAX specific device support is
described in “‘4V”’ entries. A list of the supported devices is given below.

SEE ALSO
intro(4), intro(4N), autoconf(4), config(8)

LIST OF DEVICES
The devices listed below are supported in this incarnation of the system. Devices are indicated
by their functional interface. If second vendor products provide functionally identical interfaces
they should be usable with the supplied software. (Beware however that we promise the
software works ONLY with the hardware indicated on the appropriate manual page.)

acc ACC LH/DH IMP communications interface
ad Data transiation A/D interface

css DEC IMP-11A communications interface

ct C/A/T phototypesetter

dh DH-11 emulators, terminal multiplexor

dme DEC DMC-11/DMR-11 point-to-point communications device
dmf DEC DMF-32 terminal multiplexor

dn DEC DN-11 autodialer interface

dz DZ-11 terminal muitiplexor

ec 3Com 10Mb/s Ethernet controlier

en Xerox 3Mb/s Ethernet controller (obsolete)
kg KL-11/DL-11W line clock

il VAX-11/780 console floppy interface

hk RK6-11/RK06 and RK07 moving head disk
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hp MASSBUS disk interface (with RP06, RM03, RMO0S, etc.)
ht TMO03 MASSBUS tape drive interface (with TE-16, TU-45, TU-77)
hy DR-11B or GI-13 interface to an NSC Hyperchannel
ik Ikonas frame buffer graphics device interface
il Interlan 10Mb/s Ethernet controller
Ip LP-11 parallel line printer interface
mt TM78 MASSBUS tape drive interface
pel DEC PCL-11 communications interface
ps Evans and Sutherland Picture System 2 graphics interface
rx DEC RXO02 floppy interface
tm TM-11/TE-10 tape drive interface
ts TS-11 tape drive interface
tu VAX-11/730 TUS8 console cassette interface
uda DEC UDA-50 disk controller
un DR-11W interface to Ungermann-Bass
up Emulex SC-21V UNIBUS disk controller
ut UNIBUS TU-45 tape drive interface
uu TUS8 dual cassette drive interface (DL11)
va Benson-Varian printer/plotter interface
vp Versatec printer/plotter interface
vv Proteon proNET 10Mb/s ring network interface

4th Berkeley Distribution 27 July 1983
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NAME
networking — introduction to networking facilities

SYNOPSIS
#include <sys/socket.h>
#include <net/route.h>
#include <net/if.h>

DESCRIPTION
This section briefly describes the networking facilities available in the system. Documentation
in this part of section 4 is broken up into three areas: protocol-families, protocols, and network
interfaces. Entries describing a protocol-family are marked ‘‘4F’’, while entries describing pro-
tocol use are marked ‘“4P’’. Hardware support for network interfaces are found among the
standard “‘4”’ entries.

All network protocols are associated with a specific protocol-family. A protocol-family provides
basic services to the protocol implementation to allow it to function within a specific network
environment. These services may include packet fragmentation and reassembly, routing,
addressing, and basic transport. A protocol-family may support multiple methods of addressing,
though the current protocol implementations do not. A protocol-family is normally comprised
of a number of protocols, one per socket(2) type. It is not required that a protocol-family sup-
port all socket types. A protocol-family may contain multiple protocols supporting the same
socket abstraction.

A protocol supports one of the socket abstractions detailed in socket(2). A specific protocol
may be accessed either by creating a socket of the appropriate type and protocol-family, or by
requesting the protocol explicitly when creating a socket. Protocols normally accept only one
type of address format, usually determined by the addressing structure inherent in the design of
the protocol-family/network architecture. Certain semantics of the basic socket abstractions are
protocol specific. All protocols are expected to support the basic model for their particular
socket type, but may, in addition, provide non-standard facilities or extensions to a mechanism.
For example, a protocol supporting the SOCK_STREAM abstraction may allow more than one
byte of out-of-band data to be transmitted per out-of-band message.

A network interface is similar to a device interface. Network interfaces comprise the lowest
layer of the networking subsystem, interacting with the actual transport hardware. An interface
may support one or more protocol families, and/or address formats. The SYNOPSIS section of
each network interface entry gives a sample specification of the related drivers for use in pro-
viding a system description to the config(8) program. The DIAGNOSTICS section lists mes-
sages which may appear on the console and in the system error log /usr/adm/messages due to
errors in device operation.

PROTOCOLS
The system currently supports only the DARPA Internet protocols fully. Raw socket interfaces
are provided to IP protocol layer of the DARPA Internet, to the IMP link layer (1822), and to
Xerox PUP-1 layer operating on top of 3Mb/s Ethernet interfaces. Consult the appropriate
manual pages in this section for more information regarding the support for each protocol fam-
ily.

ADDRESSING
Associated with each protocol family is an address format. The following address formats are
used by the system:

/+ local to host (pipes, portals) */
/= internetwork: UDP, TCP, etc. */
/+ arpanet imp addresses ¢/

/+ pup protocols: e.g. BSP »/

#define AF_UNIX
#define AF_INET
#define AF_IMPLINK
#define AF_PUP

o B =
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ROUTING

The network facilities provided limited packet routing. A simple set of data structures comprise
a ‘“‘routing table’’ used in selecting the appropriate network interface when transmitting packets.
This table contains a single entry for each route to a specific network or host. A user process,
the routing daemon, maintains this data base with the aid of two socket specific ioct/(2) com-
mands, SIOCADDRT and SIOCDELRT. The commands allow the addition and deletion of a
single routing table entry, respectively. Routing table manipulations may only be carried out by
super-user.

A routing table entry has the following form, as defined in < net/route.h>;
struct rtentry {

u_long rt_hash;
struct sockaddr rt_dst;

struct sockaddr rt_gateway;
short rt_flags;

short rt_refent;

u_long rt_use;

struct ifnet ort_ifp;

)
with r¢_flags defined from,

#define RTF_UP Ox1 /= route usable ¢/
#define RTF_GATEWAY 0x2 /e destination is a gateway /
#define RTF_HOST 0x4 /e host entry (net otherwise) */

Routing table entries come in three flavors: for a specific host, for all hosts on a specific net-
work, for any destination not matched by entries of the first two types (a wildcard route). When
the system is booted, each network interface autoconfigured installs a routing table entry when
it wishes to have packets sent through it. Normally the interface specifies the route through it
is a ‘‘direct” connection to the destination host or network. If the route is direct, the transport
layer of a protocol family usually requests the packet be sent to the same host specified in the
packet. Otherwise, the interface may be requested to address the packet to an entity different
from the eventual recipient (i.e. the packet is forwarded).

Routing table entries installed by a user process may not specify the hash, reference count, use,
or interface fields; these are filled in by the routing routines. If a route is in use when it is
deleted (rt_refent is non-zero), the resources associated with it will not be reclaimed until
further references to it are released.

The routing code returns EEXIST if requested to duplicate an existing entry, ESRCH if
requested to delete a non-existant entry, or ENOBUFS if insufficient resources were available to
install a new route.

User processes read the routing tables through the /dev/kmem device.

The rt_use field contains the number of packets sent along the route. This value is used to
select among multiple routes to the same destination. When multiple routes to the same desti-
nation exist, the least used route is selected.

A wildcard routing entry is specified with a zero destination address value. Wildcard routes are
used only when the system fails to find a route to the destination host and network. The com-
bination of wildcard routes and routing redirects can provide an economical mechanism for
routing traffic.
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INTERFACES
Each network interface in a system corresponds to a path through which messages may be sent
and received. A network interface usually has a hardware device associated with it, though cer-
tain interfaces such as the loopback interface, /o(4), do not.

At boot time each interface which has underlying hardware support makes itself known to the
system during the autoconfiguration process. Once the interface has acquired its address it is
expected to install a routing table entry so that messages may be routed through it. Most inter-
faces require some part of their address specified with an SIOCSIFADDR ioctl before they will
allow traffic to flow through them. On interfaces where the network-link layer address mapping
is static, only the network number is taken from the ioctl; the remainder is found in a hardware
specific manner. On interfaces which provide dynamic network-link layer address mapping
facilities (e.g. 10Mb/s Ethernets), the entire address specified in the ioctl is used.

The following ioct/ calls may be used to manipulate network interfaces. Unless specified other-
wise, the request takes an frequest structure as its parameter. This structure has the form

struct ifreq {
char  ifr_name[16]; /+ name of interface (e.g. "ec0") +/
union {
struct sockaddr ifru_addr;
struct sockaddr ifru_dstaddr;
short ifru_flags;

} ifr_ifru;
#defineifr_addrifr_ifru.ifru_addr /+ address s/
#defineifr_dstaddr ifr_ifru.ifru_dstaddr /e other end of p-to-p link ¢/
#defineifr_flagsifr_ifru.ifru_flags /¢ flags »/
SIOCSIFADDR

Set interface address. Following the address assignment, the ‘‘initialization’’ routine
for the interface is called.
SIOCGIFADDR
Get interface address.
SIOCSIFDSTADDR
Set point to point address for interface.

SIOCGIFDSTADDR
Get point to point address for interface.

SIOCSIFFLAGS
Set interface flags field. If the interface is marked down, any processes currently rout-
ing packets through the interface are notified.

SIOCGIFFLAGS
Get interface flags.

SIOCGIFCONF
Get interface configuration list. This request takes an ifconf structure (see below) as a
value-result parameter. The jfc_len field should be initially set to the size of the buffer
pointed to by ifc_byf. On return it will contain the length, in bytes, of the configuration
list.

/e

» Structure used in SIOCGIFCONF request.

» Used to retrieve interface configuration

» for machine (useful for programs which
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« must know all networks accessible).
/
struct ifconf {
int ifc_len; /e size of associated buffer «/
union {
caddr_t ifcu_buf;
struct ifreq sifcu_req;
} ifc_ifcu;
#defineifc_buf ifc_ifcu.ifcu_buf /¢ buffer address ¢/
#defineifc_req ifc_ifcu.ifcu_req/e array of structures returned »/

’

SEE ALSO
socket(2), ioctl(2), intro(4), config(8), routed(8C)
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NAME

acc — ACC LH/DH IMP interface

SYNOPSIS

pseudo-device imp
device accO at uba0 csr 167600 vector accrint accxint

DESCRIPTION

The acc device provides a Local Host/Distant Host interface to an IMP. It is normally used
when participating in the DARPA Internet. The controller itself is not accessible to users, but
instead provides the hardware support to the IMP interface described in imp(4). When
configuring, the imp pseudo-device must also be included.

DIAGNOSTICS

acc%d: not alive. The initialization routine was entered even though the device did not
autoconfigure. This indicates a system problem.

acc%d: can’t initialize. Insufficient UNIBUS resources existed to initialize the device. This is
likely to occur when the device is run on a buffered data path on an 11/750 and other network
interfaces are also configured to use buffered data paths, or when it is configured to use
buffered data paths on an 11/730 (which has none).

acc%d: imp doesn’t respond, icsr=%b. The driver attempted to initialize the device, but the
IMP failed to respond after 500 tries. Check the cabling.

acc%d: stray xmit interrupt, csr=%b. An interrupt occurred when no output had previously
been started.

acc%d: output error, ocsr=%b, icsr=%b. The device indicated a problem sending data on out-
put.

acc%d: input error, csr=%b. The device indicated a problem receiving data on input.

acc%d: bad length=%d. An input operation resulted in a data transfer of less than 0 or more
than 1008 bytes of data into memory (according to the word count register). This should never
happen as the maximum size of a host-IMP message is 1008 bytes.
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NAME
ad — Data Translation A/D converter

SYNOPSIS
device ad0 at uba0 csr 0170400 vector adintr

DESCRIPTION
Ad provides the interface to the Data Translation A/D converter. This is not a real-time driver,
but merely allows the user process to sample the board’s channels one at a time. Each minor
device selects a different A/D board.

The driver communicates to a user process by means of ioctls. The AD_CHAN ioctl selects
which channel of the board to read. For example,

chan = §; ioctl(fd, AD_CHAN, &chan);
selects channel 5. The AD_READ ioctl actually reads the data and returns it to the user pro-
cess. An example is

ioctl(fd, AD_READ, &data);

FILES
/dev/ad

DIAGNOSTICS
None.
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NAME
arp — Address Resolution Protocol

SYNOPSIS
pseudo-device ether

DESCRIPTION
ARP is a protocol used to dynamically map between DARPA Internet and 10Mb/s Ethernet
addresses on a local area network. It is used by all the 10Mb/s Ethernet interface drivers and is
not directly accessible to users.

ARP caches Internet-Ethernet address mappings. When an interface requests a mapping for an
address not in the cache, ARP queues the message which requires the mapping and broadcasts
a message on the associated network requesting the address mapping. If a response is provided,
the new mapping is cached and any pending messages are transmitted. ARP itself is not Inter-
net or Ethernet specific; this implementation, however, is. ARP will queue at most one packet
while waiting for a mapping request to be responded to; only the most recently ‘‘transmitted”’
packet is kept.

ARP watches passively for hosts impersonating the local host (i.e. a host which responds to an
ARP mapping request for the local host’s address) and will, optionally, pericdically probe a net-
work looking for impostors.

DIAGNOSTICS
duplicate IP address!! sent from ethernet address: %x %x %x %x %x %x . ARP has
discovered another host on the local network which responds to mapping requests for its own
Internet address.

SEE ALSO
ec(4), il(4)
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NAME .
autoconf — diagnostics from the autoconfiguration code

DESCRIPTION
When UNIX bootstraps it probes the innards of the machine it is running on and locates con-
trollers, drives, and other devices, printing out what it finds on the console. This procedure is
driven by a system configuration table which is processed by config(8) and compiled into each
kernel.

Devices in NEXUS slots are normally noted, thus memory controllers, UNIBUS and MASSBUS
adaptors. Devices which are not supported which are found in NEXUS slots are noted also.

MASSBUS devices are located by a very deterministic procedure since MASSBUS space is com-
pletely probe-able. If devices exist which are not configured they will be silently ignored; if
devices exist of unsupported type they will be noted.

UNIBUS devices are located by probing to see if their control-status registers respond. If not,
they are silently ignored. If the control status register responds but the device cannot be made
to interrupt, a diagnostic warning will be printed on the console and the device will not be
available to the system.

A generic system may be built which picks its root device at boot time as the ‘‘best’’ available
device (MASSBUS disks are better than SMD UNIBUS disks are better than RK07’s; the dev-
ice must be drive 0 to be considered.) If such a system is booted with the RB_ASKNAME
option of (see reboot(2)), then the name of the root device is read from the console terminal at
boot time, and any available device may be used.

SEE ALSO
intro(4), config(8)

DIAGNOSTICS
cpu type %d not configured. You tried to boot UNIX on a cpu type which it doesn’t (or at least
this compiled version of UNIX doesn’t) understand.

mba%d at tr%d. A MASSBUS adapter was found in tr%d (the NEXUS slot number). UNIX
will call it mba%d.

%d mba’s not configured. More MASSBUS adapters were found on the machine than were
declared in the machine configuration; the excess MASSBUS adapters will not be accessible.

uba%d at tr%d. A UNIBUS adapter was found in tr%d (the NEXUS slot number). UNIX will
call it uba%d.

dr32 unsupported (at tr %d). A DR32 interface was found in a NEXUS, for which UNIX does
not have a driver.

mcr%d at tr%d. A memory controller was found in tr%d (the NEXUS slot number). UNIX
will call it mcr%d.

5 mer’s unsupported. UNIX supports only 4 memory controllers per cpu.

mpm unsupported (at tr%d). Multi-port memory is unsupported in the sense that UNIX does
not know how to poll it for ECC errors.

%s%d at mba%d drive %d. A tape formatter or a disk was found on the MASSBUS; for disks
%s%d will look like “‘hp0”’, for tape formatters like “ht1”’. The drive number comes from the
unit plug on the drive or in the TM formatter (not on the tape drive; see below).

%s%d at %s%d slave %d. (For MASSBUS devices). Which would look like “‘tu0 at htO slave
0>’, where tu0 is the name for the tape device and ht0 is the name for the formatter. A tape

slave was found on the tape formatter at the indicated drive number (on the front of the tape
drive). UNIX will call the device, e.g., tu0.
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%s%d at uba%d csr %o vec %o ipl %x. The device %s%d, e.g. dz0 was found on uba%d at
control-status register address %o and with device vector %o0. The device interrupted at priority
level %x.

%s%d at uba%d csr %o zero vector. The device did not present a valid interrupt vector, rather
presented 0 (a passive release condition) to the adapter.

%s%d at uba%d csr %o didn’t interrupt. The device did not interrupt, likely because it is bro-
ken, hung, or not the kind of device it is advertised to be.

%s%d at %s%d slave %d. (For UNIBUS devices). Which would look like “‘up0 at scO slave
0’’, where up0 is the name of a disk drive and sc0 is the name of the controller. Analogous to
MASSBUS case.
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NAME
bk — line discipline for machine-machine communication (obsolete)

SYNOPSIS
pseudo-device bk

DESCRIPTION

This line discipline provides a replacement for ‘the old and new tty drivers described in zy(4)
when high speed output to and especially input from another machine is to be transmitted over
a asynchronous communications line. The discipline was designed for use by the Berkeley net-
work. It may be suitable for uploading of data from microprocessors into the system. If you
are going to send data over asynchronous communications lines at high speed into the system,
you must use this discipline, as the system otherwise may detect high input data rates on termi-
nal lines and disables the lines; in any case the processing of such data when normal terminal
mechanisms are involved saturates the system.

The line discipline is enabled by a sequence:

#include <sgtty.h>
int ldisc = NETLDISC, fildes; ...
ioctl(fildes, TIOCSETD, &ldisc);

A typical application program then reads a sequence of lines from the terminal port, checking
header and sequencing information on each line and acknowledging receipt of each line to the
sender, who then transmits another line of data. Typically several hundred bytes of data and a
smaller amount of control information will be received on each handshake.

The old standard teletype discipline can be restored by doing:

ldisc = OTTYDISC;
foctl (fildes, TIOCSETD, &ldisc);

While in networked mode, normal teletype output functions take place. Thus, if an 8 bit out-
put data path is desired, it is necessary to prepare the output line by putting it into RAW mode
using ioct/(2). This must be done before changing the discipline with TIOCSETD, as most
ioctl(2) calls are disabled while in network line-discipline mode.

When in network mode, input processing is very limited to reduce overhead. Currently the
input path is only 7 bits wide, with newline the only recognized character, terminating an input
record. Each input record must be read and acknowledged before the next input is read as the
system refuses to accept any new data when there is a record in the buffer. The buffer is lim-
ited in length, but the system guarantees to always be willing to accept input resulting in 512
data characters and then the terminating newline.

User level programs should provide sequencing and checksums on the information to guarantee
accurate data transfer.
SEE ALSO
tty(4)
DIAGNOSTICS
None.

BUGS
The Purdue uploading line discipline, which provides 8 bits and uses timeout’s to terminate
uploading should be incorporated into the standard system, as it is much more suitable for
microprocessor connections.
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NAME

cons — VAX-11 console interface

DESCRIPTION

FILES

The console is available to the processor through the console registers. It acts like a normal
terminal, except that when the local functions are not disabled, control-P puts the console in
local console mode (where the prompt is ‘“>>>"’). The operation of the console in this
mode varies slightly per-processor.

On an 11/780 you can return to the conversational mode using the command “‘set t p° (set ter-
minal program) if the processor is still running or ‘‘continue’ if it is halted. The latter com-
mand may be abbreviated ‘‘c”. If you hit the break key on the console, then the console will
go into ODT (console debugger mode). Hit a “P’ (upper-case letter p) to get out of this
mode.

On an 11/750 or an 11/730 the processor is halted whenever the console is not in conversa-
tional mode, and typing ‘“C’’ returns to conversational mode. When in-console mode on an
11/750 which has a remote diagnosis module, a "D will put you in remote diagnosis mode,
where the prompt will be “RDM>"’. The command ‘‘ret’’ will return from remote diagnosis
mode to local console mode.

With the above proviso’s the console works like any other UNIX terminal.

/dev/console

SEE ALSO

tty(4), reboot(8)
VAX Hardware Handbook

DIAGNOSTICS

None.
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NAME

css — DEC IMP-11A LH/DH IMP interface

SYNOPSIS

pseudo-device imp
device css0 at ubal csr 167600 flags 10 vector cssrint cssxint

DESCRIPTION

The css device provides a Local Host/Distant Host interface to an IMP. It is normally used
when participating in the DARPA Internet. The controller itself is not accessible to users, but
instead provides the hardware support to the IMP interface described in imp(4). When
configuring, the imp pseudo-device is also included.

DIAGNOSTICS

css%d: not alive. The initialization routine was entered even though the device did not
autoconfigure. This is indicates a system problem.

css%d: can’t initialize. Insufficient UNIBUS resources existed to initialize the device. This is
likely to occur when the device is run on a buffered data path on an 11/750 and other network
interfaces are also configured to use buffered data paths, or when it is configured to use
buffered data paths on an 11/730 (which has none).

css%d: imp doesn’t respond, icsr=%b. The driver attempted to initialize the device, but the
IMP failed to respond after 500 tries. Check the cabling.

css%d: stray output interrupt csr=%b. An interrupt occurred when no output had previously
been started.

css%d: output error, ocsr=%b icsr=%hb. The device indicated a problem sending data on out-
put.
css%d: recv error, cst=%b. The device indicated a problem receiving data on input.

css%d: bad length=%d. An input operation resulted in a data transfer of less than 0 or more
than 1008 bytes of data into memory (according to the word count register). This should never
happen as the maximum size of a host-IMP message is 1008 bytes.
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NAME
ct — phototypesetter interface
SYNOPSIS
device ct0 at uba0 csr 0167760 vector ctintr
DESCRIPTION
This provides an interface to a Graphic Systems- C/A/T phototypesetter. Bytes written on the
file specify font, size, and other control information as well as the characters to be flashed. The
coding is not described here.
Only one process may have this file open at a time. It is write-only.
FILES
/dev/cat
SEE ALSO
troff (1)
Phototypesetter interface specification

DIAGNOSTICS
None.
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dh — DH-11/DM-11 communications multiplexer

SYNOPSIS

device dh0 at ubal csr 0160020 vector dhrint dhxint
device dmO0 at uba0 csr 0170500 vector dmintr

DESCRIPTION

FILES

A dh-11 provides 16 communication lines; dm-11’s may be optionally paired with dh-11’s to
provide modem control for the lines.

Each line attached to the DH-11 communications multiplexer behaves as described in rty(4).
Input and output for each line may independently be set to run at any of 16 speeds; see tty(4)
for the encoding.

Bit / of flags may be specified for a dh to say that a line is not properly connected, and that the
line should be treated as hard-wired with carrier always present. Thus specifying ‘‘flags
0x0004’ in the specification of dh0 would cause line ttyh2 to be treated in this way.

The dh driver normally uses input silos and polls for input at each clock tick (10 milliseconds)
rather than taking an interrupt on each input character.

/dev/tty[hi] [0-9a-f]
/dev/ttyd[0-9a-f]

SEE ALSO

tty (4)

DIAGNOSTICS

dh%d: NXM. No response from UNIBUS on a dma transfer within a timeout period. This is
often followed by a UNIBUS adapter error. This occurs most frequently when the UNIBUS is
heavily loaded and when devices which hog the bus (such as rk07’s) are present. It is not seri-
ous.

dh%d: silo overflow. The character input silo overflowed before it could be serviced. This can
happen if a hard error occurs when the CPU is running with elevated priority, as the system
will then print a message on the console with interrupts disabled. If the Berknet is running on
a dh line at high speed (e.g. 9600 baud), there is only 1/15th of a second of buffering capacity
in the silo, and overrun is possible. This may cause a few input characters to be lost to users
and a network packet is likely to be corrupted, but the network will recover. It is not serious.
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NAME
dmc — DEC DMC-11/DMR-11 point-to-point communications device

SYNOPSIS
device dmc0 at uba0 csr 167600 vector dmerint dmcxint

DESCRIPTION
The dmc interface provides access to a point-to-point communications device which runs at
either 1 Mb/s or 56 Kb/s. DMC-11’s communicate using the DEC DDCMP link layer proto-
col.
The dmc interface driver also supports a DEC DMR-11 providing point-to-point communication
running at data rates from 2.4 Kb/s to 1 Mb/s. DMR-11’s are a more recent design and thus
are preferred over DMC-11’s.
The host’s address must be specified with an SIOCSIFADDR ioctl before the interface will
transmit or recive any packets.

DIAGNOSTICS
dmc%d: bad control %o. A bad parameter was passed to the dmcload routine.

dmc%d: unknown address type %d. An input packet was received which contained a type of
address unknown to the driver.

DMC FATAL ERROR 0%o.
DMC SOFT ERROR 0%o.

dmc%d: af%d not supported. The interface was handed a message which has addresses format-
ted in an unsuitable address family.

SEE ALSO
intro(4N), inet(4F)

BUGS
Should allow multiple outstanding DMA requests, but due to the design of the current
UNIBUS support routines this is very difficult.
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NAME

dmf — DMF-32, terminal multiplexor

SYNOPSIS

device dmf0 at uba? csr 0170000
vector dmfsrint dmfsxint dmfdaint dmfdbint dmfrint dmfxint dmflint

DESCRIPTION

FILES

The dmf device provides 8 lines of asynchronous serial line support with full modem control
(the DMF-32 provides other services, but these are not supported by the driver).

Each line attached to a DMF-32 serial line port behaves as described in t#y(4). Input and out-
put for each line may independently be set to run at any of 16 speeds; see tty(4) for the encod-
ing.

Bit / of flags may be specified for a dmfto to say that a line is not properly connected, and that
the line should be treated as hard-wired with carrier always present. Thus specifying ‘‘flags
0x0004”’ in the specification of dmf0 would cause line ttyh2 to be treated in this way.

The dmf driver normally uses input silos and polls for input at =ach clock tick (10 milliseconds).

/dev/tty[hi] [0-9a-f]
/dev/ttyd[0-9a-f]

SEE ALSO

tty (4)

DIAGNOSTICS

dmf%d: NXM line %d. No response from UNIBUS on a dma transfer within a timeout period.
This is often followed by a UNIBUS adapter error. This occurs most frequently when the
UNIBUS is heavily loaded and when devices which hog the bus (such as rk07’s) are present. It
is not serious.

dmf%d: silo overflow. The character input silo overflowed before it could be serviced. This
can happen if a hard error occurs when the CPU is running with elevated priority, as the system
will then print a message on the console with interrupts disabled. If the Berknet is running on
a dh line at high speed (e.g. 9600 baud), there is only 1/15th of a second of buffering capacity
in the silo, and overrun is possible. This may cause a few input characters to be lost to users
and a network packet is likely to be corrupted, but the network will recover. It is not serious.

dmfsrint.

dmfsxint.

dmfdaint.

dmfdbint.

dmflint.

One of the unsupported parts of the dmf interrupted; something is amiss, check your interrupt
vectors for a conflict with another device.
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NAME
dn — DN-11 autocall unit interface

SYNOPSIS
device dn0 at uba? csr 0160020 vector dnintr

DESCRIPTION
The dn device provides an interface through a DEC DN-11 (or equivalent such as the Able
Quadracall) to an auto-call unit (ACU). To place an outgoing call one forks a sub-process
which opens the appropriate call unit file, /dev/cua? and writes the phone number on it. The
parent process then opens the corresponding modem line /dev/cul?. When the connection has
been established, the open on the modem line, /dev/cul? will return and the process will be con-
nected. A timer is normally used to timeout the opening of the modem line.

The codes for the phone numbers are:

0-9 dial 0-9

dial = (*’ is a synonym)

dial # (“;’ is a synonym)

delay 20 milliseconds

end-of-number (‘¢’ is a synonym)

delay for a second dial tone (‘w’ is a synonym)
force a hangup of any existing connection

TUALHE®

The entire telephone number must be presented in a single write system call.

By convention, even numbered call units are for 300 baud modem lines, while odd numbered
units are for 1200 baud lines. For example, /dev/cua0 is associated with a 300 baud modem
line, /dev/cul0, while /devicual is associated with a 1200 baud modem line, /dev/cull. For dev-
ices such as the Quadracall which simulate multiple DN-11 units, the minor device indicates
which outgoing modem to use.

FILES

/dev/cua? call units

/dev/cul? associated modem lines
SEE ALSO

tip(1C)
DIAGNOSTICS

Two error numbers are of interest at open time.
[EBUSY] The dialer is in use.
[ENXIO] The device doesn’t exist, or there’s no power to it.
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NAME
drum — paging device

DESCRIPTION
This file refers to the paging device in use by the system. This may actually be a sul-ievice of
one of the disk drivers, but in a system with paging interleaved across multiple disk drives it
provides an indirect driver for the multiple drives.

FILES
/dev/drum

BUGS
Reads from the drum are not allowed across the interleaving boundaries. Since these only

occur every .SMbytes or so, and since the system never allocates blocks across the boundary,
this is usually not a problem.
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NAME
dz — DZ-11 communications multiplexer

SYNOPSIS
device dz0 at uba0 csr 0160100 vector dzrint dzxint

DESCRIPTION
A dz-11 provides 8 communication lines with partial modem control, adequate for UNIX dialup
use. Each line attached to the DZ-11 communications multiplexer behaves as described in
tty(4) and may be set to run at any of 16 speeds; see ty(4) for the encoding.

Bit i of flags may be specified for a dz to say that a line is not properly connected, and that the
line should be treated as hard-wired with carrier always present. Thus specifying ‘‘flags 0x04”
in the specification of dz0 would cause line tty02 to be treated in this way.

The dz driver normally uses its input silos and polls for input at each clock tick (10 mil-
liseconds) rather than taking an interrupt on each input character.

FILES
/dev/tty[0-9][0-9]
/dev/ttyd[0-9a-f] dialups

SEE ALSO
tty(4)

DIAGNOSTICS
dz%d: silo overflow. The 64 character input silo overflowed before it could be serviced. This
can happen if a hard error occurs when the CPU is running with elevated priority, as the system
will then print a message on the console with interrupts disabled. If the Berknet is running on
a dz line at high speed (e.g. 9600 baud), there is only 1/15th of a second of buffering capacity
in the silo, and overrun is possible. This may cause a few input characters to be lost to users
and a network packet is likely to be corrupted, but the network will recover. It is not serious.
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ec — 3Com 10 Mb/s Ethernet interface

SYNOPSIS

device ecO at ubal csr 161000 vector ecrint eccollide ecxint

DESCRIPTION

The ec interface provides access to a 10 Mb/s Ethernet network through a 3com controller.

The hardware has 32 kilobytes of dual-ported memory on the UNIBUS. This memory is used
for internal buffering by the board, and the interface code reads the buffer contents directly
through the UNIBUS.

The host’s Internet address is specified at boot time with an SIOCSIFADDR ioctl. The ec
interface employs the address resolution protocol described in arp(4P) to dynamically map
between Internet and Ethernet addresses on the local network.

The interface software implements an exponential backoff algorithm when notified of a collision
on the cable. This algorithm utilizes a 16-bit mask and the VAX-11’s interval timer in calculat-
ing a series of random backoff values. The aigorithm is as follows:

1.  Initialize the mask to be all 1’s.

2.  If the mask is zero, 16 retries have been made and we give up.

3. Shift the mask left one bit and formulate a backofT by masking the interval timer with the
mask (this is actually the two’s complement of the vaiue).

4.  Use the value calculated in step 3 to delay before retransmitting the packet. The delay is
done in a software busy loop.

The interface normally tries to use a ‘““trailer’ encapsulation to minimize copying data on input
and output. This may be disabled, on a per-interface basis, by setting the IFF_NOTRAILERS
flag with an SIOCSIFFLAGS ioctl.

DIAGNOSTICS

ect%d: send error. After 16 retransmissions using the exponential backoff algorithm described
above, the packet was dropped.

ectd: input error (offset m4d). The hardware indicated an error in reading a packet off the
cable or an illegally sized packet. The buffer offset value is printed for debugging purposes.

ec%d: can’t handle af%%d. The interface was handed a message with addresses formatted in an
unsuitable address family; the packet was dropped.

SEE ALSO

BUGS

intro(4N), inet(4F), arp(4P)

The PUP protocol family should be added.

The hardware is not capable of talking to itself. The software implements local sending and
broadcast by sending such packets to the loop interface. This is a kludge.

Backoff delays are done in a software busy loop. This can degrade the system if the network
experiences frequent collisions.
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NAME
en — Xerox 3 Mb/s Ethernet interface

SYNOPSIS
device en0 at uba0 csr 161000 vector enrint enxint encollide

DESCRIPTION
The en interface provides access to a 3 Mb/s Ethernet network. Due to limitations in the
hardware, DMA transfers to and from the network must take place in the lower 64K bytes of
the UNIBUS address space.
The network number is specified with a SIOCSIFADDR ioctl; the host’s address is discovered
by probing the on-board Ethernet address register. No packets will be sent or accepted until a
network number is supplied.
The interface software implements an exponentiai backoff algorithm when notified of a collision
on the cable. This algorithm utilizes a 16-bit mask and the VAX-11’s interval timer in calculat-
ing a series of random backoff values. The algorithm is as follows:

1. Initialize the mask to be all 1’s,

2. If the mask is zero, 16 retries have been made and we give up.

3. Shift the mask left one bit and formulate a backoff by masking the interval timer with the
mask (this is actually the two’s complement of the value).

4. Use the value calculated in step 3 to delay before retransmitting the packet.

The interface handles both Internet and PUP protocol families, with the interface address main-
tained in Internet format. PUP addresses are converted to Internet addresses by subsituting
PUP network and host values for Internet network and local part values.

The interface normally tries to use a ‘“‘trailer’” encapsulation to minimize copying data on input
and output. This may be disabled, on a per-interface basis, by setting the IFF_NOTRAILERS
flag with an SIOCSIFFLAGS ioctl.

DIAGNOSTICS
en%d: output error. The hardware indicated an error on the previous transmission.

en%d: send error. After 16 retransmissions using the exponential backoff algorithm described
above, the packet was dropped.
en%d: input error. The hardware indicated an error in reading a packet off the cable.
en%d: can’t handle af%d. The interface was handed a message with addresses formatted in an
unsuitable address family; the packet was dropped.

SEE ALSO
intro(4N), inet(4F)

BUGS
The device has insufficient buffering to handle back to back packets. This makes use in a pro-
duction environment painful.
The hardware does word at a time DMA without byte swapping. To compensate, byte swapping
of user data must either be done by the user or by the system. A kludge to byte swap only IP
packets is provided if the ENF_SWABIPS flag is defined in the driver and set at boot time with
an SIOCSIFFLAGS ioctl.
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NAME
fl — console floppy interface
DESCRIPTION
This is a simple interface to the DEC RXO01 floppy disk unit, which is part of the console LSI-
11 subsytem for VAX-11/780’s. Access is given to the entire floppy consisting of 77 tracks of
26 sectors of 128 bytes.
All i/0 is raw; the seek addresses in raw transfers should be a multiple of 128 bytes and a mul-
tiple of 128 bytes should be transferred, as in other ‘‘raw”’ disk interfaces.
FILES
/dev/floppy
SEE ALSO
arff(8V)
DIAGNOSTICS
None.
BUGS
Multiple console floppies are not supported.

If a write is given with a count not a multiple of 128 bytes then the trailing portion of the last
sector will be zeroed.
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hk — RK6-11/RK06 and RK07 moving head disk

SYNOPSIS

controller hk0 at uba? csr 0177440 vector rkintr
disk rk0 at hk0 drive 0

DESCRIPTION

Files with minor device numbers 0 through 7 refer to various portions of drive 0; minor dev-
ices 8 through 15 refer to drive 1, etc. The standard device names begin with ‘‘hk’’ followed
by the drive number and then a letter a-h for partitions 0-7 respectively. The character ? stands
here for a drive number in the range 0-7.

The block files access the disk via the system’s normal buffering mechanism and may be read
and written without regard to physical disk records. There is also a ‘raw’ interface which pro-
vides for direct transmission between the disk and the user’s read or write buffer. A single read
or write call results in exactly one I/O operation and therefore raw 1/0 is considerably more
efficient when many words are transmitted. The names of the raw files conventionally begin
with an extra ‘r.

In raw I/O counts should be a multiple of 512 bytes (a disk sector). Likewise seek calls should
specify a multiple of 512 bytes.

DISK SUPPORT

The origin and size (in sectors) of the pseudo-disks on each drive are as follows:

RKO7 partitions:
disk start length  cyl

hk?a 0 15884  0-240
hk?b 15906 10032  241-392
hk?c 0 53790 0-814
hk?g 26004 27786  393-813
RKO06 partitions

disk start length  cyl
hk?a 0 15884  0-240
hk?b 15906 11154  241-409
hk?¢ 0 27126  0-410

On a dual RK-07 system partition hk?a is used for the root for one drive and partition hk?g for
the /usr file system. If large jobs are to be run using hk?b on both drives as swap area provides
a 10Mbyte paging area. Otherwise partition hk?c on the other drive is used as a single large file
system.

FILES

/dev/hk[0-7][a-h] block files

/dev/rhk[0-7][a-h] raw files
SEE ALSO

hp(4), uda(4), up(4)
DIAGNOSTICS

rk%d%c: hard error sn%d cs2=%b ds=%b er=%b. An unrecoverable error occurred during
transfer of the specified sector of the specified disk partition. The contents of the cs2, ds and
er registers are printed in octal and symbolically with bits decoded. The error was either unre-
coverable, or a large number of retry attempts (including offset positioning and drive recalibra-
tion) could not recover the error.
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rk%d: write locked. The write protect switch was set on the drive when a write was attempted.
The write operation is not recoverable.

rk%d: not ready. The drive was spun down or off line when it was accessed. The i/o operation
is not recoverable.

rk%d: not ready (came back!). The drive was not ready, but after printing the message about
being not ready (which takes a fraction of a second) was ready. The operation is recovered if
no further errors occur.

rk%d%c: soft ecc sn%d. A recoverable ECC error occurred on the specified sector in the
specified disk partition. This happens normally a few times a week. If it happens more fre-
quently than this the sectors where the errors are occurring should be checked to see if certain
cylinders on the pack, spots on the carriage of the drive or heads are indicated.

hk%d: lost interrupt. A timer watching the controller detected no interrupt for an extended
period while an operation was outstanding. This indicates a hardware or software failure.
There is currently a hardware/software problem with spinning down drives while they are being
accessed which causes this error to occur. The error causes a UNIBUS reset, and retry of the
pending operations. If the controller continues to lose interrupts, this error will recur a few
seconds later.

BUGS
In raw 1/0 read and write(2) truncate file offsets to 512-byte block boundaries, and write scrib-
bles on the tail of incomplete blocks. Thus, in programs that are likely to access raw devices,
read, write and Iseek(2) should always deal in 512-byte multiples.
DEC-standard error logging should be supported.
A program to analyze the logged error information (even in its present reduced form) is
needed.

The partition tables for the file systems should be read off of each pack, as they are never quite
what any single installation would prefer, and this would make packs more portable.
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NAME
hp — MASSBUS disk interface

SYNOPSIS
disk hpd at mbal drive 0

DESCRIPTION
Files with minor device numbers 0 through 7 refer to various portions of drive 0; minor dev-
ices 8 through 15 refer to drive 1, etc. The standard device names begin with ‘‘hp’’ followed
by the drive number and then a letter a-h for partitions 0-7 respectively. The character ? stands
here for a drive number in the range 0-7.

The block file’s access the disk via the system’s normal buffering mechanism and may be read
and written without regard to physical disk records. There is also a ‘raw’ interface which pro-
vides for direct transmission between the disk and the user’s read or write buffer. A single read
or write call results in exactly one I/O operation and therefore raw I/0 is considerably more
efficient when many words are transmitted. The names of the raw files conventionally begin
with an extra ‘r.’

In raw 1/O counts should be a multiple of 512 bytes (a disk sector). Likewise seek calls should
specify a multiple of 512 bytes.

DISK SUPPORT

This driver handles both standard DEC controllers and Emulex SC750 and SC780 controllers.
Standard DEC drive types are recognized according to the MASSBUS drive type register. For
the Emulex controller the drive type register should be configured to indicate the drive is an
RMO02. When this is encountered, the driver checks the holding register to find out the disk
geometry and, based on this information, decides what the drive type is. The following disks
are supported: RM03, RM0S5, RP06, RM80, RP0S, RP07, ML11A, ML11B, CDC 9775, CDC
9730, AMPEX Capricorn (32 sectors/track), FUJITSU Eagle (48 sectors/track), and AMPEX
9300. The origin and size (in sectors) of the pseudo-disks on each drive are as follows:

RMO03 partitions
disk start length cyls
hp?a 0 15884  0-99
hp?b 16000 33440  100-309
hp?c 0 131680 0-822

hp?d 49600 15884  309-408
hp?e 65440 55936  409-758
hp?f 121440 10080  759-822
hp?g 49600 82080  309-822

RMOS partitions
disk start length  cyls

hp?a 0 15884  0-26
hp?b 16416 33440  27-81
hp?c 0 500384 0-822

hp?d 341696 15884  562-588
hp?e 358112 55936  589-680
hp?f 414048 86176  681-822
hp?g 341696 158528 562-822
hp?h 49856 291346 82-561

RPO6 partitions
disk start length  cyls
hp?a 0 15884  0-37

hp?b 15884 33440  38-117
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hp?c 0
hp?d 49324
hp?e 65208
hp?f 121220
hp?g 49324
RM80 partitions
disk start
hp?a 0
hp?b 16058
hp?c 0
hp?d 49910
hp?e 68096
hp?f 125888
hp?g 49910
RPOS partitions
disk start
hp?a 0
hp?b 15884
hp?c 0
hp?d 2242
hp?e 65208
hp?f 121220
hp?g 2242
RPO7 partitions
disk start
hp?a 0
hp?b 16000
hp?c 0
hp?d 376000
hp?e 392000
hp?f 699200
hp?g 376000
hp?h 83200
CDC 9775 partitions
disk start
hp?a 0
hp?b 16640
hp?c 0
hp?d 376320
hp?e 392960
hp?f 700160
hp?g 376320
hp?h 84480
CDC 9730 partitions
disk start
hp%a 0
hp?b 16000
hp?c 0
hp?d 49600
hp?e 65600
hp?f 121600
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340670
15884
55936
219296
291192

length
15884
33440
242606
15884
55936
120466
192510

length
15884
33440
171798
15884
55936
50424
122320

length
15884
66880
1008000
15884
307200
308600
631800
291346

length
15884
66880
1079040
15884
307200
378720
702560
291346

length
15884
33440
263360
15884
55936
141600

0-814

118-155
156-289
290-814
118-814

cyls
0-36
37-114
0-558
115-151
152-280
281-558
115-558

cyls
0-37
38-117
0-410
118-155
156-289
290-410
118-410

cyls

0-9
10-51
0-629
235-244
245-436
437-629
235-629
52-234

cyls
0-12
13-65
0-842
294-306
307-546
547-842
294-842
66-293

cyls
0-49
50-154
0-822
155-204
205-379
380-822
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hp?g 49600 213600 155-822

AMPEX Capricorn partitions
disk start length  cyls

hp?a 0 15884  0-31
hp?b 16384 33440  32-97
hp?c 0 524288 0-1023

hp?d 342016 15884  668-699
hp?e 358400 55936  700-809
hp?f 414720 109408 810-1023
hp?g 342016 182112 668-1023
hp?h 50176 291346 98-667

FUJITSU Eagle partitions
disk start length  cyls

hp?a 0 15884  0-16
hp?b 16320 66880  17-86
hp?c 0 808320 0-841

hp?d 375360 15884  391-407
hp?e 391680 55936  408-727
hp?f 698880 109248 728-841
hp?g 375360 432768 391-841
hp?h 83520 291346 87-390

AMPEX 9300 partitions
disk start length  cyl

hp?a 0 15884  0-26
hp?b 16416 33440  27-81
hp?c 0 495520 0-814

hp?d 341696 15884  562-588
hp?e 358112 55936  589-680
hp?f 414048 81312  681-814
hp?g 341696 153664 562-814
hp?h 49856 291346 82-561

It is unwise for all of these files to be present in one installation, since there is overlap in
addresses and protection becomes a sticky matter. The hp?a partition is normally used for the
root file system, the hp?b partition as a paging area, and the hp?c partition for pack-pack copy-
ing (it maps the entire disk). On disks larger than about 205 Megabytes, the hp?h partition is
inserted prior to the hp?d or hp?g partition; the hp?g partition then maps the remainder of the
pack. All disk partition tables are calculated using the diskpart(8) program.

FILES
/dev/hp[0-71{a-h] block files
/dev/rhp[0-7][a-h] raw files
SEE ALSO
hk(4), uda(4), up(4)
DIAGNOSTICS

hp%d%ec: hard error sn%d mbsr=%b erl =%b er2=%b. An unrecoverable error occurred dur-
ing transfer of the specified sector of the specified disk partition. The MASSBUS status register
is printed in hexadecimal and with the error bits decoded if any error bits other than MBEXC
and DTABT are set. In any case the contents of the two error registers are also printed in octal
and symbolically with bits decoded. (Note that er2 is what old rp06 manuals would call er3; the
terminology is that of the rm disks). The error was either unrecoverable, or a large number of
retry attempts (including offset positioning and drive recalibration) could not recover the error.
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hp%d: write lecked. The write protect switch was set on the drive when a write was attempted.
The write operation is not recoverable.

hp%d: not ready. The drive was spun down or off line when it was accessed. The i/o opera-
tion is not recoverable.

hp%d%c: soft ecc sn%d. A recoverable ECC error occurred on the specified sector of the
specified disk partition. This happens normally a few times a week. If it happens more fre-
quently than this the sectors where the errors are occurring should be checked to see if certain
cylinders on the pack, spots on the carriage of the drive or heads are indicated.

During autoconfiguration one of the following messages may appear on the console indicating
the appropriate drive type was recognized. The last message indicates the drive is of a unk-
nown type.

hp%d: 9775 (direct).

hp%d: 9730 (direct).

hp%d: 9300.

hp%d: 9762.

hp%d: capricorn.

hp%d: eagle.

hp%d: ntracks %d, nsectors %d: unknown device.

BUGS
In raw I/0 read and write(2) truncate file offsets to 512-byte block boundaries, and write scrib-
bles on the tail of incomplete blocks. Thus, in programs that are likely to access raw devices,
read, write and [seek(2) should always deal in 512-byte multiples.
DEC-standard error logging should be supported.
A program to analyze the logged error information (even in its present reduced form) is
needed.

The partition tables for the file systems should be read off of each pack, as they are never quite
what any single installation would prefer, and this would make packs more portable.
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ht — TM-03/TE-16,TU-45,TU-77 MASSBUS magtape interface

SYNOPSIS

master ht0 at mba? drive ?
tape tul at ht0 slave 0

DESCRIPTION

The tm-03/transport combination provides a standard tape drive interface as described in
mtio(4). All drives provide both 800 and 1600 bpi; the TE-16 runs at 45 ips, the TU-45 at 75
ips, while the TU-77 runs at 125 ips and autoloads tapes.

SEE ALSO

mt(1), tar(1), tp(1), mtio(4), tm(4), ts(4), mt(4), ut(4)

DIAGNOSTICS

BUGS

tu%d: no write ring. An attempt was made to write on the tape drive when no write ring was
present; this message is written on the terminal of the user who tried to access the tape.

tu%d: not online. An attempt was made to access the tape while it was offline; this message is
written on the terminal of the user who tried to access the tape.

tu%d: can’t switch density in mid-tape. An attempt was made to write on a tape at a different
density than is already recorded on the tape. This message is written on the terminal of the
user who tried to switch the density.

tu%d: hard error bn%d mbsr=%b er=9%b ds=%b. A tape error occurred at block brm; the ht
error register and drive status register are printed in octal with the bits symbolically decoded.
Any error is fatal on non-raw tape; when possible the driver will have retried the operation
which failed several times before reporting the error.

If any non-data error is encountered on non-raw tape, it refuses to do anything more until
closed.
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hy — Network Systems Hyperchannel interface

SYNOPSIS

device hy0 at uba0 csr 0172410 vector hyint

DESCRIPTION

The hy interface provides access to a Network Systems Corporation Hyperchannel Adapter.

The network to which the interface is attached is specified at boot time with an SIOCSIFADDR
ioctl. The host’s address is discovered by reading the adapter status register. The interface will
not transmit or receive packets until the network number is known.

DIAGNOSTICS

hy%d: unit number 0x%x port %d type %x microcode level 0x%x. Identifies the device during
autoconfiguration.

hy%d: can’t handle af%d. The interface was handed a message with addresses formatted in an
unsuitable address family; the packet was dropped.

hy%d: can’t initialize. The interface was unable to allocate UNIBUS resources. This is usually
due to having too many network devices on an 11/750 where there are only 3 buffered data
paths.

hy%d: NEX - Non Existent Memory. Non existent memory error returned from hardware.
hy%d: BAR overflow. Bus address register overflow error returned from hardware.

hy%d: Power Off bit set, trying to reset. Adapter has lost power, driver will reset the bit and
see if power is still out in the adapter.

hy%d: Power Off Error, network shutdown. Power was really off in the adapter, network con-
nections are dropped. Software does not shut down the network unless power has been off for
a while.

hy%d: RECVD MP > MPSIZE (%d). A message proper was received that is too big. Prob-
able a driver bug. Shouldn’t happen.

hy%d: xmit error — len > hy_olen [%d > %d]. Probable driver error. Shouldn’t happen.

hy%d: DRIVER BUG — INVALID STATE %d. The driver state machine reached a non-
existent state. Definite driver bug.

hy%d: watchdog timer expired. A command in the adapter has taken too long to complete.
Driver will abort and retry the command.

hy%d: adapter power restored. Software was able to reset the power off bit, indicating that the
power has been restored.

SEE ALSO

BUGS

intro(4N), inet(4F)

If the adapter does not respond to the status command issued during autoconfigure, the adapter
is assumed down. A reboot is required to recognize it.

The adapter power fail interrupt seems to occur sporadically when power has, in fact, not failed.
The driver will believe that power has failed only if it can not reset the power fail latch after a
‘‘reasonable’’ time interval. These seem to appear about 2-4 times a day on some machines.
There seems to be no correlation with adapter rev level, number of ports used etc. and whether
a machine will get these ‘‘bogus powerfails’’. They don’t seem to cause any real problems so
they have been ignored.

4th Berkeley Distribution 27 July 1983 1



IK(4) UNIX Programmer’s Manual IK(4)

NAME
ik — Ikonas frame buffer, graphics device interface

SYNOPSIS
device ik0 at uba? csr 0172460 vector ikintr

DESCRIPTION
Ik provides an interface to an Ikonas frame buffer graphics device. Each minor device is a
different frame buffer interface board. When the device is opened, its interface registers are
mapped, via virtual memory, into the user processes address space. This allows the user pro-
cess very high bandwidth to the frame buffer with no system call overhead.

Bytes written or read from the device are DMA’ed from or to the interface. The frame buffer
XY address, its addressing mode, etc. must be set up by the user process before calling write or
read.
Other communication with the driver is via ioctls. The IK_GETADDR ioctl returns the virtual
address where the user process can find the interface registers. The IK_WAITINT ioctl
suspends the user process until the ikonas device has interrupted (for whatever reason — the
user process has to set the interrupt enables).

FILES
/dev/ik

DIAGNOSTICS
None.

BUGS
An invalid access (e.g., longword) to a mapped interface register can cause the system to crash
with a machine check. A user process could possibly cause infinite interrupts hence bringing
things to a crawl.
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NAME
il — Interlan 10 Mb/s Ethernet interface

SYNOPSIS
device 110 at uba0 csr 161000 vector ilrint ilcint

DESCRIPTION
The il interface provides access to a 10 Mb/s Ethernet network through an Interlan controller.

The host’s Internet address is specified at boot time with an SIOCSIFADDR ioctl. The ec
interface employs the address resolution protocol described in arp(4P) to dynamically map
between Internet and Ethernet addresses on the local network.
The interface normally tries to use a ‘“trailer’” encapsulation to minimize copying data on input
and output. This may be disabled, on a per-interface basis, by setting the IFF_NOTRAILERS
flag with an SIOCSIFFLAGS ioctl.

DIAGNOSTICS
il%d: input error. The hardware indicated an error in reading a packet off the cable or an ille-
gally sized packet.
il%d: can’t handle af%d. The interface was handed a message with addresses formatted in an
unsuitable address family; the packet was dropped.

SEE ALSO
intro(4N), inet(4F), arp(4P)

BUGS
The PUP protocol family should be added.
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NAME
imp — 1822 network interface

SYNOPSIS
pseudo-device imp

DESCRIPTION
The imp interface, as described in BBN Report 1822, provides access to an intelligent message
processor normally used when participating in the Department of Defense ARPA network. The
network interface communicates through a device controller, usually an ACC LH/DH or DEC
IMP-11A, with the IMP. The interface is “‘reliable’’ and ‘‘flow-controlled’’ by the host-IMP
protocol.

To configure IMP support, one of acc(4) and css(4) must be included. The network number on
which the interface resides is specified at boot time using the SIOCSIFADDR ioctl. The host
number is discovered through receipt of NOOP messages from the IMP.

The network interface is always in one of four states: up, down, initializing, or going down.
When the system is booted, the interface is marked down. If the hardware controller is suc-
cessfully probed, the interface enters the initializing state and transmits three NOOP messages
to the IMP. It then waits for the IMP to respond with two or more NOOP messages in reply.
When it receives these messages it enters the up state. The going down state is entered only
when notified by the IMP of an impending shutdown. Packets may be sent through the inter-
face only while it is in the up state. Packets received in any other state are dropped with the
error ENETDOWN returned to the caller.

DIAGNOSTICS
imp%d: leader error. The IMP reported an error in a leader (1822 message header). This
causes the interface to be reset and any packets queued up for transmission to be purged.

imp%d: going down in 30 seconds.

imp%d: going down for hardware PM.

imp%d: going down for reload software.

imp%d: going down for emergency reset. The Network Control Center (NCC) is manipulating
the IMP. By convention these messages are reported to all hosts on an IMP.

imp%d: reset (host %d/imp %d). The host has received a NOOP message which caused it to
reset its notion of its current address. This normally occurs at boot time, though it may also
occur while the system is running (for example, if the IMP-controller cable is disconnected,
then reconnected).

imp%d: host dead. The IMP has noted a host, to which a prior packet was sent, is not up.

imp%d: host unreachable. The IMP has discovered a host, to which a prior packet was sent, is
not accessible.

imp%d: data error. The IMP noted an error in data transmitted. The host-IMP interface is
reset and the host enters the init state (awaiting NOOP messages).

imp%d: interface reset. The reset process has been completed.

imp%d: marked down. After receiving a “‘going down in 30 seconds’’ message, and waiting 30
seconds, the host has marked the IMP unavailable. Before packets may be sent to the IMP
again, the IMP must notify the host, through a series of NOOP messages, that it is back up.

imp%d: can’t handle af%d. The interface was handed a message with addresses formatting in
an unsuitable address family; the packet was dropped.

SEE ALSO
intro(4N), inet(4F), acc(4), css(4)

4th Berkeley Distribution 27 July 1983 1

-~



IMP (4P) UNIX Programmer’s Manual IMP (4P)

NAME
imp — IMP raw socket interface

SYNOPSIS
#include <sys/socket.h>
#include <netinet/in.h>
##include <netimp/if_imp.h>

s = socket(AF_IMPLINK, SOCK_RAW, IMPLINK_IP);

DESCRIPTION
The raw imp socket provides direct access to the imp(4) network interface. Users send packets
through the interface using the send(2) calls, and receive packets with the recv(2), calls. All
outgoing packets must have space for an 1822 96-bit leader on the front. Likewise, packets
received by the user will have this leader on the front. The 1822 leader and the legal values for
the various fields are defined in the include file < netimplif imp.h>.

The raw imp interface automatically installs the length and destination address in the 1822
leader of all outgoing packets; these need not be filled in by the user.

DIAGNOSTICS
An operation on a socket may fail with one of the following errors:

[EISCONN] when trying to establish a connection on a socket which already has one, or
when trying to send a datagram with the destination address specified and the
socket is already connected,

[ENOTCONN] when trying to send a datagram, but no destination address is specified, and
the socket hasn’t been connected;

[ENOBUFS] when the system runs out of memory for an internal data structure;

[EADDRNOTAVAIL]

when an attempt is made to create a socket with a network address for which -
no network interface exists.

SEE ALSO
intro(4N), inet(4F), imp(4)
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